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Preface
The workshop on Grammatical Inference Applications: Successes and Future
Challenges was held prior to IJCAI-05, Edinburgh, Scotland on July 31, 2005.
This was the second workshop organized by the International Committee on
Grammatical Inference (ICGI). The first workshop was part of the ECML/PKDD
2003 in Croatia. These workshops are held in the years when no ICGI conference is organized. Previous ICGI conferences have been held in the U.K., Spain,
France, USA, Portugal, the Netherlands, and Greece.
In these meetings, original research on grammatical inference, the learning of
grammars based on data, is presented and discussed. The focus in the workshops
is on discussing current issues in this field. An additional aim of this particular
workshop was innovative applications. In the past, ICGI meetings have mainly
concentrated on theoretical work, but a recent trend shows an increased interest
in applications of the formal work.
The presentations in the workshop show that there indeed is a growing
interest in applications of grammatical inference. Topics include learning in
HTML/XML documents, music analysis, natural language processing, and biomedical applications. In fact, this workshop promises to bring together researchers
from distinct fields.
Out of the 15 submissions, 7 were accepted for oral presentation. In addition
to these, 4 have been accepted as posters. The selection process was difficult
with many high quality submissions. Additionally, we aimed at incorporating
applications in several different application fields. Taking a look at the table of
contents of these proceedings, we think that goal has been reached.
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Using Imperfect Training Data to Improve a Generative Model
for Automatic Semantic Role Labeling
Carolin Arnold
School of Computing
University of Utah
csarnold@cs.utah.edu
Abstract
Semantic role labeling of sentences–assigning semantic roles (such as ‘driver’) to phrases in a
sentence– is an important task in natural language
processing. Recent competitions have spurred interest in developing learning approaches to this
problem. To use these approaches in the real world
requires choosing both which phrases are to be labeled and what their labels are. We previously
demonstrated that probabilistic generative models
that use one variable for each phrase to be labeled perform competitively on this task. However, if the phrases to label are incorrectly chosen, the sequence becomes misleading, and performance drops. In this paper, we explore the idea of
incorporating these errors at training time, to create
a model that will perform well on real world data.
We believe that this idea of training on imperfect
data can apply advantageously to other problems
and models. We present experiments demonstrating that our approach improves a prior generative
modeling approach to labeling the FrameNet corpus.

1 Introduction
In previous work Thompson et al. [2003] presented a probabilistic generative model for the task of semantic role labeling. Semantic role labeling involves the assignment of
semantic roles (such as ‘driver’) to some of the parts of a
sentence (role-bearing constituents) in relation to a word of
interest. For example, in the sentence “The man drove to
the store,” “the man” is the ‘driver,’ “the store” is the ‘destination,’ and “drove” is the word of interest. In this paper
we use the notion of semantic role labeling as reflected in
the FrameNet project [Fillmore et al., 2003]. Semantic role
labeling is potentially useful in improving the performance
of other applications such as information extraction, question
answering, or word sense disambiguation.
Our role labeling model is a slightly modified Hidden
Markov Model (HMM). HMMs have been successfully applied to natural language processing applications such as
speech recognition and machine translation. They are generally found to be useful when there is a set of tags to be given
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to a series of items (emissions). Thompson et al. [2003] were
the first to train and test a probabilistic generative model, in
the form of a (slightly modified) HMM, for the task of automatic semantic role labeling. Representing the role labeling
task as an HMM, the tags are the semantic roles and the emissions are the role-bearing constituents. At testing time, the
HMM tags a set of constituents with a set of semantic roles.
One problem with this approach to semantic role labeling
is that it assumes that the role-bearing constituents are provided at testing time, whereas the identification of which constituents correspond to roles is a difficult problem in its own
right. Given that any procedure to identify these constituents
can make mistakes, the application of the HMM to real world
data can prove difficult. In this paper, we address this problem
by exploring multiple approaches to constituent identification
and by modifying the model’s training data to more closely
reflect the potentially noisy set of constituents it will need to
label at testing time. This is a key principle in machine learning: having training data that reflects the real-world testing
data.
We present experimental results showing that training our
generative model using this modified training data can lead
to significant improvements in labeling novel sentences. In
other words, we show that training the model on data that reflects the testing environment allows better generalization. In
the next Section, we discuss our prior work in more detail,
and discuss why we chose to work with a generative model
rather than a discriminative one. In Section 3, we give a more
detailed description of our approach and present our hypotheses. We then evaluate our approach by comparing our results
to our previous approach. Sections 5 and 6 discuss the implications of our work and discuss other related work, respectively. We conclude in Section 7, including directions for future research.

2 Background
In this section we discuss the role labeling task in more detail, give more background on generative and discriminative
models, present some alternative approaches, and discuss the
model that forms the basis for our approach.

2.1

Semantic Role Labeling and FrameNet

Role labeling as discussed here is based on the FrameNet
theory and corpus [Fillmore et al., 2003]. “The name
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‘FrameNet,’ inspired by ‘WordNet’ (Fellbaum 1998), reflects
the fact that the project is based on the theory of Frame Semantics, and that it is concerned with networks of meaning
in which words participate.” [Fillmore et al., 2003] The
FrameNet project has produced a corpus manually labeled
with semantic roles, frames, and targets. The project annotates many sentences containing a word of interest, called the
target word, and then moves on to the next target. Targets
can be nouns, verbs, or adjectives. Each sentence thus produced is annotated with the frame, the target, the constituents
related to that target word, and the role labels for those con
stituents. A sample annotation from
     is: “. . . [
 FrameNet
the Greeks and Romans] fought
[
over Helen of
Troy]!”. The frame, which is determined by the target word,
determines the semantic context of the sentence. In the above
sentence the target word is “fought” and the frame label is
‘hostile-encounter.’ The roles indicate what function the constituents in the sentence serve, in relation to the target word.
So here, the Greeks and Romans are the ‘Sides’ and Helen of
Troy is the ‘Issue.’
The goal of semantic role labeling using the FrameNet theory can be contrasted with the goals of information extraction
systems [Hobbes et al., 1997; Stallard, 2000]. The latter are
typically based on frame and slot templates for a specific domain such as airplane booking or mergers and acquisitions.
FrameNet focuses on a more abstract set of roles reflecting
abstract actions or relationships and their participants. The
results of role labeling could, of course, be used to assist a
traditional information extraction system, but are generally
applicable across many domains.
Role labeling has gained increasing focus recently. The
Senseval series of workshops originally focused on word
sense disambiguation, but this year Senseval-3 included a
semantic role labeling task [Litkowski, 2004]. A total of 8
groups participated in the task, some of them with more than
one approach. The data used for training and testing were
FrameNet sentences selected by the committee of the workshop from the 100 most common frames in FrameNet II.
Participants could compete in two tasks, unrestricted and
restricted. For the first, participants were given the target, the
frame, and the role-bearing constituents, and they had to determine the role labels for those constituents. For the second,
participants were only given the target and the frame, and had
to determine the role-bearing constituents as well as their role
label. The extensions presented here build on the system we
submitted to Senseval-3 [Thompson et al., 2004], and focus
on improving performance on the restricted task. Our performance at Senseval-3 was low compared to most of the other
systems, but we believe the approach described will allow this
system to be competitive in the future. The best system for
this task in Senseval-3 was a memory-based learning system,
which achieved 89.9% precision and 77.2% recall.

2.2

Generative versus Discriminative Models

As mentioned earlier, we have been using a probabilistic generative model for FrameNet semantic role labeling [Thompson et al., 2003]. Here we examine the contrasts between generative and discriminative models. As an overview, all classification problems have “input” variables,  , (or features)

and “output” variables,  . The former are the evidence that
we will get when the model is used in the real world, and
the latter are the class labels, which in our case are a set of
role labels. Generative models represent a joint distribution,
   , over the training set. They learn a set of probability distributions for a chosen configuration of the input and
output features, and make their predictions by using Bayes
rule to calculate     . Conversely, discriminative classifiers model the conditional, posterior     directly, learning the model parameters that best predict the class variable.
A Hidden Markov Model (HMM) is an example of a generative model; a decision tree is an example of a discriminative
model.
Probabilistic generative models are a natural choice for language processing tasks for several reasons. First, they are
more flexible for both representation and inference than discriminative models. Their representation flexibility comes
from the ability to easily represent known relationships between features, and this is useful in structured domains like
language processing. Their inference flexibility comes from
their ability to perform inference with any combination of
input and output variables, and from their robustness in the
face of missing variables at training time. Second, they are
linguistically plausible: they more naturally represent a sentence production model that humans could conceivably use,
as opposed to a discriminative model’s mechanics. Third,
on limited or sparse training data like the data we use here,
generative models have generally outperformed discriminative models [Ng and Jordan, 2002]. Even though we will see
that our model does not outperform the state of the art (discriminative) model, it is competitive while using only a small
feature set.

2.3

Discriminative Models for Semantic Role
Labeling

Gildea and Jurafsky [2002] were the first to apply machine
learning to the task of semantic role labeling, using the
FrameNet corpus. They designed a discriminative model that
calculated conditional probabilities of roles for different sets
of features. They used all of the features in Table 1 except for
FRAME. They used the Collins parser to produce some of
the features, while others were extracted from the FrameNet
annotation. All their experiments were performed on the
FrameNet I corpus, which means that their results cannot easily be compared to the results for Senseval-3, since those results were on a subset of the FrameNet II corpus. Other early
work on semantic role labeling includes that of Hacioglu et
al. [2003] and the work on shallow parsing of the PropBank
corpus [Kingsbury and Palmer, 2002].
For the recent Senseval competition, there were four main
dimensions of variability. First, the restricted task was either
done in two phases, identifying the constituents first and then
determining the roles of those constituents, or one phase that
uses an extra label to indicate that a constituent is not role
bearing. Second, some groups preferred to train one classifier
per frame, whereas others preferred to train just one classifier
for the entire data set. Third, most of these systems used
different feature sets. Many systems used the feature set of
Gildea and Jurafsky [2002], although most enhanced it. Last,
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PHRASE TYPE*
HEAD WORD
FRAME*
POSITION*
VOICE
TARGET WORD LEMMA
PARSE-TREE PATH*
GOVERNING CATEGORY

phrase type of the constituent
head word of the constituent
name of the frame of the sentence
indicates position of constituent as being before or after the target
the voice of the sentence, either active or passive
infinitive of target word if verb, singular of target if noun
path in parse tree between constituent and target (phrase types)
indicates whether noun phrase dominated by sentence phrase or verb phrase

Table 1: Most Commonly Used Features in Role Labeling Systems.
the systems used a wide variety of classifiers.
Although there have been many different approaches to
the classifiers used for semantic role labeling, there are two
things all these approaches have in common: they are all discriminative models and they all use more features than used
here to help determine roles. Table 1 shows the most commonly used features. The features marked with a * are also
used by the constituent classifier discussed below. See the
Senseval-3 proceedings for details [Litkowski, 2004].

2.4

A Generative Model for Semantic Role
Labeling

In this section we describe the generative model we used as
the basis and inspiration for our approach.
Role Labeler
We begin with the generative model for semantic role labeling designed by Cynthia Thompson and others at Stanford [Thompson et al., 2003], illustrated in Figure 1. We refer
to this as the original model. The system implementing this
model derives a set of probability distributions given a set of
tuples each containing a frame label, target word, role label
sequence, and constituent sequence. A constituent is represented by the head word and phrase type of the role-bearing
constituent, the part of the sentence to be labeled with a role.
At testing time, the model uses the derived probabilities to
label any constituent sequence.
This model is based on the assumption that a given sentence is the result of a stochastic process involving the choice
of a target word followed by the choice of a frame. Next, a
role sequence is chosen based on the frame, followed by a
process that chooses one constituent for each role. The process might continue by choosing a new target from one of the
already generated constituents, and generating additional detail to fill in that constituent. For example, in “The man drove
to the store.” with drove as the first target, man could then be
chosen and the phrase “The little old man with bad hearing”
generated. For the purposes of this paper we focus on one
constituent sequence at a time.
The lower part of the model (the model conditioned on
a frame) is an HMM. An HMM is a finite state automaton
with stochastic state transitions and symbol emissions [Rabiner, 1989]. The automaton models a probabilistic generative process producing a symbol sequence by starting at a
designated start state, transitioning to a new state, emitting
a symbol selected by that state, transitioning again, emitting
another symbol–and so on, until it reaches a designated final



 

 

 

Figure 1: Generative Model for Role Labeling. Key:
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frame,
role, and
constituent.
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Similarly, each state is associated with a distribution over its
set of outgoing transitions. The transition probability of moving from state  to state is written P(   ).
In our case, the emission symbols are not words but constituents, and states are role labels. The emission probability
is the probability of a constituent given a role, and the transition probability is the probability of a role following another
role. For the example sentence from Section 2.1, and referring back to Figure 1, F is ‘hostile-encounter,’ T is ‘fought,’
R is ‘Sides,’ R is ‘Issue,’ C is “Romans+NP,” and C is
“over+PP.” The joint distribution of this probabilistic generative model is thus:
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which can be written as follows after incorporating the HMM
assumptions:

The transition and emission probabilities can be learned
from training data. Each annotated sentence in FrameNet
consists of a target, frame, and sequence of roles, each associated with a constituent. For the purposes of this paper, we
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will assume that targets and frame labels are provided both at
training time and testing time; thus we use one HMM for each
frame, essentially ignoring the target information. At testing time, the labels are produced using the Viterbi algorithm
[Viterbi, 1967], which efficiently calculates the state (role)
sequence that has the highest probability of having produced
the observed constituent sequence.
Constituent Classifier
The restricted task of the Senseval-3 role labeling task required participants to both identify the role-bearing constituents and provide their labels. This task resembles the
eventual real world application of this research more closely
than the unrestricted task, since the role-bearing constituents
would not ordinarily be provided to a role labeler.
We designed a constituent classifier that uses a large feature
set to determine a sentence’s role-bearing constituents. To restrict the search for constituents, we only considered syntactic
constituents as potential role-bearing constituents. This was a
common approach in the Senseval competition. Thus we first
parsed all training and test sentences with the Collins parser
[1996]. We then used a Naive Bayes classifier that considers
all sub-trees (nodes) of a parse tree as potential role-bearing
constituents. The training data for the classifier is the set of
parse trees for all FrameNet sentences. For these sentences,
we use true constituent information from the FrameNet corpus to label the parse tree nodes as role-bearing constituents
(positive) or non-role-bearing constituents (negative).
The classifier’s feature set includes information derived
from the parse tree, along with the frame label and target
word. See Thompson et al. [2004] for the full feature set.
This system can achieve very high accuracy by simply
labeling all sub-trees as negative, since about 90.8% of all
nodes non-role-bearing. We therefore use a version of the
constituent classifier that tries to overcome this problem by
penalizing heavily for classifying role-bearing constituents as
non-role bearing. We used this model, the cost-sensitive classifier, for our experiments in this paper; note that this trades
the higher precision of the other classifier for higher recall.

3 Training on Imperfect Data
This section discusses the main idea of the paper: how to use
imperfect training data to prepare an HMM for imperfect test
data. Imperfect test data arises when a constituent classifier,
such as the one just discussed, makes mistakes. There are
three types of possible errors that a classifier can make: false
positives, false negatives, and noisy constituents. False positives are the the positive identification of constituents that do
not correspond to a true role-bearing constituent. False negatives, in the context of this work, are true role-bearing constituents that have no corresponding constituent in the classifier output, not even one that shares only some words with the
true constituent. Noisy constituents are the positive identification of constituents that share some, but not all, words with
a true role-bearing constituent. We call constituents that share
some or all words in a sentence with each other overlapping
constituents.
Our main idea is that these errors can be leveraged at training time, by creating a corpus that incorporates them when

Figure 2: Parse tree as labeled by constituent classifier, with
correct labels next to each node.
appropriate. We handle false positives by giving our model
the option to refuse to label a given constituent. We handle
false negatives by either adding omitted constituents to the
training data or by attempting to label all constituents with
roles. We handle noisy constituents with procedures that decide when a constituent is “close enough” to a role-bearing
constituent to label with that role. This illuminates why we
call a node a false negative only if none of its parents or children are labeled positive: if one were, we would label it with
the role of the associated constituent.

3.1

Motivation

The problem with errors in the constituent classifier is that the
role labeler is likely to commit errors in the face of misleading constituents, because the emission sequence it has to then
tag does not correspond to the sequence of role-bearing constituents it was trained on. We now discuss these errors and
their impact at tagging time in more detail. Figure 2 represents a hypothetical output of our constituent classifier on the
parse tree of the sentence “The man drove to the store,” and
illustrates most of these errors. The labels within the nodes
are the constituent classifier’s labels for the associated constituent, while the labels next to the nodes are the correct
labels. We call positively labeled constituents guesses and
FrameNet constituents true constituents.
The problem of false positives is illustrated by the subtree
within the square labeled 2: the classifier could label nodes
positive that should be labeled negative, leading to extra constituents that have no place in the role sequence. The problem
of false negatives is unfortunately not directly illustrated, but
it is the case where the classifier labels a true constituent and
all of its children and parents with negative labels. Thus the
constituent sequence passed to the labeler would have missing emissions.
We divide noisy constituents into 3 subtypes: subphrase,
superphrase, and partially overlapping phrase. The Figure
shows examples of some of these. Squares number 1 and 3
illustrate the idea of a subphrase: the classifier might assign
positive labels to the children of a true constituent. Square 1
leads to two emissions being passed to the role labeler when
there should only be one. Square 3 leads to overlapping constituents being passed, since both a parent and its children are
labeled positive. No superphrases are illustrated in the Figure,
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but would be the opposite of a subphrase: the classifier might
assign a positive label to the parent of a true constituent (or
multiple true constituents). If there were multiple true constituents under the guess, this would lead to only one emission being passed to the role labeler instead of more. Another
case of noisy constituent, the partially overlapping phrase, is
the case where the classifier labels a constituent positive that
partially overlaps a true constituent: for example, the classifier might label the phrase “drove to the store” instead of just
“to the store” as positive. Partial overlaps are typically caused
by parsing errors. Note that when the classifier is trained,
noisy constituents are negatively labeled.
All of these mistakes hurt the role labeling model because
it considers the sentence as a whole as a constituent sequence.
If the model is given many small constituents instead of one
large constituent, or if it is given extra constituents that do
not correspond to a role-bearing constituent, the sequence becomes misleading.
In more detail, false positives affect the transition probabilities of the model and therefore lead to wrong labels by
the model even when the true role-bearing constituents are
also present. Instead of considering the transition probabilities from the correct constituent’s role, the model will consider the transition probabilities from the extra, incorrect constituent’s role. False negatives also affect the transition probabilities, since the model will consider the transition probability from the previous role instead of the role of the missing
constituent. Noisy constituents, however, potentially affect
the emission probabilities, since a constituent (emission) is
represented by a combination of the head-word and phrasetype of the relevant part of the sentence. In the example illustrated in number 3, for example, instead of the phrase type
“PP” and the headword “to” to represent “to the store” (which
is what it is expecting), the emissions would be “TO” and “to”
(“to”) and “NP” and “store” (“the store”).

3.2

Variations in Creating the Imperfect Corpus

To create the combined corpus, we use the (possibly noisy)
constituents produced by the constituent classifier as the
training set emissions for the HMM model whenever possible, rather than the actual role-bearing constituents of the
FrameNet sentences. The process of labeling the guesses results in a new training corpus, created by combining each
guess with the best role label possible.
To handle false positives, we need to give the role labeler
itself the ability to determine whether a constituent is rolebearing. We do this by adding a new label, ‘NRB,’ for guesses
not overlapping a true. Adding such a label is akin to using
one phase for both constituent classification and role labeling; we, however, usually use a preprocessor to filter some
of the constituents before entering that phase. By adding this
label, the role labeler can learn probabilities for both nonrole-bearing and role-bearing constituents.
When creating the new combined training corpus, we could
handle false negatives either by adding the overlooked true
constituents or not. In favor of adding in the missing constituents is that this gives the model more true context information. On the other hand, this information will not be available during testing time. In our experiments, we show results

for the combined corpus both with and without adding back
the missing true constituents.
Noisy constituents are guesses that partially overlap with
one or more trues. What we would like to do is label guesses
overlapping a true with the label of the corresponding role
in FrameNet. Our motivation for this is that it is better to
label noisy constituents than to not label any part of the true
constituent at all. As we describe further below, finding the
best corresponding true for a guess is complicated by the fact
that multiple guesses can overlap a true, multiple trues can
overlap a guess, or both.
To illustrate a simple case where each guess matches at
most one true, consider this example:
True:
Guess:
Combo:
NoTrues:

[ The man]
The [man]
The [ man]
The [ man]

drove
[drove]
[
drove]
[
drove]

[    to the store.]
to the store.
[    to the store.]

The true FrameNet annotation is illustrated in the first line,
and the guess in the second. When combining the two, the
system will first map “the man” to “man,” and label it ‘driver.’
The system then tries to find an overlapping true constituent
for “drove,” but is unable to, so “drove” is labeled ‘NRB.’
Then, depending on whether or not we decide to add in false
negatives, it could try to find whether any true constituents
were not mapped. In this example, the system then finds “to
the store,” and adds it, giving it the label it had in the true set:
‘destination,’ and the result is as in the “Combo” row above.
If we choose not to add in the missing true constituents, the
result is as in the “NoTrues” row.
This illustrates the simple case, where there is a one-to-one
(or 0-to-one) mapping of guessed constituents to true constituents. However, as mentioned above, the simple approach
is not sufficient if multiple guesses overlap with one true constituent or if a guess overlaps with multiple true constituents.
In these two cases there are some decisions to be made when
combining the output of the constituent classifier with the true
role-bearing constituents.
Handling the case where multiple guesses overlap with one
true is simpler than the reverse, so we attempted it first. We
have two choices: we can either label one of the guesses (the
first one, for example) with the right role and all the other
ones as non-role-bearing, or we can label them all with the
same role. To illustrate, consider this example:
True:
[  The man]
Guess: [The] [man]
All:
[  The] [   man]
First:
[  The] [  man]
In this case, we can either label both “the” and “man” as
‘driver,’ as illustrated by the “All” row, or only label “the”
(or “man”) as ‘driver’ and the other as ‘NRB,’ as illustrated
by the “First” row.
Another problem is when to label an only partially overlapping guess with the true role. For example, if the true constituent is five words long, and the guessed constituent is three
words long, but they have only one word in common, then it
is not likely to be helpful to label the guess with the true’s
label. We decided that if fewer than 50% of the words overlap, the constituent is not good enough to be labeled with the
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true role. In the experiments below, we show results for both
using the simple approach of labeling the first overlapping
guess with the true label, and the more complicated option of
labeling all guesses that overlap enough with a true.
In summary, the process of labeling the guesses results in a
new training corpus, created by labeling each guess with the
best role label possible or with NRB if it corresponds to no
role. We tried all these variants since this is the first attempt to
train an HMM on imperfect training data to make the training
data look more like the test data. The experiments that follow were designed to determine how close the training data
should be to the eventual test data in order for the model to
perform at its best. Our hypothesis was that the closer the
training data is to the eventual test data and its true labels,
the better the system will perform. Section 4 shows that the
results we obtained corroborate our hypothesis, although the
improvements are not as decisive as we originally expected.

3.3

Variations in Constituent Classification

We now describe several approaches for producing the constituent sequence that the corpus combination procedure uses
as input. In all cases, we will use the same approach to produce a constituent sequence at tagging time. Our approaches
use variants of the classifier of Section 2.4 and some new approaches. As with most variants in classifiers, many of these
approaches gain precision while losing recall, or vice versa.
Our goal was to investigate how well the labeler could handle
corresponding tradeoffs in false positives versus false negatives.
In Thompson et al. [2004] we used a top-down filter as
a post-processor to the constituent classifier. This filter addresses the problem of overlapping constituents (problem 3
in Figure 2). In this filter, a top down search goes down each
parse tree branch and returns the first positively labeled subtree in each path. We note that even with the filter, there are
usually more positively labeled constituents than true rolebearing constituents. We use this filter as one of our variants
here.
The second variant is a bottom-up filter, which starts from
the leaf nodes and traverses up each branch until it finds the
first positively labeled node. We tried this filter because many
of the FrameNet constituents are “small” constituents containing one or a few words.
The third variant is to use no filter, simply returning all
constituents that the classifier returns. We tried these different approaches because when we originally designed the
top-down filter, the model did not have any way to decide
which constituents to label and which not. Therefore, since
the top-down filter passed few non-role-bearing constituents,
it performed best. We wanted to see whether with the addition of the NRB label, the classifier might perform better with
a different filter (or no filter).
We also experimented with two different constituent classifiers altogether. One classifier simply returned all the nodes
in the parse tree of the sentence as possible constituents, giving the classifier very high recall with very low precision. The
other is a hand-built classifier that uses the parse tree and target word to determine which constituents to include. If the
target is a noun or adjective, it returns the target node and all

its siblings in the tree. If the target is a verb, it returns all the
nodes in the target’s verb phrase plus any noun phrases acting
as subject of that verb. This classifier has very high precision
but fairly low recall.
We designed these variants to investigate how aggressive
the constituent classifier should be in relation to labeling constituents as role-bearing. In other words, we wanted to see
how many non-role-bearing constituents the role labeler can
handle and still perform well. The advantage of making the
classifier label more nodes as role-bearing is that fewer true
roles will be missed. The disadvantage, of course, is that
more non-role-bearing roles will be labeled as role bearing.
Passing all nodes in a parse tree as potential constituents is
the most extreme version of an aggressive classifier. We expect an increase in recall and corresponding drop in precision
as the number of constituents passed to the role labeler increases. As the results below show, this hypothesis is only
partially correct, since if too many non-role-bearing roles are
present in the training data, the model’s probability of labeling a constituent as non-role-bearing starts to overwhelm the
other probabilities.
The results that follow begin with the training procedure
used for the original Senseval-3 workshop, with no noisy
constituents and no non-role-bearing information. For this
model, it is expected that as more constituents are passed to
the model, its recall will increase while its precision will decrease, since it labels all constituents with a role, so recall can
only increase as more constituents are passed. We also expect
that the corpus combination approaches discussed above will
result in better performance than the original model.

4 Evaluation
In this section, we show the improvement we achieved by
training the model on the four different combined training
corpora described in Section 3.2:
1. The combined training corpus plus the missing true constituents, with the “simple” option of labeling only the
first of the guesses overlapping a true constituent (Combined Corpus).
2. The combined training corpus not including the missing true constituents, with the “simple” option of labeling only the first of the guesses overlapping a true constituent (NoTrues Combined Corpus).
3. The combined training corpus plus the missing true constituents, with the “complicated” option of labeling all of
the guesses overlapping a true constituent (AllOverlaps
Combined Corpus).
4. The combined training corpus not including the missing
true constituents, with the “complicated” option of labeling all of the guesses overlapping a true constituent
(AllOverlaps-NoTrues Combined Corpus).
For each of those four options, we ran experiments using
the different versions of the constituent classifier described in
Section 3.3:
1. The classifier described in Section 2.4 with a top-down
filter (TopDown).
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2. The classifier described in Section 2.4 with a bottom-up
filter (BottomUp).
3. The classifier described in Section 2.4 without a filter
(NoFilter).
4. The classifier returning all parse nodes as guesses (AllParseNodes).
5. The hand-built classifier described in Section 3.3 (Handbuilt).
All the results we show for the combined corpus results are
trained on the data produced by using the same classifier that
is used at testing time. In all cases, we use the same training
and testing split used in the Senseval-3 workshop.
We developed software to measure precision, recall, and
F-measure on the labels produced by our system. Precision
is calculated as in Equation 1 and recall is calculated as in
Equation 2. F-measure is the harmonic mean of precision and
recall. In our software, the numerator of both precision and
recall is the number of true constituents that have an overlapping guess labeled with the same role. The denominator for
precision is the number of guesses labeled with a role, while
for recall it is the number of true constituents.
Precision:

correctly labeled answers
attempted answers

Figure 3: Original Corpus: Unlabeled precision and recall.

Figure 4: F-Measure Summary.

(1)

correctly labeled answers
Recall:
(2)
true roles
Note that in all cases we only give one guessed overlapping constituent credit for getting the correct label, even when
multiple guesses overlap a true, and count all guesses as attempts. The only exception to this is that we added a postprocessing step that combines adjacent constituents labeled
with the same role into one attempted constituent. This overcomes the problem of producing several small constituents
for one large constituent, and is consistent with the training
procedure of labeling all overlaps with the matching label (the
AllOverlaps corpus). Although in some cases this step hurts
recall, the gain in precision usually far outweighs the loss in
recall.
We also show selected scores using the Senseval-3 scoring software, to show how our scoring approach compares,
and also to show how our scores compare to other Senseval3 scores. We discovered some problems with the Senseval scoring software, and therefore decided to develop our
own, which also gave us an opportunity to compute unlabeled scores as well as labeled scores; thus all scores shown
are from our software unless otherwise noted. Note that the
post-processing step of combining adjacent constituents labeled with the same role is also used here, since this step is
done post-processing but pre-scoring.
Figure 3 shows the unlabeled precision and recall of the
different classifiers for the original corpus. These scores use
the number of guessed constituents overlapping the true constituents in the numerators of the precision and recall equation, without penalizing labeling errors. The recall figures
are the ceiling for each classifier’s labeled performance, or
the best we can achieve if we make no mistakes in labeling.

We show precision to show the tradeoff between recall and
precision.
Figure 4 gives an overview of the F-measure scores of the
original (non-combined) corpus and the four types of combined corpora with the five classifier variants. This Figure
shows that most of the difference in performance seems to be
in the kind of filter used rather than in the specifics of the corpus generation, with the exception of the AllParseNodes filter, which performs much better on the AllOverlaps corpora
than on the standard combination.
The best F-measure in all cases is achieved by the handbuilt classifier. Even more interesting is that the next best
system, in all cases but the original corpus, is the NoFilter
approach. This lends validity to our idea that training on the
imperfect corpus allows the system to better handle extra constituents, as long as the ratio of non-role-bearing constituents
to role-bearing constituents is not too high. The hand-built
approach has the fewest extra constituents (note its high unlabeled precision in Figure 3), but the NoFilter approach has a
significant number of extra constituents, while also matching
a significant number of true constituents closely. With recall
improvements in the constituent classifier, which are ongoing, the NoFilter approach seems the most promising.
We now turn to the more detailed results for each condition.
Table 2 shows the results obtained by running our original
model on the different constituent classifiers. Remember that
in this case, no classifier is used during training, only the true
role-bearing constituents and their labels are provided. This
reflects the same training regimen that we used in Senseval3, but adds several new ways of identifying constituents at
testing time. This Table shows that the overall performance
is best on the hand-built classifier, and extremely bad without
using a classifier. The hand-built classifier has the highest
precision, but the lowest recall. This model’s performance
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Classifier
TopDown
BottomUp
NoFilter
Handbuilt
AllParseNodes

Precision
40.77%
19.15%
25.10%
44.11%
4.24%

Recall
38.33%
42.66%
44.54%
37.48%
63.55%

F-measure
39.52
26.43
32.11
40.53
7.96

Table 2: Original Corpus.
Classifier
TopDown
BottomUp
NoFilter
Handbuilt
AllParseNodes

Precision
56.54%
45.30%
53.94%
72.04%
37.82%

Recall
39.72%
48.74%
48.93%
46.66%
16.35%

Classifier
TopDown
BottomUp
NoFilter
Handbuilt
AllParseNodes

Precision
59.11%
50.32%
55.27%
73.86%
36.03%

Recall
40.64%
47.38%
47.81%
47.45%
13.33%

F-measure
48.17
48.80
51.27
57.78
19.46

Table 4: NoTrues Combined Corpus.
F-measure
46.66
46.96
51.32
56.64
22.83

Classifier
TopDown
BottomUp
NoFilter
Handbuilt
AllParseNodes

Precision
56.36%
55.24%
57.36%
71.56%
42.79%

Recall
40.02%
44.46%
52.98%
46.98%
45.76%

F-measure
46.81
49.27
55.08
56.72
44.22

Table 3: Combined Corpus.

Table 5: AllOverlaps Combined Corpus.

matched our predictions.
Table 3 and the following three Tables show the results of
training on noisy data as we have been describing. Training on the combined corpus has the effect we predicted: the
performance increases significantly. The hand-built approach
still outperforms the other approaches in terms of F-measure,
although some of the approaches (NoFilter and BottomUp)
have a better recall. The hand-built system scores very high
on precision, indicating that a lot of the constituents that were
guessed to be role-bearing actually were. This reflects the
high unlabeled precision of the hand-built classifier. The only
system that has a higher recall than precision is the bottom up
system.
It is interesting to note that the approach using no classifier (AllParseNodes) in this case has a better precision than
recall, the inverse of what it was in the original model. Also
note the extreme drop in recall, which we attribute to the fact
that most nodes in the combined corpus produced from this
classifier will be non-role-bearing, and thus the model will
be highly disposed towards labeling constituents as non-rolebearing. The main difference between the original corpus and
the combined corpora is the addition of the NRB label, thus
a model trained on any of the latter will label some true constituents as non-role-bearing. Since the training data using all
parse notes includes many non-role-bearing constituents, the
model is heavily weighted in favor of labeling constituents
as non-role-bearing. Comparing AllParseNodes to NoFilter
illustrates that although performance improves when more
constituents are present, an excessive number presents a more
difficult to surmount problem.
Table 4’s differences from Table 3 are due to the effect
of not adding missing true role-bearing constituents at training time. The results show that the argument in favor of not
adding the missed constituents is stronger than the argument
for adding them. In other words, the overall performance (Fmeasure) increases slightly when the training data is closer
to the test data. The increase from Table 3 to Table 4 is
mostly in precision. Notice that, although the performance
increases in general, the performance on AllParseNodes decreases. The precision for this classifier only drops slightly,

but the recall is quite a bit lower. This performance decrease
can be explained by noting that if the true constituents are not
added, there will be a higher proportion of non-role-bearing
to role-bearing constituents, and therefore the model will be
even more heavily disposed towards labeling constituents as
non-role-bearing.
Table 5 should be compared to Table 3, since neither approach leaves out the true constituents when creating the
training corpus. The former labels all overlapping guesses
with the corresponding role, rather than only the first. As in
the comparison with NoTrues, the overall performance (Fmeasure) is either close to the same or higher here, and precision is the key difference. Precision is higher or just slightly
below in all cases while recall varies more drastically. Notice
the large increase in performance when all parse nodes are
considered as constituents: the precision increases by about
5%, but the recall increases by almost 30%. The reason for
this major increase in recall is the inverse of the reason for the
decrease in recall between the original corpus and the combined corpus (and the combined corpus and the NoTrues corpus): when all overlapping constituents are labeled with the
role instead of just one, there are fewer NRBs and therefore
the model will be less likely to label role-bearing constituents
as non-role-bearing.
Table 6 should be compared to both Table 4 and Table 5,
since it does not include the missing true constituents in the
training data, but also labels all overlapping constituents with
the role. The F-measure scores are similar between all three
approaches, with some small exceptions. However, note that
the precision is often higher for the AllOverlaps-NoTrues corpus than either of the other two, or at least about as high as
the best of the two. The recall, however, is usually lower
than the highest, but almost always higher than the lowest
(except for the BottomUp case). Overall, although the differences are slight, this seems to be the most promising corpus
combination approach if the recall of the classifier can be improved. Further analysis with more data or more training and
test splits are warranted.
Table 7 shows the results when running the Senseval-3
scoring software on the two best overall classifier systems:
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Classifier
TopDown
BottomUp
NoFilter
Handbuilt
AllParseNodes

Precision
59.06%
57.52%
58.86%
73.56%
41.83%

Recall
40.91%
43.06%
51.18%
47.50%
42.62%

F-measure
48.34
49.25
54.76
57.72
42.22

Table 6: AllOverlaps-NoTrues Combined Corpus.
System
Combined (HB)
Combined (NF)
NoTrues (HB)
NoTrues (NF)
AllOverlaps (HB)
AllOverlaps (NF)
AllOverlaps-NoTrues (HB)
AllOverlaps-NoTrues (NF)
Best Senseval-3 Scores
Average of Senseval-3 Entries

Precision
76.1%
59.4%
78.4%
60.9%
75.8%
63.3%
78.6%
65.3%
89.9%
67.7%

Recall
50.3%
55%
51.5%
53.7%
50.8%
59.6%
51.8%
57.9%
78%
54.7%

F-measure
60.6
57.1
62.2
57.1
60.8
61.4
62.4
61.4
N/A
58.9

Table 7: Senseval-3 scores of best two systems for each corpus.
the Handbuilt classifier (HB) and the NoFilter classifier (NF),
as well as the best precision and recall achieved over all
Senseval-3 entries (each for a different systems), and the average precision, recall, and F-measure over all Senseval-3
entries.1 The best precision and recall for each classifier is
shown in bold. Note that the Senseval-3 scoring software performance is always a little higher than our scoring software
performance, which we attribute to some small problems we
found with the Senseval-3 scoring software.
This Table shows that the best precision for the Handbuilt
classifier is more than 10% higher than the average Senseval precision, while its best recall is about 3% lower than the
average recall. Comparing to the best Senseval-3 scores, the
handbuilt classifier’s best precision is about 10% lower, while
its best recall is about 26% lower. This seems to indicate that
we have to focus on the recall, but it should be noted that
this classifier has a very low recall compared to our other approaches. For example, we can see here that the best precision
for the NoFilter classifier is about 2% lower than the average
Senseval precision, but its best recall is about 5% higher than
the average recall. Comparing to the best Senseval-3 scores,
the NoFilter classifier’s best precision is about 25% lower,
but its best recall is only slightly less than 20% lower. These
scores show that by training on this imperfect training data,
our system went from the bottom of the list to being a competitive system.

5 Application to Other Models
The idea of creating an imperfect training corpus can also be
useful for other models of the role labeling problem. Erroneous emissions like the ones we have been discussing can
1
F-measure is not appropriate for the Best Senseval-3 Scores,
since they are taken from two different systems.

also occur in many other applications, such as noisy environments for speech recognition, or information extraction when
the phrases to be extracted are not known. Discriminative as
well as generative models can benefit from being able to learn
when a constituent is non-role-bearing, if they choose to use
two phases, one for constituent classification and one for rolelabeling. As far as we are aware, no one else has attempted to
train on an imperfect training set. Essentially, our approach
adds a filter to decrease the number of non-role-bearing constituents, and then trains a role labeler on the output of that filter (which still includes some non-role-bearing constituents).
A discriminative model will not be as affected by this as our
model, since those models do not naturally capture surrounding role information. But if the model incorporates features
that capture some of the surrounding roles, this research will
be useful. For example, if the model incorporates information
about the previous role, and that role is a non-role-bearing
constituent, if it was trained on this imperfect training data it
would then be able to label the next role more accurately.
Even if the discriminative model does not incorporate information about surrounding roles, its precision score might
be increased by virtue of knowing which constituents are nonrole-bearing: by training on this training data, the number of
extra guesses can be decreased. Also, in a real world task
we would not want to label constituents that should not be labeled, since that would affect the usefulness of the roles. For
example, if we were trying to determine the sense of a word
by the roles in the sentence, extra roles could lead the system
astray.

6 Related Work
Many other researchers have applied Hidden Markov Models to natural language processing tasks, including part-ofspeech tagging [Kupiec, 1992], named entity recognition
[Bikel et al., 1999], and information extraction [Freitag and
McCallum, 1999; Seymore et al., 1999]. Perhaps the most
relevant work is that in information extraction. In information extraction (IE), the goal is to fill in pre-defined fields by
automatically extracting sub-sequences from text. Examples
include extracting a meeting’s location from an email or extracting all the place names from a news article. There are two
main approaches taken, that of learning one HMM model per
field or one HMM for all fields. In both approaches, as with
role labeling, there are some words that should not be labeled
with any field. The usual tool to handle this is to add a special
state, similar to our NRB, for “non-target” words. Also, prefix and suffix states are often added around the target words to
be extracted, so that the model can anticipate, in effect, when
to begin recognizing words of the field to be extracted. The
main difference between IE approaches and our own is that
in IE, each word is an emission, whereas we use entire constituents as emissions. Labeling individual words with roles
would likely not be as accurate, since words such as “the” can
appear in any role. On the other hand, perhaps it would be an
interesting area for future work to explore using each word
as an emission, with one HMM per role and prefix and suffix
states that recognize surrounding context.
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7 Future Work and Conclusion
While we have examined many approaches to combining the
constituent classifier’s output with the true constituents, there
are more variations to consider. In particular, we have not
handled the case when a guess overlaps with multiple true
constituents. As in the reverse case described in Section 3.3,
we have two choices. First, we can either map the guess to
the first overlapping true role-bearing constituent (or the last).
Second, we can try to determine the best match between the
guess and all the true role-bearing constituents that it overlaps
with. In either case, the guess will be labeled with the role of
the true role-bearing constituent it is mapped to.
In general, we also continue to improve the classification
procedure and role labeler. The latter uses only three features
as opposed to the eight or more generally used by other role
labeling systems in Senseval-3. As we add more features, we
expect our model to improve from average to one of the top
contenders in role labeling performance.
In this paper, we have shown that in situations when the
data to be labeled is noisy, training on equally noisy data
can improve generalization performance. In particular, for
the HMM studied here, adding incorrect emissions, both with
a new type of state label or with the best matching true label, allows the model to more often correctly label incorrect
emissions at testing time. We have also shown that in most
cases, the performance increases as the composition of the
training data becomes more similar to that of the testing data.
We believe that our general approach can be useful in other
situations, and hope that this paper inspires others to apply
the approach to new problems and new models.
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Abstract
We present a new learning process for Web information extraction, that is visually interactive. Web
documents are considered as trees in which wrappers select sets of nodes. We start from a recent algorithm that induces node selection queries in trees
by methods of grammatical inference. We then
show how to turn this algorithm into our visually
interactive learning process, using intelligent tree
pruning heuristics. Experiments on realistic Web
documents confirm excellent quality with surprisingly few user interactions during wrapper induction.

1 Introduction
The information overload of the Web calls for intelligent Web
services that provide high-quality collected and value-added
information. The information from a significant number of
source sites relevant to the domain of the service has to be
integrated and made accessible in an uniform manner.
Web documents in HTML are ill-suited for automated processing which are a prerequisite for such services. This problem is addressed by much work on so-called Web wrappers,
programs that extract the relevant information from HTML
documents and translate it into a more machine-friendly format.
Programming wrappers manually is a time consuming, error prone task that is not manageable. Two kinds of tools
were proposed that assist humans in wrapper creation: by
using machine learning techniques to induce string based
wrappers from annotated examples [Freitag and Kushmerick, 2000; Muslea et al., 2001] and of visual specification
of node selection queries in trees [Baumgartner et al., 2001;
Gottlob and Koch, 2002].
Some recent proposals mix up features of both approaches.
Multi-view inductive logic programming [Cohen et al., 2003]
enriches string-based machine learning technique by tree
views, while grammatical inference techniques [Kosala et al.,
2003; Carme et al., 2004a] is used to learn tree automata representing node selection queries.
We present a new learning process for Web information
extraction, that is visually interactive. The objective is to
build accurate wrappers with a small amount of examples and

limited user expertise (about wrapper languages and HTML
formats). We model wrappers as node selection queries in
trees, which can be obtained from very few examples by visual specification. We infer them by machine learning techniques which necessitates little user expertise, and provide a
visually interactive learning environment, in order to limit the
effort of labeling or correction.
We start from a recent variant of the RPNI algorithm that
induces node selection queries in trees by methods of grammatical inference [Carme et al., 2004a]. This approach relies
on a highly expressive wrapper language, regular monadic
node selection queries in trees, as advocated by the database
community [Gottlob and Koch, 2002; Neven and Bussche,
2002]. These can be expressed in monadic second-order logic
(MSO), monadic Datalog, or by tree automata.
In a first step, we present a formal learning model that captures the interactive learning processes we envisage. Every
instance of such processes is started by a teacher who chooses
a first document in his Web browser and labels a few of its
nodes. The system generates a wrapper hypothesis and applies it to the current document. Either the teacher agrees
and continues with the next document, or he annotates one of
the wrong annotations (false positive or false negative). The
process iterates until the teacher accepts the current wrapper.
We propose to model such interactive processes within
the paradigm of active learning in the style of a “minimally
adequate teacher” by [Angluin, 1987]. We then prove the
learnability of regular monadic node selection queries in this
model. As a perspective, we could render our model truly
active in the sense that the learner intelligently proposes annotations to be corrected [Muslea et al., 2003].
In a second step, we present a practical active learning process in RPNI style. This algorithm resolves the two main deficiencies of the previous RPNI algorithm: the need of completely annotated examples – which is unfeasible in practice
– and the important amount of required examples to achieve
good results. We solve both problems by introducing intelligent tree pruning heuristics. The idea is to prune all nodes
of partially annotated trees that seem irrelevant when distinguishing positively annotated nodes. This way we can turn
partial annotations into complete annotations on pruned trees
and reduce the size of the target which in turn reduces the
amount of needed examples.
We have implemented our visually interactive learning pro-
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cess in the SQUIRREL system as a plug-in of the Mozilla
Web browser.
We give experimental results on standard benchmarks in
the classical off-line setting. They show that our system
achieves state-of-the-art performance. In the interactive setting, experiments on realistic Web documents confirm excellent wrapper quality by surprisingly few user interactions during wrapper induction.
Plan of the Paper. Node selection queries in trees are
recalled in Section 2. We discuss learning in the limit and
active learning and show that regular node selection queries
are learnable in both models (Section 3). We introduce the
RPNI based active learning algorithm SQUIRREL (Section
4), discuss its implementation and present experimental results (Section 5).

2 Node Selection Queries in Trees
We consider HTML and XML as trees that are obtained by parsing the documents. Such trees contain mostly textual data in
leaves and attributes values. In this paper, we only consider
the labels of nodes. Thus trees are finite, ordered, and unranked.
Let be a finite alphabet whose symbols correspond to the
element names. We denote by  the set of natural numbers
without  . The set of nodes  of a tree is a finite nonempty
subset of  such that if     then    and   
  . A -tree  is defined by a set of nodes
for all 
nodes  and a label function which associates to every node
  nodes  a label in , denoted by    . The empty
word, denoted by  , always addresses the root of a tree. Two
trees have the same shape if they have the same sets of nodes.
A monadic query over is a function  that maps -trees
  to
 sets   nodes  . For instance, the monadic query
selects all leaves in a tree.
We are interested in the class of regular monadic queries,
i.e., monadic queries that can be defined in monadic secondorder logic (MSO), in monadic Datalog, or by tree automata
[Gottlob and Koch, 2002; Neven and Bussche, 2002]. We follow the equivalently expressive tree automaton approach by
so called node selecting tree transducers (NSTT) [Carme et
al., 2004a]. The idea is to identify!queries
#"%$&$  with languages of
annotated trees over the alphabet
. See Figure 1 for
an example. Languages of regular queries can then be recognized by tree automata. See [Comon et al., 1997] for a definition of tree automata in the case of ranked trees. These apply equally to unranked trees after encoding into binary trees
[Frick et al., 2003; Carme et al., 2004b].
"%$&$ 
Given a -tree  and a ()"-tree
%$&$  ' with the same shape,
we define a tree 
as follows: nodes 
' over
' +* nodes  , and for every   nodes -,. ' /  +*
  , '   0 .
  nodes  can be identified with a tree
Every

"%$&$ subset
over
with the same shape as  , such that the Boolean
values /   satisfy for all   nodes  : /  !*
true if and only if  1 . Given a monadic query  and
 is said to be the annotated tree of 
a tree  , the tree 
w.r.t.  . Note that if  is empty, then  annotates all nodes
in  by false. See Figure 1 for an example.

243
53

2 3

673
5 8

2 3
93

5 8

2 3
93

53

:;3
2

Figure 1: The query that selects all nodes with -labeled
9
parents
2 next siblings
2 : to the right annotates the
2 5 and
6 2 -labeled
tree  , ,  5 , 9 -,  5 , 9 ,  5 , 0 by the Booleans shown
above. Note that we write  5 , true as 5 8 .
We represent regular monadic queries by regular languages
#"%$=$ 
of annotated trees. We call a tree language < over
functional
if for every tree  over there exists at most one
"%$&$ 
-tree ' such that  ?@"
' % $&$ <  . An NSTT over is a
tree automaton > over
whose language < A>B is
functional. An NSTT > over defines an NSTT-query DC in
-trees:

/CE+* F  

nodes HG

'   I*

true and 

'  < >J7K
LM"%$&$ 

Testing whether a deterministic tree automaton over
is an NSTT, i.e., whether its language is functional, can be
done in polynomial time.

3 Learning Models
We discuss two formal models for learning node selection
queries, learning in the limit and active learning.
Let us first recall that deterministic automata are learnable
in the limit from positive and negative examples in polynomial time and data [Gold, 1978; Oncina and Garcia, 1992].
This result is based on the following two properties:
- there is a polynomial space function computing the characteristic sample of a target regular tree language from a deterministic tree automaton;
- there is a polynomial time function mapping samples of
positive and negative examples containing the characteristic
sample to the deterministic minimal automaton.
The second property applies to tree languages as well as
to word languages [Oncina and García, 1993]. The RPNIalgorithm for tree automata computes this function.
NSTT queries can be learned in the limit from a complete
presentation of annotated trees. This follows from the learnability of deterministic tree automata, since one can deduce a
complete presentation of positive and negative examples for
 by a
the target query  : replace an annotated tree 
positive example 
 and negative examples  ' with
' *O
N  , even though this leads to an exponential blowup. This exponential blow-up can be avoided by a modified RPNI-algorithm which tests functionality in its main
loop [Carme et al., 2004a]. We will generalize this algorithm
in Section 4 (Figure 5) into the core RPNI P/QRS/T of SQUIRREL.
Deterministic finite automata are equally learnable in the
MAT model [Angluin, 1987], i.e., by active learner who may
ask membership and equivalence queries to his teacher. This
result extends to tree automata [Sakakibara, 1990; Drewes
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and Hogberg, 2003]. Such queries, however, are not well
suitable for active learning of node selection queries in trees.
We introduce two new types of queries that the learner may
ask to teacher, correct labeling queries (CLQs) and query
equivalence queries (QEQs). This can be done with respect
to an arbitrary formalism for representing queries – for instance by NSTTs. We denote query representations by > and
the query they represent by  C . A CLQ about target 0Q is
defined as follows:
'
Input:
an annotated
Bool-tree 
Output: yes if  Q+* ' , else some   nodes 
such that '    *!
N  Q  
CLQs ask whether the current annotation hypothesis 
'
is correct and requires a failure witness  otherwise. A QEQ
about target  Q has the form:
Input:
a query representation >
Output: yes if   Q *!/C , else some -tree 
such that  C  *!
N  Q .
QEQs asks whether the current query hypothesis > is correct, and requires a failure witness  otherwise.
Theorem 1. Deterministic NSTT are learnable in polynomial time by active learning processes with correct labeling
queries and query equivalence queries.

SQUIRREL
// fix a representation formalism for queries //
// we write  C for the query represented by > //
let > represent the empty query
let  be the empty set of completely annotated trees
Loop until QEQ(A) returns yes
let  be the output of QEQ
let
*
*  be partial annotations for 
CE returns yes
Loop until CLQ 
let  be output of CLQ
// add the correct annotation of  to  or
//
If  L C  then add  to
else add  to 
// learn a new query representation//
> RPNIP/QRS/T ,-,E, 
Add 
 C  to the set 
Output : >
Figure 2: SQUIRREL active learning algorithm.

4.1

The SQUIRREL Algorithm

Proof. Let be a learning algorithm with membership and
equivalence queries for deterministic tree automata.
Let < be
"%$&$ 
the target functional language over
. At each call
'  < , we ask the correct
of to a membership query 
' and answers yes if the CLQ
labeling oracle with input 
answers
yes and no if the CLQ outputs a node. At each call

of to an equivalence query, we ask the query equivalence
query oracle with the same hypothesis tree automaton and
answers yes if the QEQ outputs yes. If the QEQ outputs a tree  , we have to construct the annotated tree  ' which is a
counterexample for the equivalence query. To do so, ask the
' .
correct labeling oracle until we get the annotated tree 
The reader should note that the number of calls to the correct
labeling oracle is bounded by the number of nodes to be selected in  . The modified algorithm is a learning algorithm
with CLQs and QEQs. It outputs in polynomial time a minimal tree automaton > of the target functional language < , i.e.
a deterministic NSTT.

The outer loop of the SQUIRREL algorithm in Figure 2 halts
when the teacher considers the current query to be equivalent
to the target query. Otherwise a new tree is investigated. The
inner loop halts when the teacher confirms that the current
tree is correctly labeled by the current query. Otherwise, it
asks for further partial annotations for the current tree and
learns from them.
is a triple -,E, 
A partially annotated tree over
 nodes  of positively
consisting of a -tree  , a set
annotated nodes, a set
 nodes  of negatively annotated nodes, and 
*  . It is consistent with a query 
  and  +*  . SQUIRREL is parametrized
if
by an arbitrary algorithm RPNI P/QRS/T , which we will fix later
on to be a variant of the RPNI algorithm for NSTTs. However, we could use every other algorithm that computes query
representations from a set  of (completely) annotated trees
(the set of correctly labeled trees seen so far) and a partially
annotated tree -,E,  (the tree for which the teacher is
answering CLQ queries).

4 Active Learning Process

4.2

We next present the algorithm SQUIRREL that can actively
learn regular monadic queries in practice. We start from the
RPNI variant for NSTTs discussed above which has two main
deficiencies:

In order to benefit from partial annotations, we propose to
prune subtrees that seem irrelevant for distinguishing positively annotated nodes. All remaining nodes are assumed to
be unselected if not annotated positively (which seems reasonable for appropriate pruning heuristics). Thereby, we obtain complete annotations on pruned trees. Note that negatively annotated nodes may be pruned. This complicates the
situation a little, as wrapper induction needs to ensure consistency with all negative annotations, pruned or not.
At the same time, pruning helps resolving the second drawback because the size of the target automaton is reduced.
The idea is similar to that of windowing in wrapper induction from texts (see e.g.[Freitag and Kushmerick, 2000;
Chidlovskii, 2001]).







the algorithm insists on complete annotation, while the
teacher offers partial annotations. Complete annotations
are not manageable in practice;
the algorithm needs a polynomial amount of examples
in the size of the target automaton to perform good generalizations, which may be too much in practice.

We will propose a solution to both problems by introducing
pruning heuristics that eliminate seemingly useless parts of
partially annotated trees.

Pruning

15

243
2 3

RPNIP/QR/S/T (  , -,H,

2 3

5 8

5 8

Figure 3:
The pruned tree applying the strategy
paths only to the tree given in Figure 1
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Pruning NSTTs. Pruning NSTTs operate like NSTTs except they first prune a tree nondeterministically and then select from the pruned tree, such that results are always unambiguous.
"%$&$  
We call a language < of 
 -trees cut-functional if
for all  8 ' 8 , '   < such that  8 and  are compatible,
it holds that ' 8 and '  do not contradict each other, i.e., there
exists no node  such that ' 8    * N ' ;   . Note that cutfunctional languages of unpruned trees are functional.
We"%define
$=$   a pNSTT over to be a tree automaton over

 whose languages is cut-functional. A pNSTT >
represents the query  C which satisfies for all -trees  and
  nodes  :

G


 

'  < A>B,
'   I*

cuts ,



Figure 5: Learning from partial annotated trees

Pruned Trees. Let be a special constant.A pruned
 F treeK
over a signature is a tree over the signature
*
whose inner nodes are labeled in . The special symbol
 -tree 
marks positions whose subtrees were pruned. A
is called unpruned if does not occur in  . We denote by
nodes+ the set of nodes of  that are labeledin .
For every -tree  , let cuts  be the set of  -trees obtained by substituting subtrees of  by . Two
-trees  8
and  are said to be compatible if there is a -tree  such
that  8 and   are in cuts  . See Figures 3 and 4 for some
examples of pruned
 -treetrees.
For every
 and Bool-tree ' with nodes+.*

'

' to be a tree over
nodes
,
we
can
define
the product 
) "%$=$  

 , by pairing the labels at the corresponding nodes
in  and ' .

nodes 

// prune all input trees //

 * F prune 
'  GD '   K prune 
// compute a deterministic pNSTT by RPNI //
> pNSTT  
For  *
to G states >J/G do
For *  to  
do
>  det-merge >M,00,0
If > is cut-functional
and > consistent with  and -,E, 
then >  >
Output : >

93

Figure 4:
The pruned tree applying the strategy
paths extended to the tree given in Figure 1

 C * F  

)

true K

It should be noted that deterministic pNSTTs have nondeterministic node selection processes. Fortunately, however, the
value  C  can always be computed efficiently in polynomial
time  G > G G /G  (see appendix for details).
Cut-functionality of deterministic pNSTTs can be tested in
polynomial time, too. We only sketch here the proof, which

is detailed in the appendix. We define a binary relation
1"%$&$   on
states such that  A 8 ,    iff there exist two
-trees
 8 ' 8 and   '  such that  8 and   are compatible, ' 8
and '  are not compatible, and  8
' 8 reaches  8 and 
'  reaches  . The NSTT is not cut-functional iff   8 , 
doesn’t hold for any two final states. The relation  can be
computed in polynomial time by a saturation process.

4.3

RPNI with Pruning

The learning algorithm RPNIPQR/ST in Figure 5 is
parametrized by a pruning function prune, which is an

arbitrary function mapping
Bool-trees to 
Bool  trees such that for every possible argument  :
prune E cuts 
First, we prune all input trees in  and the partially annotated
input tree -, ,  . This is done by computing a comare
pletely annotated tree 
 in which all nodes of
labeled by true and all others by false, to which prune
is then applied. Let  be the resulting set of completely annotated pruned trees.
Second, RPNIPQR/ST infers a pNSTT by a variant of the
RPNI which tests for cut-functionality. It starts with an initial pNSTT for  , denoted by pNSTT    , as usual with
RPNI. This is the deterministic pNSTT whose language consists of all pruned trees in  , such that for all states  
states  pNSTT
  0 there exists exactly one tree  over

Bool with a successful run by > . Then, we use
a state merging for generalization. The function det-merge
takes as input an automaton > and two states   and   of
states >B and outputs an automaton where   and   are
merged such that det-merge A> , 0,0 is made deterministic
(adapting classical methods from [Oncina and Garcia, 1992]).
The iteration continues with the merged automaton if it is
cut-functional and consistent with all negative annotations in
 and -, E,  , or else refuses the merging step and continues with the previous automaton. Consistency here means
'   and node
that there does not exist any tree 
   C   such that '    * false, and there do not exist any node  
such that  L C  .
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Improvements. The most classical one is to tweak the
merging order, as illustrated by evidence driven state merging [Lang et al., 1998]. Here, we chose a merging order
which favors merges leading to pNSTTs with “horizontal”
recursion, since lists are frequent in HTML documents. The
second improvement is to use background knowledge in form
of typing automata [Kermorvant and de la Higuera, 2002].
We use a very general typing automaton that recognizes all
well-formed HTML document. Merges between states of different types are forbidden. This restricts the class of pNSTTs
that can be inferred.

4.4

Pruning Heuristics

The choice of the pruning function determines the quality of
RPNIP/QR/S/T . If we prune nothing, we obtain the RPNI algorithm from NSTTs. Generally, we will only consider pruning
functions that keep all positively annotated nodes.
The function paths only, for instance, cuts all nodes except those that are ancestors of or equal to positively labeled
nodes. An example is given in Figure 3. Note that more than
a single path is kept so that induction isn’t simply reduced to
learning path expressions. The function paths extended
additionally keeps all the nodes whose parents are on such
paths. An example is given in Figure 4.
The experiments show that pruning by paths only
yields significantly better learning efficiency. The pruning
function paths extended, however, is useful to include
content in trees (attributes, textual values).

4.5

Figure 6: A pNSTT induced for N.Y. Times

An Induced pNSTT

Figure 6 contains an example for a pNSTT which selects
the articles from the web site of N.Y. Times. This pNSTT is induced by SQUIRREL with the pruning function
paths only.
The pNSTT looks like a set of finite automata, where each
automaton represent one ”level” of the HTML document. TD 3 8
stands for  <TD> , true (the node is selected), whereas TD
stands for  <TD> , false (the node is not selected). Here,
a TD node that would be selected would come into the TD-B
state and one that would not be selected would come into the
TD-A state. Transitions are labeled by states of the automaton itself, or by the symbol when pruning is operate: for
example under a TR tag, one can have a list of TD tag in the
TD-A state, possibly followed by ”something” that will be
pruned and a TD tag in state TD-B. This pNSTT extracts all
nodes below a TD tag which is the last element of a line in a
TABLE which is nested under a TABLE.

5 Visual System and Experiments
We have developed a software tool, SQUIRREL (Figure 7).
We first describe the system. Then we give experimental results in the off-line setting in order to compare our system
with others. Last we give experimental results in order to
evaluate the number of interactions in the interactive setting.
System description. SQUIRREL preprocesses pages via
the parser included by Mozilla. This yields a DOM XHTML
tree. We ignored textual values. Attributes were ignored too

Figure 7: Screenshot of Mozilla Firefox with SQUIRREL: a
toolbar has been added to help the user to annotate data in the
web page and to dialog with the learning algorithm.
except for ID and CLASS, which were merged with the name
of the tag, i.e. <DIV ID=title> gives a node labeled DIVtitle.
The user is the query designer. When a CLQ is made by
SQUIRREL, the query designer annotates an incorrect node
(unwanted or missing). In a real setting, the query designer
may annotate more than one position. When a QEQ is made
by SQUIRREL, the query designer decides to halt the induction process or chooses a new Web page.
The SQUIRREL algorithm calls the RPNIPQR/ST algorithm.
For the experimental results we have chosen the pruning function paths only.
Off-line Experiments. Experiments performed here are
not in the interactive framework because we consider completely annotated examples. The aim of these experiments is
to compare RPNIPQR/ST with state-of-the-art algorithms.
We considered benchmarks from RISE1 : Okra (extraction of names and addresses), Bigbook (extraction of scores,
names and addresses), and a subset of Kushmerick’s WIEN
1

http://www.isi.edu/˜muslea/RISE/index.html
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benchmarks [Freitag and Kushmerick, 2000]. WIEN benchmark is a set of 30 small page sets (about 10 pages each), with
associated extraction tasks. We selected 26 of the 30 page
sets, those corresponding to HTML node extraction tasks. We
used 10-fold cross-validation and we evaluated performance
in terms of precision, recall and F1-measure.
The system achieved perfect results (100% in F1-Measure)
for all tasks on Bigbook and Okra and for 22 tasks out of the
26 selected WIEN benchmarks. SQUIRREL failed on four
tasks because textual contents, which are ignored by our system, were needed to solve the extraction task. In IAF, for example, each organization name is in a cell immediately after
the word ’Organization’, in the same line of an HTML table.
As lines are unordered, the only way to locate the organization names is to locate the string “Organization”.
For sake of comparison, we present results for two stateof-the art systems. The system WIEN [Kushmerick, 2000]
achieved perfect results on 16 tasks and failed in the others.
The system Stalker [Muslea et al., 2001] achieved perfect results on 17 tasks, good results on 7 (precision above 90%)
and failed on 2 tasks.
Benchmarking interactive learning. In order to evaluate
the efficiency of the algorithm in the interactive mode, we
simulated the behaviour of a query designer and we computed
the average number of QEQs and CLQs needed to infer the
correct query.
For the experiments, we used the benchmarks Okra, Bigbook and real datasets2 from different Web sites. The Yahoo
dataset contains 80 pages of the Yahoo Web directory. The
task is to extract a set of URLs from a list of URLs. There are
different lists on a page, the pages have different structures
and the position of the list is not fixed. The eBay dataset
contains 40 pages of products. The task is to extract product
names from a table. The product name can be mixed with
other information in the cell. The Google dataset contains
40 results of the search engine. The task is to extract the links.
The structure of pages is not fixed and there are numerous
auxiliary links. The New York Times dataset contains 40
article pages with different structures. The task is to extract
the texts of the articles.
In order to estimate the number of queries, SQUIRREL is
interfaced with a user simulator  : at each call of the correct
labeling oracle,  answers the first wrong annotation of the
page in reading order of the source file; at each call of the
equivalence oracle,  returns a Web page on which the pruned
NSTT is not correct. We measured the number of CLQs and
QEQs which are needed to achieve perfect results on the set
of Web pages. The results are given in Figure 8.
The number of CLQs is the number of corrections made by
the query designer. The results show that this number is quite
small. We should note that this number is over-evaluated because in a real setting, the query designer may correct more
than one wrong annotation and that he chooses the corrections.
The number of QEQs is the number of Web pages necessary to achieve perfect results. The number of necessary Web
2

http://www.grappa.univ-lille3.fr/˜carme/corpus.html

Okra-names
Bigbook-addresses
Yahoo
E-bay
NYTimes
Google

#QEQ
1.6
1
6.18
1.06
1.44
1.86

#CLQ
3.48
3.02
11.36
2.62
1.44
4.78


 

Figure 8:
denotes the number of equivalence queries
< denotes the number of correct labeling queries.
and
Results are averaged over 100 experiments.
1
Yahoo
NYTimes
Google

71.8
91.2
98.7

Yahoo
NYTimes
Google

71.8
91.2
98.7

2
5
random
80.9 82.1
92.4 95.3
99.1 99.5
active
86.1 98.4
100 100
100 100

10
93.7
100
99.8
99.4
100
100

Figure 9: F-measure of infered query on test set, using 1,2
5 or 10 documents chosen randomly (top) or chosen accordingly to our strategy (bottom)

pages for the Yahoo dataset is greater because the dataset is
heterogeneous. We should note that the number of necessary
Web pages is lower than the number of Web pages viewed by
the query designer. Indeed, in the real setting, the query designer may choose a Web page on which the current hypothesis is correct, and he checks that the annotation is correct and
chooses another Web page.
We should render our model active in the sense that the
learner intelligently proposes the next Web page. An active
model for wrapper induction was proposed in [Muslea et al.,
2003]. As a preliminary study, we implemented the following strategy: let < be the set of Web pages not seen so far
by SQUIRREL; for every Web page in < , we compute the
number of nodes of and the number of selected nodes
by the current hypothesis wrapper; we used the test of Grubbs
for outlier selection to select the web page (the farthest point
 ,  from the regression line). The selected Web page is
processed by the main loop of SQUIRREL.
We only considered the three more difficult datasets. We
computed performance with a learning set of annotated documents of respectively 1, 2, 5, 10 Web pages. These Web pages
were either randomly chosen or chosen according to the strategy given above. The experimental results are given in Figure 9. They show that the naive strategy for active learning
lead to significant improvements. The search for intelligent
active learning strategy is a perspective.





 

6 Conclusion
We have presented a wrapper induction system with the following specificities:
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it generates tree-based wrappers which select nodes in
trees;

it uses new machine learning techniques based on grammatical inference and active learning;

it is integrated in a visual environment;

it has simple interactions with the query designer.
We have proved that our system achieves state-of-the-art
performance on standard benchmarks and that the number of
interactions with the query designer is quite small. Nevertheless there are still a number of possible improvements. First,
we should render our algorithm active with intelligent strategies. Second, we do not consider textual values and omit
some attribute values. Therefore, we should adapt our approach to take textual informations into account. Finally, our
current system is limited to one-slot information extraction
since we only consider monadic queries over trees. Work
is under progress to extend our approach to multi-slot information extraction, i.e., the problem of learning -ary regular
queries in trees.
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7 Appendixes
We will show how to answer queries by pNSTTs in linear
time, and how to decide cut functionality in polynomial time.

7.1

Automata and Run-Based Queries

As argued before, we continue to work on binary trees, that
can be obtained as binary encodings of unranked trees. We
thus consider signatures
that contain constants 5 and binary
2
function symbols .
A tree automaton > for binary trees over [Comon et al.,
1997] consists of a finite set states A>B , a set final >J 
states >B , and a finite set rules A>B whose rules have
either of the following two forms:

2

 8 ,  

or

5

where , 8 ,   states A>B . The size G > G of a tree automaton > is the the number of its states and rules.
Runs of tree automata > on trees  are functions  
nodes 
states >J . Runs of > on trees  can
be identified with binary trees that have the same shape
as  , i.e. nodes    * nodes  and nodes labels in
states >B . Such binary trees use states both as constants
and binary function symbols.2 If  is a run of > on 2 , then
5
for
2 all   nodes  and ,  : if    * 5 then
       rules A>B , and if    * then
5      D - ,     rules
>J .
A run  of > on  is successful if      final A>B . We
write   C  for the set of all runs of automaton > on tree 
   CE for the subset of all successful runs.
and 
A tree automaton is (bottom-up) deterministic if no two
rules have the same left-hand side. Note that in this case every
tree  permits at most one run     C  . We call an
automaton trimmed if it has no useless state, i.e., if for each
state there a run  of > on some tree such that  -+*
.
A run-based automata query C  in -trees is given by a
tree automaton > over and a set of selection states  
states >B ; it satisfies for all -trees  :

 C  * F  G      

C ,    . K

Run-based automata queries can be computed in linear time
0G > G G /G  even for nondeterministic automata > .

7.2

Answering pNSTT Queries Efficiently

We can efficiently answer queries by pNSTTs by transforming them into run-based queries. This transformation requires
two steps. First, we convert the pNSTT into an automata
over
Bool by expanding -leaves. Second, we project
Booleans away in order to obtain an automaton over .

@"%$&$  

We"%$&extend
trees 
' over 
 to trees over
$ 
by replacing all occurences of by some trees over
@
F false K :
 '  exts  '  iff  '  cuts  ' 
and    nodes  '  nodes  '  '   +* false

In
"%$&the
$  first step, we define a tree automaton e >B over
that recognizes exts  < A>B0 :
states  e A>B0+* states >J)F K
final  e A>B0+* final A>B

The set of rules of e >J contain all rules of > except those
for , as well as the rules induced
2 by the following schema,
for all binary function symbols and constants 5 in and
 states A>B :
 rules >J

 rules  e >J
true
2
 , false , 


rules  e >J

 5 , false

true

 rules  e >J
Note that we freely permit  -rules, which can easily be eliminated while preserving the language.
Lemma 1. For every pNSTT > : <  e A>B * exts  < >J
Proof. For the back direction, let  '  exts  < A>B0 . Then
'  < >J such that  '  exts 
there exists 
'  . Let       C 
'  and   nodes !
states  e >J be the function satisfying:

   +*

"

  

if 
if 





nodes 
nodes  



nodes 



Function  is a sucessful run of e A>B on  ' , hence  ' 
<  e >J .
For the forth direction, let  '  <  e >B0 . Then there exists  # 
   e $ C&%  '  . W.l.o.g. we can assume that all

nodes   nodes  where  applied an  -rule
satisfy
   8 M* . Let   cuts  be the tree with nodes   *
  states >J . The restriction  of  to nodes   is
' . Note that  can label all
a successful run of > on 
   H rules A>B .
-leaves  of  by some rules
The second step towards run-based queries

("%is$=$ projection.
The projection of an automaton ' over
is an automaton ('  over , which projects Booleans in node labels
seen by runs of ' into states of runs of ('  . The definition
of ()'  is standard:
states )()' +* states ' 
Bool
final )()' +* final )' 
Bool
The rules of ('  are generated by the following schema,
2
valid for all constants 5 and binary 6 function
6 6 symbols in ,
states , 8 ,   states )'  and , 8 ,   Bool:
2 6
 6 rules ' 
2
6  ,  8 6 ,  *
0 8 , 8 -,  , *  ,   rules )()' 0

5

6
 5 ,  6 L rules ' 
 ,   rules +(' 
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Lemma 2. Let ' be an automaton over
holds for all trees  over :

 !
 
 
Hence,      

'   
 ' 

"%$&$ 

. It then

'     $ % 
iff  '  
   $ %  .

As a consequence of both Lemmas, we can transform queries
by pNSTTs into run-based automata queries:
Lemma 3. For every pNSTT > :

 C *! $ e $ C&%+%  states $ e $ C&%+%  true

Proof.

 C 
*

nodes HG 
'  < A>B,
cuts -, '   +* true K
(definition of pNSTT queries)
F   nodes HGD '  exts  < >J,
'   I* true K
(definition of exts)
F   nodes HGD '  <  e >J,
'   I* true K
(from lemma 1)
F   nodes G  #     e $ C&%  ' -,
   H states  A>B0 true K
(definition of <  e A>B0 )
F   nodes G  '       $ e $ C&%+% ,
   H states  e >B0 true K
(from lemma 2)

*

F 
 

*
*
*
*

 $ e $ C&%+%  states $ e $ C&%+%  true

(definition of run-based automata query)

Proposition 1. Given an pNSTT
can compute  C  in time  G > G

>

and a tree

G /G  .



over

we

Proof. As argued above, it is sufficient to compute the automaton ( e A>B in order to transform the query  C into a
run-based query. This can be done in time  G > G  . Answering run-based queries can be done in linear time in the size of
G /G  .
the automaton and the size of the tree 0G > G

7.3

Testing Cut-Functionality in Polynomial Time

The algorithm RPNI P/QRS/T tests in its main loop whether the
language of the current tree automaton is cut-functional, i.e.
whether it is a pNSTT. We prove that this test can be performed in polynomial time.
In order to characterize cut-functionality, we introduce the
3
relation
! drctC on states of an automaton > over the signature 
Bool  . The relationship drct C  ,  holds for
two states ,  states >J , if there exist  !   C  ' 
with     *
and     C 
'  with    B* , for
contradicting ' and ' and compatible trees  and  .

Lemma 4. A tree automaton > over 
Bool is cutfunctional if and only if drct CE ,  doesn’t hold for any
two states ,  final >J .
Proof. Suppose drct C  ,  for some ,  final A>B .
'  and  
Then there exists successful runs     7C 
  0CE '  for contradicting ' and ' and compatible trees
 and  . Thus, > is not cut-functional. The argument can be
inverted.
3

The name drct stands for distinct runs on compatible trees.

It remains to show that the relation drct C can be computed in polynomial time. We prove that it can be computed
by a saturation procedure over states. We first need to define
another binary relation sim C on states. sim C holds if two
states can be reached by compatible annotated trees:
Definition 1. Let > be a deterministic tree automaton over

Bool , and two states
"%$&of
$  > , then sim C  , 
 -trees  ' , ' ,
holds if exist two compatible 
' such that    +* , and a run  of >
a run  of > over 
over 
' such that    +* .
We now give an inductive characterization of the relation
drctC which is based on the relation sim C and on the rule
set of the tree automaton:
Lemma 5. Let > be a trimmed deterministic tree automaton
over 
Bool , drctC  ,  holds if and only if there
exist rules satisfying one of the following case:
6
 
5  5 , 6  L rules >B
 2 , 6 *
 rules >J
  
2  , 6 / 8 , 
 rules >B
 ,  8 ,  
 rules >J
C
C
sim
sim


,

  ,  
8
8
2 6
   
2  ,6 / 8 , 
 rules >B
 , / 8 ,  
 rules >B
C


,

CE  ,  
drct
sim
8
8
2 6
  
2  ,6 / 8 , 
 rules >B
 , / 8 ,  
 rules >B
E
C


,

CE  ,  
sim
drct
8
8
2 6
 
2  ,6 / 8 ,  
 rules >B
 , / 8 ,  
 rules >B
drctC  8 , 8  drctC   ,  

Proof. Let "%us
that drct CE ,  . Then there exists
 
$=$ suppose
two 
 -trees  ' ,0 ' such that  and  are
compatible but 
' and  ' are not compatible, a run 
' such that    M* , and a run  of > over
of > over 
 ' such that    I* .

If the root of  is a constant symbol 5 , then the root of
 5 is 5 because  and  are compatible.
Then 
' *
 , true and 
' *  5 , false (or the opposite) because they are not compatible. As     *
and    1*
, this implies that there are two rules
 5 , true
and  5 , false 
and (i) holds.
2

If the2 root of  is a binary symbol , then the root of
 2 is6 because  and  are compatible.
2 6 Let  ' *
 , / 8 ' 8 , '  and  ' 2 * 6  ,  8 ' 8 , 
and
' 2   .6 Let us consider the rules  ,  8 , 
 ,  8 ,  
which are applied at the root of
' and 
' in the runs  and  . We
the trees 
should note that  8 and  8 are compatible, and   and
  are compatible, thus the states satisfy simC  8 , 8 
or drct C  8 , 8  and simCE  ,   or drct CE  ,   .
First, consider the case where the boolean values at the
root of the trees 
' and 
' are different. In
this case, one of the four conditions (ii), (iii), (iv) or
(v) holds. If the boolean values at the root of the trees
 ' and 
' are equal, then drctCE 8 , 8  or
drctC   ,   must hold and one of the conditions (iii),
(iv) or (v) holds.
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are compatible, and  
'  and  
thus the states satisfy simC  8 ,
and    holds.

We now prove the other direction of the equivalence.

6
6
 rules A>B  5 , 

(i) If 0 5 , 
rules >J then drctC  ,  .
2 6
(ii) Let
2 us6 consider two rules  ,  8 , 
and  , / 8 ,  
in rules A>B such that
simC  8 , 8  and sim C   ,   . Then simC  8 , 8 
' 8 and
imply that there are two compatible trees  8
 8 ' 8 , and runs  8    C  8 ' 8  and  8 
  C  8 ' 8  such that 8 *  8    and 8 *  8    .






We have the same property for the right subterm (the
corresponding states, runs and terms are denoted by  ,
 ,   ,   ,  '  and   2 6 '  ). Therefore we can
consider trees
2 6  ' *  , / 8 ' 8 , '  and
 ' *  ,  8 ' 8 ,  '   associated to and
  8 ,    and  *   8 ,    .  ' and
through runs  *
 ' are not compatible whereas  and  are, therefore
drctC  ,  holds.



(iii) We consider two rules satisfying (iii).
We
consider the two trees associated with the property
drctC  8 , 8  , and then we construct two trees proving
that drctC  ,  holds. The construction is similar. In
this case, incompatibility between boolean values come
' 8 and 8 ' 8 because of
from the left subtrees  8
drctC  8 , 8  .
the cases (iv) and (v) are similar.

Lemma 6. Let > be
 a trimmed deterministic tree automaton
over 
Bool , simC  ,  stands if and only if there
exist rules satisfying one of the following case:

 
   
   
  



 *



  rules >J
 2 6   rules >B
%2  6 , / 8 ,  
 rules >J
 ,  8 ,  
 rules >J
 simC  8 , 8 0  simC   ,  0
Proof.  If simCE ,  , then there exists two compatible 
Bool  -trees 
' and 
' , a run  of > over  '
such that     *
, and a run  of > over 
' such that
   * .

If *
, then there is a rule
in > and    holds.
6

5
If the root of  ' is a couple6  ,  where 5 is a constant,
because 
' and
the root of  is either  5 ,  or
6
 ' are compatible. If the root of  ' is  5 ,  ,
then 
' *@ ' and because of determinism *
and   holds. If  *
, then there is a rule
in
> and     holds.
2 6
2

' is a couple  ,  where is
If the root symbol of 
a binary symbol, then either
2 6  is equal to (and    
apply) or the root of  is  2,  6 as 
' and  ' are
compatible. 2 Let
6  ' *  ,  8 ' 8 ,0  '  and
 ' 2 * 6  , / 8 ' 8 ,  2 '  6  . Let us consider the
rules  , / 8 ,  
and  , / 8 ,  
which
are applied at the root of the trees  ' and 
' in the
runs  and  . We should note that  8
' 8 and  8 ' 8

8

'  are compatible,
and sim C   ,   ,

We now prove the other direction of the equivalence.




(i) If *
, let 
> whose roots is ,
simC  ,  .





'
'

be any tree that has a run in
is compatible with itself and

(ii) and (iii) If
 rules >B , then we can consider any tree 
' that has a run in > whose roots is
' is compatible with and simCE ,  . Case
then 
    is similar.

2 6

2 6

(iv) If  ,  8 ,  
and  , / 8 ,  
in
rules >J with simC  8 , 8  and sim C   ,   . The
two relations sim C  8 , 8  and simC   ,   implies
that there exists trees  8 ' 8 ,  8 ' 8 ,   '  and   ' 
that are associated to states 8 , 8 ,  and 2  through
6
runs  8 ,  8 ,   and   on > 2 . 6 Let 
' *  ,  8
' 8 , '  and  ' *  , / 8 ' 8 ,  '   , then
 ' and  ' are compatible,
 ' has a run   8 ,   
2 6
in > that uses the rule  ,  8 , * 2 6 and  ' has a
run   8 ,    in > that uses the rule  ,  8 ,  
.
So sim C  ,  .

Theorem!
2. Cut-functionality of a deterministic tree automaton over
Bool can be tested in polynomial time.
Proof. First, the relation simC is computed by a saturation
process: Initialize with the first three rules in Lemma 6: con states >J7K union F= ,  G
sider the set of F& ,4 G
%
 rules >J-K union F& ,  G %

rules >B07K ; and then use the fourth rule (iv) inductively.
This construction is in quadratic time. We use a similar construction for the relation drctC : First use the rule (i) in
Lemma 5, second the rule (ii), and then apply inductively the
rules (iii), (iv) and (v). Again, the construction is in quadratic
time.
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Abstract
We consider the problem of document conversion
from the layout-oriented HTML into a semanticoriented XML annotation. An important fragment
of the conversion problem can be reduced to the
sequential learning framework, where source tree
leaves are labeled with XML tags. We review sequential learning methods developed for the NLP
applications, including the Naive Bayes and Maximum Entropy. Then we extend these methods with
the Hidden Markov model (HMM) that injects the
transition probabilities into the leaf classification
function. Finally, we address the issue of HMM
topology. We adopt grammatical inference methods to induce the HMM topology and show how
to extend the sequential learning methods accordingly. We test all methods on a particular conversion case and report the evaluation results.

1 Introduction
The eXtended Markup Language (XML) has become a standard language for data exchange and reuse in various domains of data and content management, publishing and multimedia. Due to its extensible tag set, the XML addresses essentially the semantic-oriented annotation of the document
content (titles, authors, references, tools, etc.), while all the
rendering issues are delegated to reuse and re-purposing components which visualize the content, for example on different
devices, with the help of appropriate XSLT scripts.
However, for companies and organizations that already
own large legacy document collections, the migration toward
XML represents a serious conversion problem. The legacy
documents are often available in the electronic form, in one
of the visualization-oriented formats like PDF, MS Word or
(X)HTML that describe how to render the document content
but carry little information on what the content is (catalogs,
bills, manuals, etc.) and how it is organized.
The HTML-to-XML conversion conventionally assumes a
rich target model given by an XML schema definition, in the
form of a Document Type Definition (DTD) or a W3C XML
Schema. The target schema describes the domain- or userspecific elements and attributes, as well as constraints on their
usage, like the element nesting, an attribute uniqueness, etc.

The conversion of layout HTML annotations into the semantic XML may be achieved by structural transformations.
However, because of the complexity of source documents and
a frequent ambiguity of the layout annotation, the conversion
task can be hardly automated without bringing in the process
either the domain knowledge or an important set of examples
that would instruct the human or a computer program how to
produce the transformation rules.

Figure 1: The example CV fragment.

In this paper, we adopt the supervised learning framework
for the legacy conversion problem; so we assume that HTML
documents are provided together with their target XML annotation. Each such pair (source document, target document)
exemplifies the conversion process and forms an instance in
the training set.
As an example, consider the conversion of Curriculum Vitae documents into the XML format. Figure 1 shows a fragment of a student CV that reports competence domains, studies, obtained degrees, etc. The content is presented in a way
that eases the visual capture of information by a human. Figure 2.a shows the corresponding HTML source; it is a tree
whose nodes are layout-oriented tags that instruct a browser
how to render the document content. All tree leaves (given
in bold) refer to content fragments given by PCDATA nodes,
these fragments are called external or content leaves.
The result of conversion into the target XML is shown in
Figure 2.b. The target tree provides the semantic annotation
of the CV data. The tree leaves (given again in bold) refer to
the content leaves “inherited” from the source tree.

2 Conversion model and sequential learning
Source HTML documents are essentially semi-structured;
they enhance the free-form (unstructured) formatted text with
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Figure 2: Tree representations of the source HTML (a) and
target XML (b) fragments.
the meta information, given by HTML tags and attributes. As
the document structure is essentially layout-oriented, the use
of tags and attributes is not necessarily consistent with target
elements. As an example, in Figure 2.a, text in bold (<b>)
can be mapped into year target element or left off (leaves
"Domaines de compétences" and "Formation").
The irregular use of tags in semi-structured documents makes
the manual writing of document transformation rules difficult
and error-prone.
In the supervised learning framework, the legacy conversion is learned from a training set of pairs of source HTML
trees and the corresponding target XML trees. The tree correspondence is given by the leaf alignment, that maps each
leaf in the target tree into the corresponding leaf in the source
tree.
Although the learning models for the HTML-to-XML conversion remains our main goal [Chidlovskii and Fuselier,
2004], in this paper we are concerned with an important subproblem, namely, tagging the leaves in source trees. Due
to the leaf alignment of source and target trees, we introduce an intermediate class
of sequences and address the
problem of mapping the leaf sequence in a source tree into
a sequence y
. The alphabet
for
is the set of
all terminals in the target XML schema, extended with the
class None for those source leaves that are not preserved
in target trees. For the above example, we have
.
In the following sections, we consider different learning
models for labeling leaves sequences x
of source documents with class sequences y
. The task can naturally be reduced to the sequential learning framework [Dietterich, 2002], where the training set contains x y
, where each item is a pair of (aligned) sequences
x y ), where x
are tree leaf sequences, and y
are class sequences.
In the CV example, one x y ) pair consists of x = ("Domaine de compétence", "Génie logiciel",
"Formation", "2002", , "Université de
,
Savoie") and y = (None, domain, None, year,
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affiliation). Our goal is to construct a sequence classifier
that can correctly predict a new label sequence y for a given
input sequence x, y
x.
A number of sequential learning methods have been developed for the NLP and time-series applications, and our
main interest is to investigate how these methods can be
adapted to the leaf conversion task. By adopting the sequential principle, we attempt to estimate the conditional function
that provides the probability of the current label given the previous label
and current observation
. Under the conditional independence between the previous
label
and the current observation , we have

C !- ? ? D DE ? D F 8  7GD 0
? DF 8
7 D ? DF
7D
8
C -? D E 7 D 2? D F 8 0  C -!? D E 7 D 0IH C -!? D E ? D F 8 0 
C -!? D E 7JD 0
C -? D E ? D F 8 0

(1)

which is a joint evaluation of the leaf conditional function
and the transition function
between two
adjacent labels in the sequence y.

C -!? D E ? D F 8  7JD 0

In the following sections, we consider several groups of
. We start by revissolutions for the function
ing basic methods that evaluate the leaf conditional function
. These methods ignore the sequential nature of x
and y and consider them rather as sets; we will call these
methods stateless. Then we consider the state transition function
based on the Hidden Markov model. Finally,
we will discuss how to couple stateless methods with the
HMM. We will describe in detail the MEMM method [McCallum et al., 2000] which couples the Maximum Entropy
principle with the HMM.
The HMM can learn the transition probabilities from the
training set, but it assumes that the topology of the underlying automaton is given a priori. Existing methods, including
the MEMM, use the basic approach, by which the automaton has the one-state-one-class topology, where each state is
associated with one class
. To overcome the drawbacks of the one-state-one-class HMM topology, we extend
further the MEMM method, by adding a component that infers the automaton topology from the label sequences y in the
annotation set . For the topology induction, different methods from the grammatical inference can be used; in our experiments, we use the Alergia method [Carrasco and Oncina,
1994] for the identification of probabilistic state automata.
To characterize the methods presented in the paper, we
follow [McCallum et al., 2000] in using the corresponding
dependency diagrams (see Figure 3). Coupling a stateless
method X with the HMM is denoted as a X-MM method.
Coupling the method X with the variable topology HMM is
abbreviated as X-VMM. In particular, the combination of the
variable topology HMM with the Maximum Entropy principle gives the MEVMM method.

C !- ? D E 7 D 0
C -!? D E ? D F 8 0

? K

,

3 Stateless methods
We start with methods that do not take into account the sequential nature of x and y. The dependency graph for a stateless method is given in Figure 3.a. Three stateless methods
are presented in the following subsections.
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Figure 3: Dependency graphs.a) Stateless method X; b) HMM; c) X-MM methods; d) X-VMM methods.

3.1

Naive Bayes on content

3.2

We start with Naive Bayes classifiers which are widely used
in traditional text classification systems, where the document
content is only available for training. The model used for
the representation of documents is the usual “bag of words”
model; it simplifies the abstraction of the documents by only
considering words frequencies, with an implicit criterion of
independence between words. An observation (an HTML
leaf) in the sequence x is represented by the frequencies
of words contained in . In the general case, we may consider lemmas instead of words; we may also suppress stop
words which are usually irrelevant to a document.
Formally, a probabilistic classifier based on the Naive
Bayes assumption tries to estimate the probability
, the
.
probability that the observation belongs to the class
The Maximum A Posteriori estimator says that to achieve
the highest classification accuracy, should be assigned the
class with the highest posterior probability :

7

7

7

?  

 

7

C - ? E ? 7 0


7 C !- ?(E 7 0 4

The Bayes theorem is used to split the estimation of
into three parts:

C -7 0

C - ? E 7 0  C -!? 0 C H - C 7 - 7 E ? 0 4
? 0

(2)

C !- ?(E 7 0

(3)

As
is independent of values, it can be ignored and
excluded it from the computation. The classification will then
consist in resolving the following:

?       7 - C - ? I0 H C - 7 E ? 0 0 4
C - 7 E? 0
7
?       7 - C -? 0IH  C -  E ? 00 4
 
C -!? 0
C -  E? 0

(4)

The likelihood
may be simplified due to the word
independence assumption. An observation is composed of
a words  , as we can rewrite the equation (4) :
(5)

In (5), the prior
and the likelihoods
are both
easily calculated by counting the frequencies in the training
set. The prior does represent the distribution of the classes in
the training set, and the likelihood gives the probability of a
word given a fixed class.

Naive Bayes on HTML structure

Another way to apply the Naive Bayes approach is to build a
classifier using the structure of the source HTML instead of
the leaf content. The idea is to capture the structural information surrounding a leaf in the tree. One way to achieve this
is to represent a leaf as a “bag of paths”, instead of “bag of
words”. For this, we use the notion of reverse paths on tree
leaves. A reverse path is a special case of a simple path in
a tree; it defines a path of non-zero length which starts at a
given tree leaf and terminates either in an internal node or a
different leaf.
 For a given leaf in a source tree, we consider

the set 
of all reverse paths of a given length . In
a tree,
 any pair
 of nodes has a unique simple path, so all paths
in 
start at leaf but terminate in different nodes.
The set of reverse paths is finite and reflects the structural
context of .


set can be seen to a word in
Any reverse path in 
the alphabet of tag names. This raises the problem of encoding the reverse paths in unranked trees. Due to the undefined
number of sons, it is insufficient to encode the paths
! using the
tag names only. For instance, in a subtree  
, we
may want that the path between a node  and the first son
is encoded differently from the path between  and the
third son . We solve this problem by rewriting the unranked
source trees into binary ranked trees, using the binarization
technique from [Neven, 2002]. In a binary tree, we can explicitly use the left, right and upward edges for encoding reversed paths.
An additional source of structural information is the values
of attributes in the tree nodes. In layout-oriented documents,
node attributes and their values can describe a valuable and
rich information relevant to a leaf and its context. By considering the trees from the XML Document Object Model
(DOM) point of view, we define attributes as nodes of the
source trees. This allows us to extend the technique of reverse paths to take into account the attributes and their values
in the same manner as we did with the tree nodes.

7
' C -7  0
' C -7  0
7
7
' C -7  0

 - A 0

3.3

Maximum Entropy

According to the Maximum Entropy principle, the best model
to estimate probability distributions from data is the one that
is consistent with certain constraints derived from the training data, but otherwise it makes the fewest possible assumptions. In the probabilistic framework, the distribution with
the ”fewest possible assumptions” is the one with the highest
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Feature
group
Content
features

Structural
features
Attribute
features

Features

imize the conditional likelihood of
sented as a log-linear model:

length,
number of numeric words,
number of words,
number of uppercase chars,
number of digits,
number of lowercase words,
number of char words,
number of char numeric words, etc.
father tag name,
grandfather tag name,
next sibling father tag name, etc.
all attributes like font, width,
font-color, height, x, y,
emphasis, etc.,
for certain nodes surrounding a leaf
like father, grandfather, etc.

Table 1: Three types of features for the ME classifier.
entropy, and closest to the uniform distribution. Each constraint expresses some characteristics of the training data that
should also be present in the learned distribution [Berger et
al., 1996]. The constraint is based on a binary feature, it constrains the expected value of the feature in the model to be
equal to its expected value in the training data.
One important advantage of Maximum Entropy models is
their flexibility, as they allow to combine any set of syntactic,
semantic and pragmatic features. Each feature is binary
and can depend on
and on any properties of the input
observation in x. In the case of conversion, we define three
sets of features:

7

?
?

7

1. Content features that express properties on text in leaves,
like:

1 if =year and has only numeric
characters,
0 otherwise.

8 - 7 2? 0 

2. Structural features that capture the tree context surrounding a leaf, like:

1 if =affiliation and ’s father tag
is span,
0 otherwise.

7

: - 7 2? 0 

?
?

3. Attributes features that capture the values of node’s attributes in the source tree, like:

1 if =domain and the value of the font
attribute of ’s father is times,

0 otherwise

- 7 2? 0 

7

For the Maximum Entropy (ME) classifier, we define and
extract about 90 raw features, some of them are presented in
Table 1. Not all of these features may exist or be relevant in
a specific collection. A feature is removed from the model if
it presents no different values in the training set.
With the constraints based on the selected features

, the Maximum Entropy method attempts to max-

- 7 2? 0

C !- ?(E 7 0  -3 7 '7
0
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which is repre-







(6)


where
is a normalizing factor to ensure that all the probabilities sum to 1:








H - 7 2? 0 4




(7)

In experiments, we use the L-BFGS (Quasi-Newton) algorithm to evaluate the parameters  of the ME models [Malouf, 2002].

4 Sequential methods

C -!? D E ? D F 8 0

The second component of the probabilistic sequential function in (1) should evaluate the transition probability function
between adjacent labels in y. For this goal, we
use the Hidden Markov Model which is a generative model
for x and y sequences.
To estimate the transition distributions
, the
HMM observes all pairs of adjacent labels in the training
set and uses the Baum-Welsh algorithm which is a special
case of the iterative Expectation Maximization algorithm.
The HMM can be applied to compute the probability of any
particular y for a given sequence x. Moreover, the HMM can
determine y with the highest probability. This is achieved by
the Viterbi dynamic programming algorithm [Rabiner, 1986]
which computes, for
 each time step  , the probability of the
most likely path
in the automaton starting at time
step 0 end ending at time step  . When the algorithm reaches
the end of the sequence x, it returns the most likely sequence
y explaining how x is generated (see the dependency graph in
Figure 3.b).
HMMs provide an elegant and sound methodology for the
sequential learning, but they suffer from one principal drawback: the HMM is often a poor model of the process producing the data. The problem stems from the Markov independence property that makes difficult to capture any relationship between two non-adjacent values [Dietterich, 2002].
To overcome the limitations of the HMM, several directions
have been explored. Some, like Maximum Entropy Markov
models [McCallum et al., 2000], do not try to explain how the
x data is generated; they instead try to predict y given x. This
permits them to use arbitrary features of the observations
including features describing non-local interactions.
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4.1

Coupling stateless methods with HMM

The Maximum Entropy Markov models (MEMMs) couples the Maximum Entropy stateless method with the HMM;
the corresponding dependency graph is given in Figure 3.c.
The MEMM merges the HMM transitions and content observations in a single conditional function
that
provides the probability of the current label given the previous label
and observation . In the MEMM, features

? DF 8

7GD

C !- ?? DD E ? D F 8  7 D 0
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7D

do not depend only on the observation but also on the label
predicted by the function being modeled. Thus, each MEMM
feature  is a function of three arguments, an observation ,
a possible next label and the previous label
. If
is
a ME binary feature defined in the previous section, then the
MEMM feature  may be defined as follows:

8
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C -  E 0

if
and
otherwise.

(8)
The MEMM learns the conditional function
by applying the Maximum Entropy principle that attempts to
maximize the conditional likelihood of the data,
. The
Maximum Entropy approach allows to represent the conditional function as a log-linear model:
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(9)


is a normalizing factor to ensure that the
where
probabilities sum to 1.
As the next label depends on both observation and the
previous class
, the MEMM in [McCallum et al., 2000]
uses the HMM with the basic topology, where one state corresponds to one class
, and associates one Maximum Entropy classifier with each state. The MEMM training consists
in 1) grouping all observations that share the same previous
class and 2) training a ME model with all the observations
in the group. In total, the MEMM contains as many ME models as the number of classes in and one ME model for the
start state.
Although the MEMM shows good results in various information extraction tasks, in some cases, its performance is
similar to or even worse than the performance of the stateless
ME method. The problem is partially linked to the inappropriate topology of the automaton. The basic topology can
penalize the overall MEMM performance and even erase all
advantages offered by the conditional transition model.
The MEMM particularly suffers in the presence of many
classes in . In this case, the partition of the training data
into multiple groups reduces the amount of observation data
associated with any automaton state and therefore considerably increases the risk of inaccurate parameter estimation.
In the following section we investigate the influence of the
automaton topology on the overall performance of coupled
methods. We replace the one-state-one-class approach with a
more flexible one where the automaton topology is not given
a priori, but induced from the annotated data.



5 Topology inference
We refine the MEMM method by allowing the learning system to reason about the topology of the finite-state probabilistic automaton. Going beyond the basic one-state-one-class
case, the system can associate, on one side, several states
with one class ; on the other side, several classes can be
regrouped together in one automaton state.
We allow the system to infer the automaton topology from
the annotated corpus. We assume that the class sequences y

?

/

in the training set represent the positive examples of a probabilistic regular language. Then we can use these sequences to
find the minimum deterministic finite automaton which generates the language.
We adapt one of the standard methods for inferring the
probabilistic automata from positive examples, namely Alergia [Carrasco and Oncina, 1994]. The Alergia method first
builds the most specific automaton that accepts the
sequences. Then the algorithm generalizes the automaton by
state merges. The state merge routine uses a theoretically
grounded criterion for the state equivalence based on observed termination and transition frequencies of a pair of
states. Any merge of two states recalculates all the frequencies and can trigger new merges. The recursive routine runs
until no merge is possible. Once the automaton topology is
returned by the Alergia, the HMM algorithms retrain the transition and emission probabilities from scratch.
The X-VMM method that couples a stateless method X
with the variable topology HMM has a dependency graph presented in Figure 3.d. The graph extends the X-MM graph by
introducing an intermediate level of (hidden) states  . The
probabilistic sequential function for the X-VMM method is
defined as follows:
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which is a direct generalization of (1). Indeed, the X-MM
graph (Figure 3.c) is a special case of the X-VMM graph (Figure 3.d) where any state is associated with class .
By extending the method toward the variable topology, we
have implemented three variations of the MEVMM method:
1. The Random Approach : To verify how the variation of
the automata topology can influence the performance of
a method, we first allow random groups of classes to
form the HMM states. The method is simple, we define
the number of states in the automaton and let the system
to randomly produce an automaton with the given number of states and with a list of classes associated with the
states.
2. The Cluster Approach : The basic automaton topology
in MEMM divides the training instances according to
their previous. Due to the skewed class distribution in
the collection, some classes have so small training sets
that we are not able to train a good ME classifier. The
heuristics consists in grouping together the small classes
in the basic MEMM whose training sets are under a certain threshold.
3. The Inference Approach : This version generates the automaton topology by using the Alergia algorithm presented above.

6 Evaluation
We have run series of experiments on classifying HTML
leaves on a collection named TechDoc; it includes 60 technical documents from car repairing manuals, available in both
HTML and XML formats. Target documents have a finegrained semantic granularity; the target schema is given by
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one complex DTD that includes 27 terminals and 35 nonterminals. The collection is quite heterogeneous and presents
multiple inconsistencies between any two different documents.
We test three groups of methods presented in Sections 3-5.
The first group include three stateless classifiers from Section 3, i.e. the Naive Bayes on content, Naive Bayes on structure and Maximum Entropy.
The second group includes two versions of the structural
classifier. Both versions evaluate the class transition probabilities, they are trained with class sequences y from the training set. The first version is the one-state-one-class HMM,
with 29 states (27 states for all classes, one start and one
end states). The second version is a probabilistic automaton resulting from the Alergia algorithm with the confidence
threshold for the state equivalence set to 0.95. In the cross
validation mode with the folding 4, the automaton contains
14 to 16 states.
The third group covers all methods of coupling the Maximum Entropy stateless method with different structural methods. We first test the MEMM classifier which is a combination of the ME classifier with the one-state-one-class HMM.
Using the MEVMM-Random method, we have created 30
different HMM topologies; we report the performance of the
best and the worst cases among them. The MEVMM-Cluster
method builds the automaton by grouping small size states
in the MEMM. The method deploys a simple heuristics for
finding out cluster-like groups of small size states (less that
3% of the data set); this allows us to reduce the number of
states from 29 to 14. Finally, the MEVMM-Inference method
is a combination of Maximum Entropy classifier with the automaton produced by the Alergia method.

6.1

Evaluation metrics

In the conversion problem, we often deal with the leaf classification problem on a large number of classes. For each external leaf in a source tree, we estimate the most appropriate
class using different methods, and we need a measure to determine how well each of these methods classify the source
leaves. Traditional precision/recall measures that determine
the ratio of correctly classified instances and the ratio of classified instances are well suited for the binary classifiers. However, they are not well appropriated for the multi-class classification, particularly, like in our case, when certain classes
cover less than 0.1% of source leaves.
We thus adopt the cost-based classification model [Zaki
and Aggarwal, 2003] to evaluate the leaf classification methods. The accuracy of a classification model
on a data set
is given by the ratio of correct predictions to the total number of predictions made :
. To deal with
multi-class problems, for each class , we link a weight 
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. The cost-sensitive accu-

racy, denoted
, is defined as the weighted average of the
accuracy of the classifier on each class. Formally, we define
.

There are several cost-models that one could use to com-

Type

Method

Stateless

Naive Bayes on content
Naive Bayes on structure
Maximum Entropy
HMM - 1-state-1-class
Variable topology HMM
MEMM
MEVMM-Random min
MEVMM-Random max
MEVMM-Cluster
MEVMM-Inference (Alergia)

Structure
Coupling

    
TechDoc

73%
82%
87%
28%
31%
85%
84%
91%
85%
90%

64%
79%
83%
8%
10%
83%
82%
90%
84%
87%

Table 2: Leaf classification for the TechDoc collection.
pute the classification accuracy. We use two of them as they
appear to better capture the method behavior on the data:




6.2

/   =
 B
/  <8



The proportional model uses 
, i.e., weights are
proportional to the probability of the class in . This is
the nearest model from the precision measure.
The equal model uses
weighted equally.

, i.e., all classes are

Evaluation results and discussion

Table 2 reports the results for all methods on the TechDoc
collection. Among the stateless methods, the Maximum Entropy is the best classifier as it offers a robust model to integrate different types of features and to take advantage of all
the information we extract. Although the Naive Bayes approaches impose a strong independence hypothesis between
word lemmas or reverse paths, we see that both NB classifiers
perform quite well. The major concern is that they work on
two different and incompatible feature sets.
As we expected, the purely structural methods perform
poorly as compared to the content-based methods. The explanation lies in the fact the methods predict classes only from
the transition probabilities and disregard all the information
in the source documents.

Figure 4: Typical misclassification patterns; a) ME; b)
MEMM.

As Table 2 shows, coupling the content-based methods
with structural methods does not always improve the accuracy. Overall, the MEMM performance is not on the level of
our expectations; it is even less accurate than the ME alone.
The analysis of errors committed by the MEMM indicates
that the problem is linked to the skewed class distribution.
Very small training sets for some classes leads to inaccurate
transition probabilities in the automaton. As result, once the

28
classifier makes an error, it may follow the wrong transition
sequence through the automaton during multiple steps, before
it happens to return on the right path. Figure 4 shows how
the patterns in the sequence classification with the MEMM is
different from the ME. In the case when the transition probabilities are greater than the ME probabilities, the MEMM
classifier makes more errors than the ME alone. As conclusion, the basic one-state-one-class topology does not work
well in the presence of multiple classes and the skewed class
distribution.
The MEVMM-Random version is interesting because it
helps estimate if certain automaton topologies can improve
the ME classifier in a significant way. Moreover, it suggests
how the variable topology can influence the MEMM though
it can not guarantee a good topology for a specific collection.
The MEVMM-Inference method tries to overcome this problem by generating an automaton consistent with the training set, more precisely which is consistent with the class sequences. By observing the results, we can see that it is a
good compromise between the original MEMM and the random one. It is not as good as the best random topology but
it is still better than both ME and MEMM classifiers. We
can conclude that the grammatical inference may help us to
create a good automaton topology although it can be further
improved.

7 Conclusion
We have addressed the problem of the HTML-to-XML conversion. Under the order preserving assumption, we have reduced the problem to the problem that allows us to reduce
the classification of the source tree leaves to the problem of
the sequential learning. We have reviewed a number of learning methods, including ones from the sequential learning, and
how they can be used for the leaf sequence annotation. We
have presented preliminary results of our experiments with
different methods on a real document collection, The analysis
of the results show Although the last approach is not optimal,
it is a good start for the improvement and allows us to define
a reasonable operating mode to infer an efficient topology for
the MEVMM classifier.
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Abstract
Several studies have recently concentrated on the
generation of wrappers for web data sources. As
wrappers can be easily described as grammars, the
grammatical inference heritage could play a significant role in this research field. Recent results
have identified a new subclass of regular languages,
called Prefix Mark-Up Languages, that nicely abstract the structures usually found in HTML pages
of large web sites; this class has been proved to be
identifiable in the limit, and a polynomial unsupervised learning algorithm has been developed. Unfortunately, many real-life web pages do not fall in
this class of languages. We argue that this is mainly
due to the ambiguity of HTML. In this paper we
present an approach to detect and remove HTML
ambiguities. Our approach is based on preprocessing techniques that allow us to analyze pages in
order to transform them into Prefix Mark-Up Languages. In this way, we have a practical solution
without renouncing to the formal background defined within the grammatical inference framework.
We also report on experiments that we have conducted to evaluate the approach.

1

that leverages the grammar inference heritage [Crescenzi and
Mecca, 2004].

1.1

Overview and Contributions

ROAD RUNNER

concentrates on the extraction of data from
data-intensive web sites, i.e., HTML-based sites with large
amounts of data and a fairly regular structure. Pages in a dataintensive web site can be considered as the result of an encoding process that serializes data stored in a back-end database
into HTML pages.

Introduction

Due to the huge amount of data available on the web, information extraction from web sites has imposed itself as a
relevant research field. A significant number of work has
focused on the study of methods and techniques for the development of wrappers, i.e. programs that perform the extraction task. Recent studies have addressed the issue of
making completely automatic the wrapper inference process [Crescenzi et al., 2001; Arasu and Garcia-Molina, 2003;
Wang and Lochovsky, 2002; Lerman et al., 2004].
Since wrappers are essentially parsers for the HTML code
of web pages, grammar inference could in principle play a
fundamental role in this field. Surprisingly, most of the techniques that have been proposed in the literature [Arasu and
Garcia-Molina, 2003; Wang and Lochovsky, 2002; Lerman
et al., 2004] do not have a formal background from the grammatical inference viewpoint. An exception is represented by
the ROAD RUNNER approach [Crescenzi et al., 2001; 2004]

Figure 1: Examples of HTML Pages
To illustrate the idea consider the HTML pages shown in
Figure 1, which refers to a fictional bookstore web site. Each
page here lists the books of a given author. We can assume
that these pages have been generated by a script, that first
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Name

Email

Books
Title

Descr.

John Smith

smith@dot.com

Database Primer

This book...

Paul Jones

null

Computer Systems
XML at Work
HTML and Scripts

An undergraduate...
A comprehensive...
A useful HTML...

...

...

JavaScript
...

A must in...
...

Editions
Details
Year
First Edition, Paperback
1998
Second Edition, Hard Cover
2000
First Edition, Paperback
1995
Edition, Paperback
1999
null
1993
Second Edition, Hard Cover
1999
null
2000
...
...

Price
20$
30$
40$
30$
30$
45$
50$
...

Specials
Used
null
null
null
null
null
null
...

Figure 2: Nested dataset for the page generation process

queries a database to produce a nested dataset, such as the
one shown in Figure 2, then, it serializes the resulting tuples
into HTML pages.
To describe the dataset, we consider a nested relational data
model [Abiteboul and Beeri, 1995], that is, typed objects with
nested sets and tuples. Tuples have attributes (possibly optional), which in turn may be either atomic attributes or lists
(i.e. ordered sets) of tuples. Figure 3 shows a convenient
way to represent types (left) and instances (right) by means
of trees. Their serialization in HTML may be modelled by
means of Mark-Up Encoding Functions, which associate to
every node of the schema tree a pair of strings, as shown in
Figure 4. The serialization of an instance is reduced to an
in-order visit of the corresponding tagged tree. For example,
the instance shown in Figure 3 would be serialized into the
HTML code of Figure 5.
We call Mark-Up Languages the class of all the languages
that correspond to encodings of instances of types. This is
a subclass of regular languages. Each language of the class
corresponds to a certain type and encoding function.
In this framework, the wrapper generation problem can be
described as the problem of inferring the language associated
to a type, given the encodings of a collection of instances of
that type.
Tuple
string

Tuple

Optional

List

string

Tuple

string

John
Smith

inst

Optional

smith@dot.com
List

Computer
Systems

Tuple

string

Optional
string

inst

List

Tuple

Tuple
First Ed.,
1995

Tuple

Database
instList
Primer

inst

Optional

inst

Tuple

List

Tuple

First Ed., Second Ed.,
1998
2000

Used

Figure 3: Abstract Data Types and Instances
In [Crescenzi and Mecca, 2004], it is introduced a subclass of mark-up encodings, called Prefix Mark-Up Encodings, corresponding to a class of languages, called Prefix
Mark-Up Languages, with a number of important features.
First, it is proved that it is identifiable in the limit; second,
for this class of languages it holds an interesting notion of
characteristic sample, based on a database-theoretic notion
of rich collection of instances [Grumbach and Mecca, 1999].

<HTML><IMG/> Tuple </HTML>
<B>

string </B>

<A> Optional</A>
<TT>

string </TT>

<UL><IMG/> List </UL>
<LI> Tuple </LI>

<I> string </I>

<P>

List

</P>

<B> Tuple </B>
<BR/> string <IMG/> <A> Optional </A>
<EM>

string </EM>

Figure 4: A Sample Mark-Up Encoding
Roughly speaking, the input sample is a rich collection of
instances if (i) each list is instantiated with at least two distinct cardinalities, (ii) each optional node is instantiated with
at least one null and one non-null value, and (iii) each attribute is instantiated with at least two distinct values. This
kind of characteristic sample represents a significative difference with respect to the traditional setting: they are so simple
that can be obtained by randomly picking a small set of pages
from the target language.
For the class of Prefix Mark-Up Languages, we have developed an algorithm, called MATCH, which is able to infer a
grammar from a set of sample pages. Also, it has been proved
that for pages that comply to the class of Prefix Mark-Up Languages, MATCH has polynomial time complexity [Crescenzi
and Mecca, 2004], and therefore it can represent a practical solution to the information extraction problem from web
sites. The MATCH algorithm has been implemented in a working prototype, the ROAD RUNNER system [Crescenzi et al.,
2001], which is able to automatically infer wrappers for Web
pages.
Unfortunately, a large number of pages from real-life web
sites do not fall in the class of Prefix Mark-Up Languages.
This is due to two main causes. First, some pages, though
fairly regular in regions that contain data of interest, may exhibit irregularities in other portions of the HTML code; typical examples are pages containing banners, advertisements
or chunks of free-text. Second, since HTML is a language
mainly used to define the visual presentation and organization
of web pages, it is deeply ambiguous, e.g. the same HTML
tags are repeatedly used to mark completely different information; even in the most regular portions of Web pages, the
ambiguity of the HTML brings the source code out of the
class of Prefix Mark-Up Languages.
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<HTML>
<IMG/> <B>John Smith</B>
<A><TT>smith@dot.com</TT></A>
<UL>
<LI> <IMG/> <I>Computer Systems</I>
<P>
<B><BR/>First Ed., 1995<IMG/>
<A><EM>Used</EM></A></B>
</P>
</LI>
<LI> <IMG/> <I>Database Primer</I>
<P>
<B><BR/>First Ed., 1998<IMG/></B>
<B><BR/>Second Ed., 2000<IMG/></B>
</P>
</LI>
</UL>
</HTML>

<HTML>
<IMG/> <B>Paul Jones</B>
<A></A>
<UL>
<LI> <IMG/> <I>XML at Work</I>
<P>
<B><BR/>First Ed., 1999<IMG/></B>
</P>
</LI>
<LI> <IMG/> <I>HTML and Scripts</I>
<P>
<B><BR/>First Ed., 2002<IMG/></B>
</P>
</LI>
<LI> <IMG/> <I>JavaScript</I>
<P>
<B><BR/>First Ed., 2001<IMG/></B>
</P>
</LI>
</UL>
</HTML>

Figure 5: Encodings of the Running Example
In [Crescenzi et al., 2004], we have presented solutions to
overcome the first issue: we have studied, implemented and
experimented extensions that enhance our formal framework
with methods to identify and isolate irregular regions.
In this paper we present recent developments that address
the second issue, i.e. problems related to the ambiguity of
the HTML. We have indeed observed that many of the ambiguities that occur in HTML web pages can be detected and
removed by a preprocessing analysis step which aims at transforming the input pages into samples of a Prefix Mark-Up
Languages.
Paper Outline The paper is organized as follows: Section 2
discusses related work. Then, Section 3 formally introduces
Prefix Mark-Up Languages. Section 4 describes our technique for preprocessing input pages in order to transform
them into Prefix Mark-Up Languages. Finally, Section 5 reports on some experiments we have conducted on real-life
web pages. Section Section 6 concludes the paper.

2

Related Work

Wrapper Induction Many proposals [Freitag, 1998;
Soderland, 1999; Muslea et al., 1999; Embley and Y., 1999;
Baumgartner et al., 2001] have studied the problem of semiautomatically generating the wrappers for extracting data
from fairly structured HTML pages. One of the main limitation of these approaches is that they need a labor intensive training phase, in which the system is fed with a number
of labelled examples. This task involves a manual phases as
pages need to be be labelled by a human expert that marks the
relevant pieces of information). Also, most of these proposals
assume a-priori knowledge about the organization of data in
the target pages (e.g. pages must contain a list of flat records).
Other examples of wrapper generating systems come
from [Embley et al., 1999; Davulcu et al., 2002]. These
works base the data-extraction process on the use of domainspecific ontologies, which provide concise descriptions of the
conceptual model of data in the page and also allow for recognizing attribute occurrences in the text. An interesting contribution of these researches is that an ontology can be used

to infer wrappers around different sites of the same domain,
making them, in some sense, also more resilient to changes
in the target site. On the other hand, the approach strongly
depends on the domain.
More recently several researchers have tackled the issue of
automatically inferring a wrapper given an input set of sample pages. Arasu and Garcia-Molina have proposed an algorithm, called EXALG, for extracting structured data from a
collection of web pages generated by encoding data from a
database into a common template [Arasu and Garcia-Molina,
2003]. To discover the underlying template that generated
the pages, EXALG uses so called Large and Frequently occurring EQuivalent classes (LFEQ), i.e. sets of words that
have similar occurrence pattern in the input pages. Lerman et
al. have developed an approach for the automatic extraction
and segmentation of records from web tables [Lerman et al.,
2004]. Their approach relies on a specific pattern that occurs
in many web sites for presenting lists of items: a index page
containing a list of short summaries, one for each item, which
include a link leading to a page about details of the specific
item. Their approach leverages on the redundant information
and is based on constraint satisfactory problem and on probabilistic inference techniques.
Grammar Inference The seminal work by Gold (Gold’s
Theorem [Gold, 1967]) shows that not all languages can be
inferred from positive examples only. A language that can be
inferred by looking at a finite number of positive examples
only is said to be identifiable in the limit [Gold, 1967]. To
give an example, it follows from Gold’s Theorem that even
regular languages cannot be identified in the limit. As a consequence, the large body of research on inductive inference
that originated from Gold’s work has concentrated on the
problem of finding restricted classes of grammars for which
learning from positive data is possible. This research has led
to the identification of several such classes [Angluin, 1982;
Radhakrishnan and Nagaraja, 1987], which were proven to
be identifiable in the limit, and for which unsupervised algorithms were developed and formally proven to be correct.
The main limitation of traditional grammar inference tech-
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niques when applied to modern information extraction problem is that none of these classes with their algorithms can be
considered as a practical solution to the problem of extracting
data from web pages. This is due to the unrealistic assumptions on the characteristic samples that need to be presented
to the inference algorithm.
Recently, some proposals have appeared that use grammar
inference techniques for information extraction, in the spirit
of this paper. For example, [Fernau, 2000] concentrates on
XML documents, which do not suffer from the high ambiguity of HTML pages, and therefore are suitable for easier
inference. Other contributions try to apply grammar inference techniques to information extraction from HTML code.
For example [Chidlovskii, 2000] defines a wrapper generation algorithm based on the inference of k–reversible grammars; however, its approach is not fully automatic, and suffers
from some of the limitations of traditional grammar inference
techniques discussed earlier in the paper. In [Hong and Clark,
2001], the authors use stochastic context-free grammars to
infer wrappers for web sources; their approach is based on
domain specific knowledge provided to the wrapper generator. Another related work is [Kosala et al., 2002]. In that paper, tree automata are used to infer tree languages for HTML
pages; also in this case a preliminary annotation phase is required.

3

Background: Prefix Mark-Up Languages

In this Section, we introduce our formal framework. In order to give the definition of Prefix Mark-Up languages, we
first need to introduce abstract data types, and then the notion of templates, i.e., partially defined types that generalize
types and their instances. The notion of encoding is then formally introduced and Mark-Up languages are defined as those
languages based on encodings of templates. The problem of
recovering a type starting from a set of its instances in our
framework is related to infer a regular grammar starting from
a set of samples produced by an encoding function.
Abstract Data Types and Instances As discussed in Section 1, the abstract data we consider are nested relations [Hull,
1988], that is typed objects allowing nested collections and
tuples. Tuples may have optional attributes. Since we are
interested on instances serialized as HTML pages, we will
only consider ordered collections, i.e., (possibly nested) lists
instead of sets.
The types are defined by assuming the existence of an
atomic type U , called the basic type, whose domain, denoted by dom(U ), is a countable set of constants. There
exists a distinguished constant null, and we will say that
a type is nullable if null belong to its domain. Other
non-atomic types (and their respective domains) can be recursively defined as follows: (i) if T1 , . . . , Tn are basic,
optional or list types, amongst which at least one is not
nullable, then [T1 , . . . , Tn ] is a tuple type, with domain
dom([T1 , . . . , Tn ]) = {[a1 , . . . , an ] | ai ∈ dom(Ti )} (ii) if
T is a tuple type, then hT i is a list type, with domain corresponding to the collection of finite lists of elements of

dom(T ) (iii) if T is a basic or list type, then (T )? is an optional type, with domain dom(U ) ∪ {null}.
Figure 3 shows a tree-based representation [Hull, 1988] of
the nested type and of one of its instances. In the instance
tree, type nodes are replaced by type instance nodes; these
are marked by the subscript inst. To generalize types and
their instances, we need to introduce the notion of templates,
i.e., partially defined types.
Definition 1 (Templates)
• Every element u ∈ dom(U ) is a non nullable constant
template; null is a null-template; it is nullable;
• U , the basic type, is a basic template; it is not nullable;
• if T1 , . . . , Tn are non-tuple templates, amongst which at
least one is non nullable, then [T1 , . . . , Tn ] is a tuple
template; it is not nullable;
• if T is a tuple template, then hT i is a list template; it is
not nullable;
• if T is either basic, constant, list or list-instance template, then (T )? is an optional template; it is nullable;
• if T1 , . . . , Tk are tuple templates, then T
=
hinst T1 , . . . , Tk i is a list-instance template; k ≥ 1 is
called the cardinality of T ; it is not nullable;
• if T is either basic, constant, list or list-instance template, then (inst T )? is an optional-instance template; it
is not nullable.
It is easy to see that: (i) every type is a template, constructed
using only tuple, list, optional and basic sub-templates;
(ii) every instance of a type is itself a template, made of tuple, list-instance, optional-instance, constant and null subtemplates. Note that the tree representation of types and instances extends immediately to templates.
Templates allows us to describe the existing relationship
“instance of” between an instance and its type by means of a
reflexive subsumption relationship between templates, which
we denote by .
Definition 2 (Subsumption)
• Every constant and null template subsumes itself.
• the basic template U subsumes every constant template;
• a tuple template, [T1 , . . . , Tn ] subsumes any tuple template in {[t1 , . . . , tn ] | ti  Ti )};
• a list template, hT i, subsumes any list template hSi
such that S  T , and any list-instance template
hinst T1 , . . . , Tm i such that Tj  T, j = 1, . . . m;
• an optional template (T )? subsumes the null-template,
any optional template (S)? such that S  T , and any
optional-instance template in {(inst t)? | t  T };
• a list-instance template T = hinst T1 , . . . , Tn i subsumes
any template in {hinst t1 , . . . , tn i | tj  Tj , j =
1 . . . n};
• an optional-instance template (inst T )? subsumes any
optional-instance template in {(inst t)? | t  T };
In Figure 6 we illustrate an example of a template: it is
subsumed by the type and subsumes the instance that have
been shown in Figure 3.
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Figure 6: Example of a Template
We denote by T the universe of all templates. The relation
 defines a partial order on the set T . We say that two templates T1 , T2 are homogeneous if they admit a common ancestor, that is, there exist a template T ∈ T such that T1  T
and T2  T . Intuitively, two templates are homogeneous if
they represent objects that are subsumed by the same type.
We introduce a labelling system of template trees to identify the nodes. It is recursively defined as follows. The root is
labelled by the string root. If a list node or an optional node
is labelled α, then its child is labelled α.0; and if a tuple node
with n children is labelled α, then its children are labelled
α.1, . . . , α.n. Instances are labelled similarly, with the children of a list, list-instance or optional-instance node labelled
α, all labelled α.0. In this way, each node in an instance tree
has the same label as the corresponding node in the type tree.
Instances can sometimes “underuse” their type; this happens, for instance, when list types are used to model list that
always have the same cardinality, or when some basic attribute always has the same value, and finally when an optional attribute is either never or always null. The concept of
rich collection of instances defines this notion formally.
Definition 3 (Rich Collection of Instances) A collection of
instances I is rich with respect to a common type σ if it satisfies the following three properties: (i) basic richness: for
each leaf node labelled α, there are at least two distinct objects labelled α; (ii) list richness: for each label α of a list
node, there are at least two lists of distinct cardinalities labelled α, and (iii) optional richness: for each label α of an
optional node, there is at least one null and one non-null
object labelled α.0.
Intuitively, a collection of instances is rich with respect to
a common type, if it makes full use of it. As proved
in [Crescenzi and Mecca, 2004] a rich collection of instances
contains enough information to recover the type.

3.1

Well-Formed Mark-Up Encodings of Abstract
Data

To produce HTML pages, abstract data needs to be encoded
into strings, i.e., concrete representations. Our concrete representations are simply strings of symbols over finite alphabets, and therefore this concept can be formalized by intro-

ducing the notion of encoding, that is a function enc from the
set of all abstract instances to strings over those alphabets.
We introduce the well-formed mark-up encodings, which
abstract mark-up based languages like HTML or XML –
which are used in practice to encode information into web
pages. To reflect the distinction between tags – which are intuitively used to encode the structure – and strings – which
encode the data – the encoding uses two different alphabets.
Essentially, the mark-up encodings map database objects into
strings in which the constants are encoded as strings over a
data alphabet, ∆, and the structure is encoded by a schema
alphabet, made of tags. The schema alphabet will contain a
closing tag </a> for each opening tag <a>.
Definition 4 (Alphabets) We fix a data alphabet ∆ and a
schema alphabet, Σ ∪ Σ, with Σ = {</a>|<a> ∈ Σ},
In the encoding process, we first need to formalize how
abstract data items in the instances are encoded as strings. To
this end, we need a data encoding function, δ, that is a 1-1
mapping from dom(U ) to ∆+ according to which constants
are encoded as words in ∆+ . However, in the following, for
the sake of simplicity, we will assume that dom(U ) is a set of
strings over ∆, i.e., dom(U ) ⊆ ∆+ , and that δ is the identity
function; we will therefore omit to mention δ explicitly.
Second, we need to describe how the schema structure is
encoded using tags. For this, we introduce a tagging function, tag, that works on a type tree and essentially associates
a pair of delimiters with each node; these delimiters will then
be used to serialize instances of the type. This process is illustrated in Figure 4.
We require that the encodings produced by these functions
are well-formed, i.e., tags are properly nested and balanced so
that every occurrence of a symbol <a> in Σ is “closed” by a
corresponding occurrence of a symbol </a> in Σ.
We formalize this concept by requiring that delimiters belong
to the language defined by a context-free grammar Gtag . Let
4 denote a place holder for data encodings and S be the starting non-terminal symbol. The productions of the grammar
are as follows:
S → aXD a | XXD X
X → aa | aXa | XX
(for all a ∈ Σ)
XD → aXD a | XXD | XD X | 4
We are now ready to formalize the notion of well-formed
tagging function and that of well-formed mark-up encoding.
Definition 5 (Well-Formed Tagging Function) Given a type
σ, and the corresponding labelled tree Tσ , let L denote the
set of labels in Tσ . A well-formed tagging function for the
type σ associates with each label α ∈ L two strings over the
schema alphabet, called start(α) and end(α), as follows:
tag : L → (Σ ∪ Σ)+ × (Σ ∪ Σ)+
α →
7
(start(α), end(α))
such that start(α) · 4 · end(α) ∈ L(Gtag )
Definition 6 (Well-Formed Mark-Up Encodings) Given a
type σ a well-formed mark-up encoding enc based on a structure (Σ, ∆, tag) – where Σ and ∆ are two disjoint finite alphabets, and tag a well-formed tagging function for σ – is

34
a function recursively defined on the tree of any template T
subsumed by σ, as follows:
• for a constant leaf node a ∈ dom(U ) with label α,
enc(a) = start(α) · a · end(α);1
• for a null template with label α,
enc(null) = start(α)end(α);
• for a list-instance node hinst a1 , . . . , an i with label α,
enc(hinst a1 , . . . , an i) =
start(α) · enc(a1 ) · . . . · enc(an ) · end(α);

Prefix Mark-Up Encodings are a special subclass of markup encodings. The characteristic of Prefix Mark-Up Encodings is that they force delimiters of list and optional nodes to
be somehow identifiable.
Definition 8 (Prefix Mark-Up Encodings) A prefix mark-up
encoding is a well-formed mark-up encoding based on a
structure (Σ, ∆, tag) where the tagging function tag satisfy
the following additional conditions:
• wrapping delimiters: all delimiters of non-leaf nodes are
such that there is at least one symbol of Σ in the start
delimiter which is closed by a symbol of Σ in the end
delimiter;
• point of choice delimiters: symbols of delimiters which
mark optional and list nodes do not occur inside delimiters of their child node.

• for an optional-instance node (inst a)? with label α,
enc((inst a)?) = start(α) · enc(a) · end(α);
• for a basic leaf node U labelled α,
enc(U ) = start(α) · ∆+ · end(α);
• for an optional node (T )? with label α,
enc((T )?) = start(α) · (enc(T ))? · end(α);
• for a tuple node [T1 , . . . , Tn ] with label α,
enc([T1 , . . . , Tn ])=
start(α) · enc(T1 ) · . . . · enc(Tn ) · end(α);
• for a list node hT i with label α,
enc(hT i) = start(α) · (enc(T ))+ · end(α).

Note that the notion of well-formed mark-up encoding is defined for templates, and therefore also for types and for instances. For example, the encoding shown in Figure 4 for
the type σ in Figure 3 produces the HTML code in Figure 5
(left). It can be seen that a well-formed mark-up encoding
enc applied to all instances of a type σ generates a language
of strings. It is also easy to see that these languages are regular languages, and that they belong to the language defined
by the regular expression enc(σ) obtained by applying enc to
σ. The following Proposition [Crescenzi and Mecca, 2004]
summarizes a close correspondence between the theoretical
framework based on data and encoding functions, and the theory of regular languages.
Proposition 1 Given a mark-up encoding enc based on
(Σ, ∆, tag), then, enc(σ) is a regular language and for each
instance I of type σ, enc(I) ∈ L(enc(σ)).
We have therefore identified a subset of regular languages,
which we call well-formed mark-up languages, i.e., those obtained by applying well-formed mark-up functions to templates.
Definition 7 (Well-Formed Mark-Up Language) Any regular
language enc(T) obtained by applying a well-formed mark-up
encoding function enc to a template T .
Based on the formal framework defined so far, we are now
ready to describe the relationships with the grammar inference setting. Taking as input a set of encoded instances of a
type σ, we aim at recovering the original type by finding the
encoding function. Unfortunately, for mark-up encodings the
problem does not admit a unique solution in general. Intuitively, this is due to the fact that the encoding functions may
be ambiguous. To avoid this problem, we further restrict the
class of encodings allowed. Our goal is to avoid the ambiguousness of delimiters.
1
Recall that we assume that dom(U ) ⊆ ∆+ , and therefore that
leafs are encoded as themselves.

Based on this definition, we can identify a new class of
regular languages, a proper subset of the class of well-formed
mark-up languages defined above, which we call the prefix
mark-up languages.
Definition 9 (Prefix Mark-Up Languages) Any regular language enc(T ) obtained by applying a prefix mark-up encoding function enc to a template T .
A fundamental property of prefix mark-up languages is
that they are identifiable in the limit from positive examples only [Crescenzi and Mecca, 2004], and we have indeed developed an algorithm, called MATCH [Crescenzi et al.,
2001], which is able to infer a grammar for Prefix Mark-Up
Languages in polynomial time with respect to the maximum
length of the input encodings. A characteristic sample for a
prefix mark-up language can be obtained by encoding a rich
set of instances of the underlying template.

4

Bringing Pages into Prefix Mark-Up
Languages

When dealing with real life web sites, the ambiguity of
HTML code is one of the most recurring reason why web
pages are out of the class of Prefix Mark-Up Languages. With
respect to the formal framework defined in the previous Section, we may say that the page generation process used in
practice cannot be modelled with the strict constraints of prefix mark-up encodings.
To give an example consider Figure 7, which presents a
different encoding for the data set of the running example.
In this example, the editions of a given book are encoded as
items of an HTML list. Observe that this encoding violates
the point of choice delimiter condition for prefix mark-up encodings: among the symbols of the delimiter of the upper list
node, it appears a <UL> tag, which occurs also inside the delimiter of a child node.
With these pages the nice properties that hold for Prefix Mark-Up Languages do not apply and—as reported
in [Crescenzi and Mecca, 2004]—a grammar might not be
inferred for these kind of pages.
The main problem arises from the two <UL> symbols,
which are not distinguishable. One possible solution is that
of studying more involved inference algorithms for broader
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classes of languages; however, in this way two major drawbacks arise: (i) we loose the theoretical background proved
in [Crescenzi and Mecca, 2004]; (ii) the more expressive the
class of inferable languages is, the more complex the characteristic samples become. It is worth observing that too sophisticated and “unnatural” characteristic samples cannot be
asked to a final user of an automatic wrapper generator system.
Therefore, with the objective of elaborating a practical solution without renouncing to the sound and thorough grammar inference background, we have analyzed the roots of the
problem and we have developed techniques that allow us to
significantly reduce the problem. In particular, we have observed that (i) sometimes the problem can be simply solved
with a smart tokenization of the input pages; (ii) whenever
the tokenization does not suffice, it is possible to preprocess
input pages in order to detect and remove possible ambiguities in the HTML source code.

4.1

Disambiguating Tokenization

The class of Prefix Mark-Up Languages is based on some assumptions about the way data items are delimited in the page;
more specifically, it is assumed that the delimiters are sufficiently different from one another to eliminate ambiguities.
<HTML><IMG/>
<B> string </B>

Tuple

</HTML>

<A> Optional </A>

<HR/><UL> List </UL>

<TT> string </TT>

<LI> Tuple </LI>

<I> string </I>

<UL> List </UL>
<LI>Tuple </LI>

<BR/>string <IMG/>

<A>Optional </A>
<EM> string </EM>

Figure 7: An ambiguous encoding
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Figure 8: Annotating the HTML code with the DOM tree
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4.2

Dealing with Ambiguous HTML

In many cases the enhancement of the schema alphabet with
involved tokenization rules does not resolve the problem, as
the ambiguities can be much more deeply rooted.
Consider for example the encoding of Figure 9. Here, the
list of books is rendered as a table: every row contains information about one book, with the exception of the very first
row, which includes an image just for presentation purposes.
The example, though fictional and simple, is inspired by real
web pages, where it is a common practice to include elements
that serve only for the sake of presentation. The reader can
easily verify that here the DOM tree depths cannot produce
any benefit, as the <TR> tag inside the outer list delimiter is a
node at the same DOM depth as those in the tuple delimiters,
as shown in Figure 10.
<HTML><IMG/>

Tuple

</HTML>

<B> string </B>
<TABLE><TR><TD><HR/></TD></TR>
<A>Optional </A>

List

</TABLE>

<TR><TD> Tuple </TD></TR>

<TT> string </TT>
<I>

string </I>

<P> List </P>
<B>Tuple </B>
<BR/> string <IMG/>

Often this hypothesis can be satisfied even with a clever
tokenization of the input. A first, simple solution is that of
considering features that can be extrapolated from the DOM
tree associated with an HTML page. Figure 8 shows the
DOM tree associated with the page generated by the encoding of Figure 7. Observe that the depth (reported in superscript) of each node in the DOM tree represents a piece of
information that can avoid the ambiguities of the encoding.
Therefore, during the tokenization of the input pages, we annotate every tag with the depth of its corresponding node in
the DOM tree. Another simple yet effective solution is that
of considering the richer schema alphabet which is obtained
by taking into account not only the HTML tag name (es: BR
or TD), but also the possible HTML attribute value pairs (es:
class="left bar" or bgcolor="white") which are frequently used in Web pages.

Figure 9: Another ambiguous encoding
However, the source codes of data intensive web sites provide further implicit pieces of information that, if suitably
and efficiently dug out, can be used in order to limit, and
hopefully avoid, the ambiguity of the language. The HTML
source codes of web pages are extremely rich: in our context this means that data are usually delimited with several
tags. Our idea is to detect the presence of potential ambiguities, and to analyze the HTML code in order to extrapolate
information that can be used to disambiguate the code.
To give an intuition of our approach, consider again Figure 10. Observe that the subtrees rooted at the TR nodes
could ideally be differentiated by considering their descendant nodes. For example, the first TR node of every page
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Figure 10: The DOM tree of a page generated by an ambiguous encoding

generated by the encoding of Figure 9 will be an ancestor of
a HR node; on the other hand, the other TR nodes will be always ancestors of, among the others, a B node. Now, imagine
to label the TR nodes of our example with this piece of information: the first TR with a HR label, and the remaining TR
nodes with a B label. This labelling step would bring the page
into a Prefix Mark-Up Language.
Our approach is based on the above ideas: we inspect the
DOM trees of the input pages in order to identify those nodes
that can give rise to ambiguities. Then, we analyze the subtrees rooted at such nodes and compute a disambiguating label, which is chosen among the name of one of its descendant nodes. Intuitively, we want to disambiguate the ambiguous nodes according to the descendant nodes they host in the
DOM tree.
All the nodes having an identical path to the DOM root are
considered as potentially ambiguous nodes. In the example of
Figure 10, all the TR nodes fall in this class, as they have the
same path, namely TR-TABLE-HTML. Observe that also the
TD nodes share a common path, i.e. TD-TR-TABLE-HTML,
and then they are considered as ambiguous nodes.
Every potentially ambiguous node is then labelled with the
set of its non ambiguous descendant nodes. In the example
of Figure 10, the first TR node of Figure 10 will be associated with the set of labels L1 = {HR}, the second TR node
with L2 = {I, P, BR, IM G, A, EM }, and finally the third
TR node with L3 = {I, P, BR, IM G}. Note that a label TD
does not appear in these sets as the TD nodes, though descendants, have been identified as potentially ambiguous.
The goal is to obtain a set of labels that disambiguate these
nodes. If the HTML is rich enough, there is a high probability
that the subtrees rooted at different occurrences of the same
tag will contain different labels. The main problem is that we
could choose different labels for nodes that mark the same
data type.
Let us illustrate this risk, by means of an example. Consider the DOM tree shown in Figure 10: if we associate a label EM to the second TR node, we are distinguishing this node
from the third TR, whereas they clearly mark the same type
of information. The problem is due to labels coming from the

delimiters of an optional nodes. These labels cannot be used
to disambiguate because they would end up distinguishing a
tag occurrence from another only because the former hosts an
instantiated optional and the latter does not. In our example,
the EM and the A labels should not be employed because otherwise the second occurrence of the TR tag would be made
different from the third one.
At this stage we cannot rely on the knowledge of neither
the encoding function nor the underlying template to isolate
tags coming from optional patterns. Then, we perform an
analysis of all the occurrences of an ambiguous node and we
try to partition them in classes associated with exactly one
label. For a sufficiently large number of occurrences, it is
very unlikely that labels coming from an optional delimiter
can contribute to create a partition.
In essence, we can formulate the disambiguation problem
as follows:
Definition 10 (Disambiguation Problem)
Input: a set of labels L = {l1 , l2 , ..., lm }, and a set of nodes
S = {n1 , n2 . . . , nk }, where each node ni is associated with
a set of labels Li , with Li ⊆ L
Output: L∗ such that |L∗ ∩ Li | = 1 ∀ i ∈ (1, . . . , k)
Considering again our example, if we had chosen EM as
a label for the second TR we could not associate any label
to the third TR, as any choice would lead the inclusion of
the second TR as well. The same holds if we consider the A
label. Conversely, we can partition the occurrence of TR tag
associating exactly one label with every node by considering
HR for the first occurrence and B for the others.
The Disambiguation Problem corresponds to a bipartite
matching that can be reduced to an integer network flow problem. The complexity of algorithms that solve these problems
is polynomial with respect to the number of edges and nodes
of the network [Goldberg et al., 1990; Ahuja et al., 1993].
In our setting, edges correspond to the occurrences of each
label, while nodes of the network correspond to the set of
ambiguous node of the DOM tree.
Figure 11 illustrates how the problem would be instantiated
for the example of Figure 10.2 The thicker lines represent one
solution. It can be observed that if we annotate the TR nodes
with the labels of such a solution, i.e. the first one with HR
and the other two with B, the pages fall in our target class of
grammar, as the first TR is now distinguished from the others.
It is worth saying that we are essentially leveraging statistical evidences over the input pages. We do not have any
a-priori knowledge about what is optional (this the goal of
the wrapper induction process!), as well as we do not know
whether a given symbol is ambiguous.

5

Experiments

The overall impact of the approach discussed in the paper
has been evaluated with a set of experiments on pages from
real life Web sites. Here, in order to summarize the significance of the approach, we report on the results obtained when
2

For the sake of simplicity in Figure 11 we report the network
for one page only. Actually, the network is built including the DOM
tree nodes of all the input pages.
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Figure 11: Disambiguation as a network flow problem

processing the Wien test-bed [Kushmerick, 2000], which has
been used also in our previous work [Crescenzi et al., 2001;
2004; Crescenzi and Mecca, 2004]: in this way we can progressively compare the results of our experiments.
We have preprocessed the pages with the disambiguation
techniques discussed in Section 4.3 The output pages were
given as input to the ROAD RUNNER prototype: the generated
wrappers were finally used to extract data from the pages. It
is worth saying that MATCH—the inference algorithm implemented by the ROAD RUNNER system—works also on pages
that do not comply to Prefix Mark-Up Languages; but in this
case it exhibits exponential behaviors (and therefore a solution may not be found) or produces low quality solutions.
In order to evaluate the effectiveness of our approach, we
count the number of values extracted, and compare it with the
number of expected values. We distinguish extracted and partially extracted values. The former represent values that have
been exactly extracted by the system; the latter are values that,
though extracted, have been grouped together with other values. We run the ROAD RUNNER system with the techniques
that enhance the formal framework with methods to identify
and extract irregular regions [Crescenzi et al., 2004]; if these
techniques fail, it may happen that several attributes can be
grouped together.
Figure 12 illustrates the results of our experiment. The
ideal numbers of values a wrapper should extract are listed
in the second column #values).4 Then we list the results
obtained running the ROAD RUNNER without the disambiguation step (these are the results reported in [Crescenzi et al.,
2004]), and those obtained preprocessing the input pages with
our disambiguating techniques.
Relevant improvements are marked in gray (sources
4,18,29,30). Several values that previously were grouped together, now are extracted correctly. A negative result comes
out with source 16. In this case, the disambiguation has been
applied to nodes that were not ambiguous; analyzing the logs
of the experiment we have observed that the failure is due
to the poorness of the HTML.5 We are currently developing
3

It is worth saying that we also tidy the pages with nekoHTML
(http://www.apache.org/ andyc/neko/doc/html/),
a tool to fix up fix errors and make the code compliant with
XHTML.
4
When available, we have used the set of labels provided with
the dataset.
5
The HTML code of pages from this test-bed are quite poor compared to modern web sites (the dataset is rather old).
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Figure 12: Experimental results: the effects of disambiguation on the Wien data-set
techniques that can avoid this problem.

6

Conclusions and Future Work

Grammar inference provides an elegant and sound formal
framework for studying thorough techniques for the automatic generation of Web wrappers. Developing robust systems that implement these techniques and face the issue of
wrapping real-world pages is a challenge.
In this paper we have shown that it is possible to support
the theoretical framework studied for the inference of Prefix
Mark-Up Languages with an effective and efficient preprocessing. Our practical solution is the result of a study of the
relationship between actual pages and formal languages.
We are currently working in order to further improve our
techniques. A first direction we are evaluating is that of developing methods to meliorate the quality of the labels used
for the disambiguation. Also, we are studying techniques for
segmenting the pages into smaller and more uniform chunks.
Finally, as the evaluation of wrappers does not have a definite
solution,6 we are defining a methodology for a sound evaluation of data extraction techniques.
6
This was the subject of a panel during the AAAI’04 Workshop
on Adaptive Text Extraction and Mining.
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Abstract
An application of Grammatical Inference (GI) in
the field of Music Processing is presented, where
regular grammars are used for Modeling Musical Style. These models can be used to generate (Automatic Composition) and classify music by style (Musical Style Identification), with
their resulting applications. The latter, for instance, would improve content based retrieval in
multimedia databases, joining indexing by musical style to other suitable indexes. In this work,
several GI Techniques are used to learn, from examples of melodies, a stochastic grammar for each
of three different musical styles. Then, each of
the learned grammars is used to synthesize new
melodies (Composition) or to classify test melodies
(Style Identification). Our studies in this field show
the need of a proper music coding scheme, so different coding schemes are presented and compared.
Results from previous studies have been improved,
achieving in Style Identification a 3% classification
error rate.

1 Introduction
Grammatical Inference (GI) aims at learning models of languages from examples of sentences of these languages. Sentences can be any structured composition of primitive elements or symbols, though the most common type of composition is the concatenation. From this point of view, GI find
applications in all those many areas in which the objects or
processes of interest can be adequately represented as strings
of symbols. Perhaps the most conventional application areas
are Syntactic Pattern Recognition [Fu, 1982] and Language
Modeling [Vidal et al., 1995]. But there are many other areas
in which GI can lead to interesting applications. One of these
areas is Music Processing (MP). Here, the very notion of language explicitly holds, where primitive symbols or “notes”
are adequate descriptions of the acoustic space, and the concatenation of these symbols leads to strings that represent musical sentences.
By adequately concatenating symbols of a given musical
system, a musical event emerges. However, not any possible concatenation can be considered a “proper” event. Cer-

tain rules dictate what can or can not be considered an appropriate concatenation, leading to the concept of musical
style. Main features of a musical style are rhythm and melody,
which are directly related with the rules used to concatenate duration and pitch of sounds, respectively. For the sake
of conciseness, in what follows, we will use just the term
“melody” for the combination of these two features. Our
aim is to find these rules for modeling a musical style by
means of GI. Other features of sound, such as timbre and
tempo, are generally considered less essential for describing
music and are often specified just as “side annotations” to
the main score. So, we have not considered them. In order to use Grammatical Inference in MP, a proper method
to convert scores into symbol strings must be found. A
previous study confirmed this [Cruz and Vidal, 1998; 2003;
Cruz et al., 2003]. In this paper we increase previous coding
schemes for music and compare them according to results in
Automatic Composition (AC) and Musical Style Identification (MSI).
The interest in modeling musical style resides in the use
of these models in MP, to generate (AC) and classify music by style (MSI), which are our areas of interest. They
can lead to many other applications. AC is a goal desired
for a long time. It can help the composer in his task, create all the composition for background music systems, serve
for educational purposes, and so on. Since the creation of
the first computers, many experiments have been carried out
on how to use them advantageously in AC [Baggi, 1991;
Papadopoulos and Wiggins, 1999], obtaining results that go
from anecdotic to true masterpieces. Many Artificial Intelligence (AI) techniques have been used in MP [Schwanauer
and Levitt, 1993], being Expert Systems very popular over the
past years. Famous is David Cope’s work in style-like composition [Cope, 1996; Schwanauer and Levitt, 1993], with
very impressive results. Although very interesting results
have been obtained with Expert Systems, these methods have
a strong limitation: it is very difficult to code musical knowledge as a set of rules. The use of an inductive method such as
GI avoids these restrictions, because musical style is learned
without human participation. We have focused our work in
AC in generating pieces in a determined musical style, such
as Renaissance, Baroque, etc. This leads to the need of a
model for musical style. The MSI area is being recently explored, mostly in the field of multimedia databases, trying
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to improve content based retrieval joining indexing by musical style to other suitable indexes. But other applications
can be musicology (finding authors for anonymous pieces)
or music education. Some AI techniques that have been employed are Hidden Markov Models [Pollastri and Simoncelli,
2001], Self-Organising Maps [de León and Iñesta, 2002] and
Neural Networks [Soltau et al., 1998]. Their results will be
discussed, jointly with ours in section 4.

2 Grammatical inference techniques
In this section, we concisely explain three of the techniques
used in our study to infer the grammars employed for composing and identifying musical styles. Other techniques employed with less success are Regular Positive Negative Inference (RPNI) [Oncina and Garcı́a, 1992] and a State Merging
Technique based on probabilistic criteria called ALERGIA
[Carrasco and Oncina, 1994]. These techniques are fairly
well known in the GI community and have been proven useful
in other fields.

2.1

The Error-Correcting Grammatical Inference
(ECGI) technique

ECGI is a GI heuristic that was explicitly designed to capture
relevant regularities of concatenation and length exhibited by
substructures of unidimensional patterns. It was proposed in
[Rulot and Vidal, 1987] and relies on error-correcting parsing to build up a stochastic regular grammar through a single incremental pass over a positive training set. This is
achieved through a Viterbi-like, error-correcting parsing procedure [Forney, 1973] which also yields the corresponding
optimal sequence of both non-error and error rules used in the
parse. Similarly, the parsing results are also used to update
frequency counts from which probabilities of both non-error
and error rules are estimated.

2.2

The N-Gram technique

One of the most used models in Natural Language Processing are N-Grams (a class of Markov models) [Jelinek, 1998].
An N-Gram is a sequence of symbols of length N. The first
N-1 of these are the context. The context is denoted here by
. There are two stages involved in using N-Grams: parameter estimation, where probabilities are assigned to N-length
sequences found in a corpus, based on their frequency and
the frequency of their context ; and using these parameters, for either evaluation or generation. The size of N can
in theory be anything from 1 upwards. However, certain values are better than others at capturing the characteristics of
the language. The larger the value of N, the more context is
captured. Though it would seem useful to have a great N, it
is not a case of the larger the better. As N grows, it captures
more context. Eventually the sequences learned become not
just characteristic of the corpus, but the exact sequences in
the corpus.
The parameter estimation method can be consulted in [Jelinek, 1998; Ponsford et al., 1999]. In our study, modeling
with N-Grams is performed using the CMU-Cambridge Statistical Language Modeling Toolkit (SLM-Toolkit) [Clarkson
and Rosenfeld, 1997].

2.3

The k-TSI technique

This technique infers stochastic k-Testable Languages in the
Strict Sense (k-TSSL) in the limit. It has been demonstrated
that they are equivalent to N-Grams with N=k [Segarra,
1993]. The main difference between them is that it is generally assumed that an N-Gram embodies the (N-i)-Grams
[i=1..N], while a k-TSSL model consists only in the model of
order k. The inference of k-TSSLs was discussed in [Garcı́a
and Vidal, 1990] where the k-TSI technique was proposed.

2.4

The Synthesis Algorithm

In this work, grammars will be inferred for different musical
styles (languages). As they are equivalent, for the sake of simplicity, grammars are represented in our tools as Stochastic
Finite State Automata. “Composing” melodies in specified
style, amounts to synthesizing strings (melodies) from the automaton that represents the desired style. To achieve this, we
use an algorithm that performs random string generation from
a stochastic automaton. It randomly follows the transitions of
the automaton from the initial state to some final state, according to the probabilities associated to each transition. In
order to listen to the synthesized strings, we developed a program to convert them into MIDI files, so they can be listened
to with any MIDI file player.

2.5

The Analysis Algorithm

As each inferred automaton represents a musical style, “recognizing” the style of a test melody consists in finding the
automaton which best recognizes this melody. With ECGI
and k-TSI techniques this can be best achieved by using an
algorithm that performs stochastic Error-Correcting Syntactic Analysis through an extension of the Viterbi algorithm
[Forney, 1973]. The probabilities of error rules (Insertion /
Deletion / Substitution) can be estimated from data [Amengual and Vidal, 1996; Amengual et al., 1996]. The Analysis
Algorithm returns the probability that the analyzed melody
is (error-correcting) generated by the automaton. By analyzing the same melody with different automata, we classified
it as belonging to the musical style (language) represented
by the automaton that gave the greatest probability. For the
N-Gram technique, rather than Error-Correcting, a specific
method called Back-off is applied. This method uses all the
hierarchy of (N-i)-Grams [i=1..N] to smooth unseen events
during the learning process [Jelinek, 1998].

3 How to Code Music for Syntactic Pattern
Recognition
GI, as a Syntactic Pattern Recognition (SPR) technique,
works with symbol strings. Even though only duration and
pitch of sounds (as main features of music) are used in this
work, the way they are represented implies the inclusion of
more or less musical information. The amount and/or meaning of this musical information can be key in for the success
in Musical Style Recognition (MSI). So, we have to deal with
the selection of pitch and duration representations and the
coding into symbol strings. Many efforts have been done
within the Computer Music research community in musical
representation systems and it is not clear that one system is
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always better than the others [Cambouropoulos et al., 2001;
Selfridge-Field, 1998; Wiggins, 1993], being very dependant
on the application and the recognition paradigm. In next subsections, we present the pitch and duration representations
that, in our opinion, are more suitable for a SPR technique as
GI, as well as some encoding examples into symbol strings.
Brief comments will be done for every representation, according to its performance for MSI and Automatic Composition (AC) with GI.

3.1

Pitch Representation

Absolute
Pitch is most often represented either by the traditional pitch
naming system (e.g. F#4-G#4-A4) or as absolute pitch (e.g.
in MIDI: 66, 68, 69). It is the same representation as in musical scores, but may be insufficient for applications in tonal
music. The main problem is that transpositions are not accounted for (e.g. repeating the same pitch motive transposed
in different samples or within the same one).
Relative
A solution for the transposition problem is the use of the relative pitch between notes. That is, the interval (number of
semitones) between two notes. There exists a somewhat ‘peculiar’ relationship between pitch strings and pitch interval
strings. If one pitch interval in a string of pitch intervals is
altered then all the succeeding notes are altered (transposed)
[Cambouropoulos et al., 2001]. So a change in a string of
pitches and in a string of pitch intervals is not exactly the
same thing. This effect appeared our AC experiments [Cruz
and Vidal, 1998].
Melodic Contour
Pitch interval encodings readily lend themselves to the construction of a number of more abstract representations of musical strings such as contour strings. Intervals can be categorised in a number of classes according to the signs of intervals. Instead of taking the absolute or relative pitch, it is
coded if the next pitch goes “up” (U), “down” (D) or it is
“equal” (E) to the last one. So, melodic contour can be represented as a string from the alphabet U, D, E , leading to a
very small alphabet which provides less musical information
than previous representations.


Relative to Tonal Centre
This coding scheme arose along with our experiments in AC
[Cruz and Vidal, 2003] in order to correct the relative representation ‘peculiar’ effect mentioned before. Pitch is coded
as the distance to the tonal centre or tonic in semitones. It includes more musical information than the others, as it allows
characterizing relationships between pitches and tonality.

3.2

Duration Representation

In terms of the rhythmic component of musical strings, almost the same representations as pitch ones can be applied.
It should be noted, however, that the problems that arise with
pitch representations (highlighted in the previous section) apply also for duration representations.

Absolute
It is a direct translation of the representation used in musical
scores (e.g. whole note, half note, quarter note, and so on).
It is the most commonly applied in musical string processing
algorithms [Cambouropoulos et al., 2001] and, to this end, is
the only one we have tested.
Relative
It is well known that listeners usually remember a rhythmic
pattern as a relative sequence of durations that is independent
of an absolute tempo. So, with absolute duration encoding,
the same rhythmic pattern written with two different metrics
will be considered as two different patterns. Representing
rhythm as duration ratios can overcome augmentations or
diminutions of a rhythmic pattern (Fig. 1).

Figure 1: Two rhythmic patterns that match at the level of
duration ratios are in fact the same
Rhythmic Contour
Like melodic contour, durations can be coded in terms of contour strings. Instead of taking the absolute or relative duration, it is coded if the next duration is “shorter” (S), “longer”
(L) or “equal” (E).

3.3

Musical String Representation

Notes can be coded as one symbol (what we call not-splitted
encodings), or with two symbols (what we call splitted encodings). In the beginning of our study, only not-splitted encodings where used, but we realized that these coding schemes
could be establishing a relationship between the pitch and
length stronger than the one generally existing in music.
Therefore, splitted encodings were introduced as a modification from previous ones, just separating with a space character the pitch and duration symbols (Fig. 2), obtaining better
results in MSI (see section 4).
Combining pitch and duration representations exposed in
the previous subsections, 12 not-splitted encodings can be
defined. Splitting them, other 12 arise and, if pitches and
durations are used stand-alone, 7 more emerge. As a result,
we have 31 different coding schemes that can be tested. For
naming conventions, the format “pitch representation name duration representation name” is used (Fig. 2). The “splitted”
term is not used with not-splitted encodings. To this end, 13
coding schemes have been tested and results are presented in
next section. In order to obtain the musical string, for these
coding schemes, we have used numbers for pitch representations (except for contour representation) and letters for duration representation (only absolute representation has been
tested). Thus, musical strings are easier to understand, as can
be seen in Fig. 2.
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Absolute-Absolute
Relative-Absolute
Contour-Absolute
Tonal Centre-Absolute
Splitted Absolute-Absolute
Splitted Relative-Absolute
Splitted Contour-Absolute
Splitted Tonal Centre-Absolute
Absolute - ———–
Relative - ———–
Contour - ———–
Tonal Centre - ———–
———– - Absolute

Figure 2: A Gregorian style score coded with different representations

ECGI
34.33
13.66
8.66

k-TSI
10
8.66
7

9.66
7.66
10

5.66
5
5.66

N-GRAM
4.66
4.33
5.33
5.33
3.33
3
5.33
4.66
7.33
8
26
6.66
7.33

Table 1: Classifying Error in Musical Style Identification
experiments with the different GI techniques and coding
schemes employed

4 Experiments
For the present study, we chose 3 occidental musical styles
from different epochs and we took 100 sample melodies
from each one. These samples were 10 to 40 seconds long.
The first style was Gregorian (Middle Ages). As a second
style, we used passages from the sacred music of J. S. Bach
(Baroque). The third style consisted of passages from Scott
Joplin’s Ragtimes for piano (beginning of 20 cent.).


4.1

Musical Style Identification Experiments

Experiments in Style Identification were performed using
ECGI, k-TSI, N-Grams and other GI techniques (mentioned
in section 2). Three automata (one per style) are inferred
with each GI technique, trying different values of (with k(with N-Grams). Test melodies are analyzed to
TSI) and
see which of the learned automaton can generate them with
the greatest probability. Given the small size of the available corpus, 10-fold Cross-Validation was used to measure
the identification accuracy of the different techniques and
coding schemes. Today, in this case it is more appropiated
the use of a leaving-one out approach but, due to historical/computacional reasons (we began these studies in 1995),
10-fold Cross-Validation has been kept. Average Classifying
Error in identification for each style was obtained and the best
results are presented here.




Results
For the sake of conciseness, results will be summarized in
Table 1, which shows the best Average Classifying Error for
each GI technique with some of the tested encodings. Due to
N-Gram’s better results, the stand-alone and tonal centre encodings have only been tested with them. So, as there are no
results, they do not appear in Table 1. Results with these encodings are worse than those obtained with the other coding
schemes, being the best one a 6.66 % classifying error when
using tonal centre pitch representation.
Discussion
Analyzing these results by GI techniques, the best of them is
clearly the N-Gram technique. A 3% error in Style Identification is obtained, comparing with a 5% using k-TSI and

a 7.66 % using ECGI techniques. Although comparisons
with the success rates of other style identification models is
not very meaningful unless the same datasets are used, if we
look at other similar studies [Pollastri and Simoncelli, 2001;
de León and Iñesta, 2002; Soltau et al., 1998], these average rates of success can be considered as quite good. It is
worth noting that GI techniques tend to need a larger quantity
of training samples to get good results. So, it is expected that
our results will be improved if the amount of training samples
is increased.
As it is argued in section 2.3, k-Testable Languages in the
Strict Sense are equivalent to N-Grams with N=k [Segarra,
1993]. So, why results in MSI are better with N-Grams? The
advantage of the N-Gram technique, over k-TSI and ECGI,
relies on using the Back-off smoothing procedure within the
analysis algorithm [Jelinek, 1998]. It is well known in the
Pattern Recognition community that N-Gram inference with
back-off smoothing outperforms many other Syntactic Pattern Recognition techniques and, in our study, this has been a
fact.
Although the GI technique used for modeling musical style
is very important, as seen before, our study has shown that the
musical string representation is determinant in the results. It
is clear that with the relative pitch representation are obtained
the best results, consequently, it is expected that relative duration representation will be a good option to try in the future,
specially splitted relative-relative encoding. The stand-alone
encodings results are bad, showing the necessity of more musical information within the coding scheme. Thus, we do not
consider the future use of the remainder (relative duration and
contour duration). Although with tonal centre representation,
Automatic Composition results were improved, in MSI it has
been very different. It can be due to the fact that this approach
does not accounts for transpositions of a pattern within the
same piece. An important fact is that contour pitch encodings, specially the splitted one, have not achieved as good
results as the others. It is due to the small size of the alphabet
(symbols) for these coding schemes (e.g. only 9 symbols for
Gregorian style in the splitted encoding).
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Another conclusion of the study is that splitted encodings
are clearly better than joined pitch and duration representations. As a result of this discussion, for future studies, we
can discard contour and stand-alone representations, remaining 6 combinations with relative duration representations to
be tested. Of them, the splitted encodings are expected to be
the best.

4.2

Automatic Composition Experiments

Here, the procedure is similar to that used in Musical Style
Identification. The difference is that, once the automata are
obtained, new melodies are randomly synthesized with the
aim of obtaining good synthesis results. For a preliminary
evaluation, the following criteria were adopted:
1. The synthesis must make musical sense and must not be
a random series of sounds.

and, in Fig. 5, an example of not very good ECGI compositions in Joplin’s style. Many compositions synthesized using absolute-absolute encoding showed what we called the
“transposition problem” , which was explained in section
3. For solving this problem alternative coding schemes were
proposed. To this end, only relative-absolute encoding has
been tested so far, leaving the rest of coding schemes for future studies.
With the ECGI algorithm, relative-absolute encoding results in Bach’s and Joplin’s styles are improved, obtaining
now syntheses categorized as good, but not any very good
one. An example of very good ECGI compositions in Gregorian style using relative-absolute encoding can be seen in Fig.
3. With the K-TSI algorithm, results have been enhanced in
every style, especially in Gregorian style, but still very good
melodies are not obtained for the other styles (in the opinion
of the authors). Best values were, as with absolute-absolute
encoding, =3 and =4. The best results in Automatic Composition have been obtained with this technique.




2. It must sound similar to the Musical Style that it is meant
to (Gregorian, Bach, etc.).



3. It must have the characteristics of a proper melody (beginning, development, and end).
4. It must be different from any of the training melodies.
In order to assess the quality of the synthesis, a secondary
evaluation was carried out by the first author following his
own (subjective) musical criteria. This quality evaluation was
made according to the following classification: very good,
good, not very good, bad. A synthesis was considered bad if
it did not satisfy all of the above four criteria. If it did satisfy
them all, then it was classified according to quality level of
the composition as very good, good or not very good. We
consider a synthesis as very good when it can be taken as an
original piece from the current style without being a copy or
containing evident fragments from samples. Good will be the
synthesis that are almost perfect but have some small failure,
such as an inadequate tonality change. And the remaining
qualifiers explain themselves.
Experiments in Automatic Composition were performed
using ECGI, k-TSI and other GI techniques (mentioned in
section 2), but not still with the N-Gram inference technique.
As it is said in section 4.1, the N-Gram technique provides
better results in MSI due to the use of the Back-off smoothing
procedure within the analysis algorithm. So, if this method
is not used during generation, results will be similar to the kTSI technique’s ones. As far as we know, this method still has
not been developed. Therefore, we considered not necessary
to perform experiments with this technique.
In what follows, we present some of the results obtained in
our music generation studies. The coding schemes used so far
are the absolute-absolute and relative-absolute encodings.
Results
With absolute-absolute encoding the best results were obtained with ECGI and K-TSI (with =3,4) algorithms. These
results ranged from good to very good for Gregorian and
from bad to not very good for the styles of Bach and Joplin.
An example of not very good k-TSI compositions in Bach’s
style using absolute-absolute encoding can be seen in Fig. 4


Figure 3: Example of ECGI composition in Gregorian style
using relative-absolute encoding

Figure 4: Example of k-TSI composition in Bach’s style using absolute-absolute encoding

Figure 5: Example of ECGI composition in Joplin’s style using absolute-absolute encoding
Discussion
As a whole, with relative-absolute encoding, results have
been improved in every experiment, but not as much as we expected. The transposition problem has been partially solved,
because now the synthesized melodies have more continuity (tonally speaking). But another not desired effect derived
from the coding has appeared: if two or more musical fragments that follow a descending/ ascending scale are concatenated while creating a synthesis, as the pitch encoding is always relative to the previous note, the synthesis tends to ex-
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ceed the common tessitura (range of pitches) in the corresponding style. This effect was observed also by Todd [1989]
in his experiments in music composition with Neural Networks, but it was more negative and he discarded this encoding. In ours, the improvement of the results has been better
than the occasional occurrences of this effect.
Actually, we are working with another coding scheme that
corrects this undesired effect. It is called relative to tonic encoding, and encodes the pitch as the distance to the tonic in
semitones. Like relative-absolute encoding, it achieves an abstraction from the pitch of the notes and so, from the tonality.
In addition, it corrects the excess of tessitura from this one.

4.3

Conclusions and future works

Two applications of Grammatical Inference to Music Processing have been presented. These are Automatic Composition (AC) and Musical Style Identification (MSI). Different
coding schemes for music have been proposed and compared
according to their suitability for working with Syntactic Pattern Recognition techniques and the results obtained in our
experiments. Results from our previous studies have been
improved, showing the need of proper music coding schemes.
The best results in MSI have been obtained with the N-Gram
technique, achieving a 3% classifying error. AC has not been
tried with this technique, and the best results have been obtained with the k-TSI technique. Limitations of space and
time in this paper have prevented us from discussing many
aspects in a deeper way, and future trends for this work are
presented next.
Several lines of study can be followed to attempt improving results. Obviously, experiments must be done with splitted encodings in AC, and a better protocol for the analysis
of automatic compositions is being carried on (establishing
more rules, analysis by a set of experts, etc.). Additionally,
the following lines of study are proposed. First, the amount
of data used so far is insufficient and better performance is
expected by increasing the number of training samples. Second, since training samples have different tonalities, this increases the diversity of the samples and tends to “confuse”
GI algorithms. This was called the transposition problem in
our previous work and it became quite apparent in Automatic
Composition when using absolute-absolute encoding. This
problem has been partially solved using relative-absolute encoding, but still has to be fixed. A new coding scheme, called
relative to tonal centre-absolute, is being tested, and it is
seen that corrects the tessitura problem observed in relativeabsolute encoding, keeping its properties.
From the coding schemes presented in this work there are
still 6 to be tested. Studying different encodings for rhythm,
as duration relations or rhythm contour strings (shorterlonger-equal strings) is foreseen [Cambouropoulos et al.,
2001]. Of course, other (rather different) coding schemes
must be explored, as trees or strings labelled with information
about modulations or harmony. For instance, we can take advantage of the flexibility offered by the MGGI methodology
[Vidal and Llorens, 1996] to explicitly impose tonality constraints in the learning procedure, by adequately relabeling
of symbols in the training strings. Once these problems are
solved, we could employ entire musical pieces as samples,

and not just small fragments as was done in this study.
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Abstract
Bilingual documentation has become a common
phenomenon in many official institutions and private companies. In this scenario, the categorisation of bilingual text is as a useful tool, that can
be also applied to the machine translation field.
In the present work, three grammatical inference
algorithms are used to tackle this bilingual classification task. In addition, smooth  -gram language models are introduced as an alternative naive
modelisation of bilingual information. To evaluate the performance of stochastic finite-state transducers as bilingual classifiers, several experiments
on two categorised bilingual corpora of different
complexity were undertaken. The first experiments
in a limited-domain corpus show that finite-state
transducers obtain similar results to  -gram statistical models. On the contrary, the assessment of
these inference algorithms in a real-world task reflects their fragility when dealing with insufficient
amount of data.

1 Introduction
Nowadays the proliferation of bilingual documentation is
a widely extended phenomenon in our information society.
This fact is reflected in a vast number of official institutions
(EU parliament, the Canadian Parliament, UN sessions, Catalan and Basque Parliaments in Spain, etc.) and private companies (user’s manuals, newspapers, books, etc.). In many
cases, this textual information needs to be categorised by
hand, entailing a time-consuming and arduous burden.
On the other hand, the categorisation of bilingual text can
be applied to the field of machine translation to train specific
statistical translation models for particular subdomains, automatically detected in more general bilingual corpus. This
strategy can alleviate a typical problem of statistical translation models: their limited application to constrained semantic
scopes.
In its monolingual form, text classification has demonstrated reasonably good performance using a number of
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well-known techniques such as naive Bayes [McCallum and
Nigam, 1998], Bernoulli mixtures [Juan and Vidal, 2001],
support vector machines [Joachims, 1998],  -nearest neighbours [Yang, 1999], etc. The incorporation of a second language offers an additional information source that can help
reducing classification error rates.
In the present work, a novel approach to bilingual text classification based on grammatical inference techniques will be
presented along with some preliminary experimental results
on two datasets of different complexity. The rest of the paper is organised as follows. Next section will introduce the
bilingual classification criterion and some related finite-state
transducer basic concepts. In Section 3, three inference algorithms that are refined with statistical information will be
reviewed. In Section 4, the decoding algorithm of finite-state
transducers for bilingual classification is discussed. Alternatively, a naive Bayes approach based on  -gram language
models for bilingual classification will be explained in Section 5. Finally, Section 6 will be devoted to experimental
results and Section 7 will comment some conclusions and future work.

2 Stochastic finite-state transducers for
bilingual classification
Bilingual classification can be seen from a probabilistic perspective. Given a bilingual sample    composed by a pair
of sentences (being a possible translation for  ) and a set of
classes    , the pair    will be assigned to class  
according to the maximum a posteriori probability criterion:
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argmax

 

 





(1)

This joint class-conditional probability can be modelled by
means of Stochastic Finite-State Transducers (SFSTs). SFSTs are translation models [Knight and Al-Onaizan, 1998;
Bangalore and Riccardi, 2001] that can be learned automatically from bilingual sample pairs. SFSTs are finite-state networks that accept sentences from a given input language and
produce sentences of an output language.
There exist several techniques that infer SFSTs efficiently.
SFSTs have been successfully applied into many translation
tasks [Vidal, 1997; Amengual et al., 2000].
A particular case of finite-state transducers are known
as subsequential transducers (SSTs). These are essentially
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finite-state transducers with the restriction of being deterministic. SST main advantage relies on the ”delaying” of output
symbols until enough of the input sentence has been seen to
guarantee a correct output.

3 Stochastic finite-state transducer inference
algorithms
Transducer models defined in Section 2 can be inferred by
grammatical inference algorithms that will be studied in this
section.

3.1

A subsequential transducer inference
algorithm: OSTIA

Given a set of training sentence pairs, the OSTIA efficiently
learns a SST that generalises the training set [Oncina et al.,
1993]. The algorithm builds a straightforward prefix-tree
representation of all the training pairs and moves the output
strings toward the root of this tree as much as possible, leading to an “onward” tree representation. Finally a state merging process is carried out. The algorithm guarantees identification of total subsequential functions in the limit, that is, if
the unknown target translation exhibits a subsequential structure, convergence to it is guaranteed whenever the set of training samples is representative.
Nevertheless, there are partial subsequential functions for
which OSTIA inference is troublesome. This limitation can
be solved by an extension, called OSTIA-DR (OSTIA with
Domain and Range constraints) [Oncina and Varó, 1996]
in which the learnt transducers only accept input sentences
and only produce output sentences compatible with the input/output language models.
Another possibility to overcome the partial-function limitation is to rely on statistical knowledge. Following this idea, an
extension of OSTIA-DR is proposed, referred to as OSTIAP [Cubel, 2002].
OSTIA-P infers an Onward Stochastic SST, i.e., an onward SST with probabilistic information. It is based on a
more restrictive merging criterion than that of the original
OSTIA-DR. Now, two states are considered to be equivalent
and therefore suitable to be merged, if the probabilities of
their suffixes are similar within a certain threshold . This
threshold indirectly controls the level of generalisation of the
inferred stochastic finite-state models. As a consequence,
transducers generated by OSTIA-P will tend to reduce the
generalisation of the training data.

3.2

Hybrid (statistical/finite-State) inference
algorithms

An inconvenience of finite-state transducer learning techniques like OSTIA (and all its extensions) is that they seem
to require large amounts of training data to produce adequate
results. However, some byproducts of statistical translation
models [Brown et al., 1990] can be useful to improve the
learning capabilities of finite-state models.
Following this reasoning, two hybrid transducer inference
algorithms will be introduced.
OMEGA
The OMEGA (for the Spanish OSTIA Mejorado Empleando
Garantías y Alineamientos) [Vilar, 2000] algorithm is an

extension of the OSTIA algorithm that incorporates some
additional information extracted from statistical translation
models into the learning process. Specifically, it allows the
use of statistical dictionaries and alignments estimated from
the same training pairs that will be employed by OMEGA.
These stochastic dictionaries and alignments establish inputto-output, word and word position relationships that enrich
OSTIA algorithm. In the present work, these statistical translation models were estimated using the GIZA++ toolkit [Och
and Ney, 2000], which implements IBM statistical models [Brown et al., 1990].
An stochastic extension of OMEGA, called OMEGA-P,
can be defined with the same transition and final state probability estimation strategy than OSTIA-P.
GIATI
An algorithm for learning SFSTs is the GIATI technique [Casacuberta et al., 2004]. Given a finite sample of
string pairs, it works in three steps:
1. Building training strings. Each training pair is transformed into a single string from an extended alphabet
to obtain a new sample of strings.
2. Inferring a (stochastic) regular grammar. Typically, a
smoothed  -gram language model is inferred from the
set of strings obtained in the previous step.
3. The transformation of the inferred regular grammar into
a transducer is trivial. The symbols associated to the
grammar rules are replaced by source/target symbols,
thereby converting the grammar inferred in the previous
step into a transducer.
The transformation of a parallel corpus into a single string
corpus is performed using statistical alignments. As in the
OMEGA algorithm, these statistical alignments were calculated with the GIZA++ toolkit.

4 Viterbi error-correcting decoding
The translation and bilingual classification performance
achieved by transducer models tends to be poor if input samples do not strictly comply with the syntactic and structural
restrictions imposed by the model. Both of these problems
can be approached by means of error-correcting decoding.
Under this approach, the input sentence,  , is considered to
be a corrupted version of some sentence,     , where 
is the input language associated with the SFST. On the other
hand, an error model  accounts for the transformation from
  into  . In the current work, this error model is the edit cost
model, that considers the transformation between two sentences   and  , in terms of edit word operations (insertions,
deletions and substitutions).
Formalising the framework given above, our goal is to obtain a sentence   whose a posteriori probability of being generated from  is maximum:

   argmax

       


 
     
argmax


   

(2)

The first term in Eq. 2 denotes the probability of generating
the input sentence  from     under the error model  .
The second term is the probability of   in the language 
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from which was drawn. Under the classification framework,
Eq. 2 is integrated in Eq. 1 as follows:
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(3)

Eq. 3 exposes the classification rule that will be applied to
classify an input sentence  in class  . This class  maximises

the probability of  , in terms of the relationship between

and the string   generated from the class language  under
the error model  .
A version of the Viterbi algorithm [Viterbi, 1967] that integrates the error-correcting decoding was developed for Eq. 2.

5 Naive Bayes bilingual classification
An alternative approach to the joint class-conditional probability representation consists in considering independent a
sentence and its translation. While this assumption is false in
most real-world tasks, it often performs surprisingly well in
practice. Then, Eq. 1 can be reformulated as follows:
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The conditional probability     and    can be
modelled in different manners. For instance, well-known
monolingual text classification models mentioned in Section 1 can be used. In this work,  -gram language models from the statistical language modelling area will be employed. This decision is supported by the existence of powerful smoothing techniques and its successful application in
many language modelling tasks.

5.1

Smooth  -gram language models

Statistical language modelling is focused on the modelisation
of probable sequences of linguistic units through probabilities
estimated from the frequency of fixed-length sequences. In
general, given a string         , its probability can be
expressed as:



(5)
 
 
  




Nevertheless, computational and parameter estimation
constrains only allow for short history dependencies. Therefore, given a maximum history length  , the probability of a
string  can be approximated by a  -gram language model:



 

 





 
 

   
   

(6)

     is the number of times that the substring
is observed in the training set.
The main problem that  -gram language models need
to cope with is the estimation of probability for nonobserved events (n-gram sequences) during the training process. Smoothing techniques are used to solve this issue.These
techniques basically consist in discounting mass probability
from observed events that will be shared among non-observed
events. In the present work, the SRILM toolkit [Stolcke,
2002] was employed to train  -gram language models for
each supervised class separately and for both languages independently. Then, the Bayes decision rule given by Eq. (4)
was used for classification.

where


  



Table 1: Traveller (top) and BAF (bottom) corpora statistics,
for all classes in the form ”Spanish/English” (Traveller) and
for some selected classes ”French/English” (BAF). Abbreviations used: SENTS=sentences; AVGSLEN=average sentence
length; RUN K W=running Kilo-words; VOCAB=vocabulary
size; and STONS=singletons.
Traveller dataset
CLASS
SENTS
RUN K W
VOCAB
AVGSLEN
STONS

A
F
J
P
A LL
2000
2000
2000
2000
8000
19/17
25/23
20/17
21/22
86/80
329/311 442/317 179/140 142/51 679/503
9/8
12/11
10/8
10/11
10/10
95/106
78/71
0/0
1/0
47/43

CLASS
SENTS
RUN K W
VOCAB
AVGSLEN
STONS

VERNE
TAO 3
A LL
4798
2421
154
18509
173/154
56/50
3/3
522/441
8265/6490 7131/5585 980/926 20296/15325
36/32
23/21
26/22
28/23
3163/2237 4023/2527 624/540 8084/5281

BAF dataset
ILO

6 Experimental results
The methods described above were tested on two bilingual
text classification datasets (tasks) known as the Traveller Task
and the BAF corpus.

6.1

Corpora

The first corpus employed in these experiments was developed in the EUTRANS EU project [Amengual et al., 2000].
The general domain in EUTRANS is that of a tourist visiting a foreign country. Specifically, in this work, the domain
has been restricted to human-to-human communication in the
front-desk of a hotel, which is known as the Traveller Task.
To obtain a corpus for this task, several traveller-oriented
booklets were collected and those pairs of sentences fitting
the above scenario were selected. To control task complexity, 16 subdomains were considered together with the pairs
of sentences associated to them. The final corpus was generated from the previous ”seed corpus” independently by four
persons, assigning a subset of subdomains to each one. As
a result, four classes (one per each person) of sentences were
obtained A, F, J and P, each of them with a different set of subdomain coverage. However the subdomain coverage of these
four classes do overlap and no perfect classification is possible, low error rates would indicate that the models employed
are able to deal with the underlaying class variability.
On the other hand, the BAF corpus [Simard, 1998] is
a compilation of bilingual ”institutional” French-English
sentence-aligned texts ranging from debates of the Canadian
parliament (Hansard), court transcripts and UN reports to scientific, technical and literary documents. This dataset is composed of 11 texts trying to be representative of the types of
text that are available in multilingual versions. In our case,
we decided to employ each text as an independent supervised
class. Thus, some of the classes can be found to be theme
related, but devoted to heterogeneous purposes or written by
different authors, entailing a challenging classification task.
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Table 2: Baseline table corresponds to monolingual results
using Bernoulli mixture and smooth n-gram language models (top). Bilingual classification error (in %) obtained with
OSTIA-P, OMEGA-P, GIATI and smooth  -gram language
models in the Traveller task (bottom).
Monolingual (BASELINE)
Bernoulli
Es
Es
-gram
En
Bilingual
Es-En
OSTIA-P
En-Es
Es-En
OMEGA-P
En-Es
Es-En
GIATI
En-Es
Naive Bayes ( -gram)

6.2

2-grams
1.8
1.7
2-grams
1.7
2.3
3.3
2.5
2.4
1.5
1.5

3-grams
1.5
1.5
1.4
3-grams
2.3
2.4
2.8
2.5
2.4
1.5
1.0

4-grams

Table 3: Baseline table corresponds to monolingual results
using n-gram language models (top). Bilingual classification
error (in %) obtained with OSTIA-P, OMEGA-P, GIATI and
smooth  -gram language models in the BAF dataset (bottom).
Monolingual (BASELINE)
Fr
-gram
En

2-grams
7.9
6.4

3-grams
8.1
6.4

4-grams
8.1
6.4

Fr-En
OSTIA-P
En-Fr
Fr-En
OMEGA-P
En-Fr
Fr-En
GIATI
En-Fr
Naive Bayes ( -gram)

2-grams
20.2
19.0
30.3
27.2
27.7
31.9
4.8

3-grams
37.2
35.4
41.2
39.5
28.3
32.1
4.7

4-grams
38.8
36.2
40.5
37.9
28.4
32.2
4.7

1.5
1.4
4-grams
2.5
2.5
2.7
2.5
2.3
1.5
1.0

Experimental results

To assess the performance of finite-state and smooth  -gram
classifiers described in previous sections, random trainingtest partitions in 1/2-1/2 split for the Traveller corpus and
4/5-1/5 for BAF were made.
In Table 2 are shown the results of classification error rate
as a function of the length of the underlaying  -gram language model employed for the Traveller task. The top table introduces a set of monolingual baseline experiments that
are thought to serve as a error rate reference for bilingual
experiments that appear on the bottom. On the left side of
this baseline table are reflected the two statistical models that
were taken into consideration and the language involved in
these monolingual experiments. The Bernoulli results were
extracted from [Juan and Vidal, 2001].
Bilingual experiment results in Table 2 were evaluated on
different transducer algorithms that appear on the leftmost
column together with the training language-pair direction that
was employed. As it occurs in the monolingual table, the classification error rate is shown as a function of the length of the
 -gram language model that were used during the inference
process.
When analysing the results presented in Table 2, bilingual
transducer classifiers obtain similar results to monolingual
classifier based on Bernoulli mixtures and smooth  -grams.
However, bilingual smooth  -grams models clearly outperform their monolingual counterpart and finite-state models
when the length of the  -gram goes beyond bigrams.
Regarding transducer error rates, neither the length of the
 -gram model, nor the language-pair direction seem to have a
clear influence in the classification capabilities of the models
obtained, although this is not case in a experimental setting of
OSTIA and OMEGA algorithms (Es-En language-pair direction and bigram language model). In general, GIATI demonstrates its supremacy over OSTIA and OMEGA algorithms
because of the incorporation of powerful  -gram smoothing
techniques on the input language. This smoothing feature
lacks in OSTIA and OMEGA that is overcome by applying
error-correcting techniques in the parsing procedure.

Table 3 shows the classification error rates in the BAF
dataset. As it happens in the Traveller dataset, bilingual  gram models obtain the best results in this task, improving
those error rates provided by monolingual versions of the
same technique.
However, OSTIA, OMEGA and GIATI classification rates
fall far behind from those of smooth  -gram language models. These disappointing results can be better understood in
the light of the corpus statistics in Table 1. The main characteristic that denotes the complexity of the BAF
 corpus is the
large size of the vocabulary in which about
of these words
only appear once in the whole corpus. This fact along with the
scarcity of samples in some of the classes makes the problem
of learning a transducer very difficult in this task. Among the
transducer algorithms, OSTIA achieves the best results, even
though the amount of statistical information added to the inference process is not so important as in OMEGA and GIATI
algorithms. In fact, this little dependency on statistical information is appropriated when this information is misleading, as it occurs in the BAF corpus. The complexity of the
BAF corpus causes that the alignment and dictionary probability distributions were not correctly estimated. When conveying this probabilistic knowledge into the OMEGA and GIATI inference algorithms, it provokes transducer models to be
poorly estimated, that is finally reflected in the classification
error rates.
Another possible reason to explain the behaviour of grammatical inference algorithms compared to smooth  -gram
language models, is the vast solution space in which these
algorithms needs to find the solution of the problem. This
causes that the language structure not to be correctly learnt
in data scarcity tasks. On the other hand, the space solution for smooth language models is significantly smaller, and
this leads to better estimated models even though not enough
training samples were available.

7 Conclusions and future work
This paper has been devoted to the application of stochastic
finite-state transducers to bilingual text classification. Three
inference algorithms, OSTIA-P, OMEGA-P and GIATI were
reviewed and evaluated on two datasets of distinct complexity. Smooth  -gram language models served as a error rate
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reference to assess the adequacy of transducer models in this
bilingual classification task.
The inference algorithms presented offer the possibility
of incorporating statistical knowledge in the inference process itself. This information, when correctly estimated, has
demonstrated to be crucial in the bilingual classification and
translation performance of finite-state transducers. Indeed,
the evolution of finite-state inference algorithms from OSTIA to GIATI denotes the increasing relevance that statistical
information deserves to generate more powerful finite-state
models. This statistical information is reflected in dictionaries, alignment and smooth  -gram models that have been
smoothly incorporated into finite-state models up to the point
in which the GIATI algorithm could be instantiated as a pure
statistical algorithm with finite-state structure.
The classification error rates reported in the present
work reflect the appropriateness of inference algorithms for
controlled-limited tasks as the Traveller dataset. However,
the application of these finite-state inference techniques to
more realistic problems, as the BAF dataset, show their weakness and the robustness of pure statistical models to cope with
data scarcity by applying effective smoothing strategies. On
the other hand, the usefulness of the incorporation of an additional information source through a second language in this
bilingual classification task has sufficiently proved its importance to further improve the performance of monolingual text
classifiers.
Finally, further refinements of these inference algorithms
reside on the application of statistical algorithms to infer
transducers on the basis of statistical parametric models that
could be represented as finite-state networks.
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Varó. Using domain information during the learning of a
subsequential transducer. In ICGI, pages 301–312, Berlin,
Germany, 1996.
[Oncina et al., 1993] J. Oncina, P. Garcı́a, and E. Vidal.
Learning subsequential transducers for pattern recognition
interpretation tasks. IEEE Transactions on Pattern Analysis and Machine Intelligence, 15:448–458, 1993.
[Simard, 1998] Michel Simard. The BAF: A Corpus of
English-French Bitext. In Proc. of LREC 98, Granada,
España, 1998.
[Stolcke, 2002] A. Stolcke. SRILM – an extensible language
modeling toolkit. In Proc. of the ICSLP’02, volume 2,
pages 901–904, Denver, USA, 2002.
[Vidal, 1997] Enrique Vidal. Finite-state speech-to-speech
translation. In Int. Conf. on Acoustics Speech and Signal
Processing, Vol.1, pages 111–114, Germany, 1997.
[Vilar, 2000] Juan Miguel Vilar. Improve the learning of subsequential transducers by using alignments and dictionaries. In ICGI ’00: Proceedings of the 5th International
Colloquium on Grammatical Inference, pages 298–311.
Springer-Verlag, 2000.
[Viterbi, 1967] Andrew Viterbi. Error bounds for convolutional codes and a asymtotically optimal decoding algorithm. IEEE Transactions on Information Theory, 13:260–
269, 1967.
[Yang, 1999] Yiming Yang. An evaluation of statistical approaches to text categorization. Information Retrieval,
1(1/2):69–90, 1999.

51

Motif discovery by -TSS grammatical inference


D. López  , A. Cano  , M. Vázquez de Parga  , B. Calles ,
J.M.
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Abstract
An important task in biosequences processing is to
decide the presence of subsequences with an associated function or specific feature. This task is related to the prediction of the behaviour of the whole
protein. In this work, we present a method to determine if a protein contains one of those functional
motifs (coiled coil), which is involved in protein
interaction. We use a known grammatical inference algorithm to obtain models for both classes involved in the decision task (that is, coiled-coil and
non-coiled proteins). The experiments carried out
prove the good performance of the approach as it
obtains better results than previous approaches.

are coils [Lupas et al., 1991] (probably the most widely used),
paircoil [Berger et al., 1995] and multicoil [Wolf et al., 1997].
All these programs are based on the probability of appearance
of every amino acid in each position of the characteristic heptad, extracted from known coiled coil motifs. Multicoil is
the most specialized one, and aims to detect double or triple
coiled coil domains.
g
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1 Introduction
The selection of proteins with certain characteristics from genomic sequences is a central goal of computational biology.
One aspect of this problem is to detect certain subsequences
(known as domains or motifs) with some funtional features.
Proteins with coiled coil domains are of interest for molecular biologists studying a variety of processes such as protein transport and membrane fusions and the infection of cells
by parasites [Skehel and Wiley, 1998][Chan and Kim, 1998].
Predictions based on analysis of primary sequences suggest
that approximately 2-3% of all protein residues form coiled
coils [Wolf et al., 1997].
The coiled coil is an ubiquitous protein folding and assembly motif made of -helices wrapping around each other
forming a supercoil. The sequences of coiled coils are
made of seven-residue repeats       , called heptads,
in which hydrophobic core occurs mostly at positions  and
 . The interaction between two -helices in a coiled coil involves these hydrophobic residues. The result is a highly versatile protein interaction mechanism (see Figure 1). Due to
its simplicity and regularity, the coiled coil is the most extensively studied protein motif.
Several programs for predicting coiled coil domains have
been described. The most relevant to large-scale annotations


This work is partially supported by Spanish CICYT under contract TIC2003-09319-C03-02.The support of IJCAI, Inc. is also acknowledged.

Figure 1: On the left, we show a schematic representation of
the relative position of amino acids in a characteristic coiled
coil heptad repeat. Residues at the  and  positions are predominantly hydrophobic, whereas those at the  and  positions are frequently charged or polar. Due to the -helical
structure, residues at the  and  position are spatially close
one each other. Note that the dashed connection links the  site of one heptad with the  -site of the following one. On the
right, we schematically show how the hydrophobic channels
of two coiled coil motifs (1 and 2) can interact (3). Notice
that the bullets represent those amino acids in sites  and  .
Lupas et al. [Lupas et al., 1991] take into account that
even very short proteins have stable coiled coils containing
four or five heptads. A protein sequence is analized using a
sliding window of 28 amino acids. A score for each amino
acid in the sequence of the protein is obtained using the probabilities of appearance for each amino acid in protein sequences. The score distributions for general globular proteins
and coiled coil sequences are approximated with Gaussian
curves (namely  for coiled proteins and   for general
globular ones). The processing of an unknown protein starts
by obtaining the scores for each amino acid of its sequence.
For any given score ! , the probability that such score belongs
to a coiled coil motif is obtained according to the following
function:
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Thus, for each amino acid of the protein, a probability of
belonging to a coiled coil motif is obtained. The authors approximate the values of and  , setting them to 1 and 30
respectively.
Although this approach is widely known by the biological
community, it is known that the method leads to a significant
number of false positives, some of them due to the continuous appearance of some frequent amino acids in coiled coil
        scores highly though it
regions (i.e.   
is not a coiled coil). To solve this problem, Berger et al.
[Berger et al., 1995] propose a method that takes into account the pairwise amino acid correlations in known coiled
coils. The authors obtain a score for each amino acid following the general scheme from [Lupas et al., 1991], but they
consider correlations between amino acids where Lupas considers probabilities of appearance. The correlations and the
size of the window used were empirically selected, thus,
the correlations between the pairs of amino acids placed
in positions ( ,  ) and ( , ) were considered.
the size of the sliding window was set to 30.
The authors claim that the approach is useful to discard
false positives detected by the Lupas’ approach. They carry
out a wide experimentation to show the behaviour and present
several examples of false positives detected. This approach is
also widely known and used by the scientific community.
Nevertheless, the problem of locating general coiled coil
motifs is far of being solved. Several authors have noted
several important coiled-proteins that are not detected when
the previous approaches are used (among others, fusionmembrane proteins of the human and simian inmunodeficiency virus or Ebola virus [Singh et al., 1999]). Thus, several other works propose solutions for more specific instances
of the problem [Singh et al., 1998][Singh et al., 1999].
In our work, we use a grammatical approach to decide
whether a protein contains or not a coiled coil motif. This
approach to the processing of biosequences has been used
previously by Yokomori et al. [Yokomori et al., 1994]. In his
work Yokomori uses inference of  -TSS languages in a protein -chains identification task. The experimentation carried
out by Yokomori uses a low number of samples for training
the models (20 samples out of the 123 positive and 2567 negative samples available), with no error correcting analysis to
analyze the test set. Nevertheless, the results show good performance of the method. López et al. in the detection of
coiled coil domains. They are limited due to the lack of a
parser able to deal with large automata and sequences [Lopez
et al., 2004], nevertheless their results are encouraging.
We tackle the problem of determining if a given protein
contains at least a coiled coil motif. We will also use grammatical inference algorithms in order to obtain models for
the classes involved in the problem, but we use the whole
sequence of the protein instead using the subsequences that
contain such motifs (such approach was used by Yokomori in
his work). The experimental results obtained show that the
performance of our method is comparable to those described



 








 

 








 



Figure 2: Automaton obtained for the training sample by the
 -TSS inference algorithm with  
above. This work is structured as follows: in section 2 we
introduce the notation and the inference algorithms that will
be used. In section 3 the experimental results are exposed
and discussed. The conclusions of the work and some lines
of future work end this paper.

2 Detection of functional motifs in
biosequences by grammatical inference
We will next describe some theoretical aspects that will be
used throught the paper.
Let   be two sets of strings of length less than or equal
to   , and !  a set of strings of length  . A given language
 is said to be  -testable in the strict sense (  -TSS ) if the
words in  start by a prefix of   , end by a suffix of  and
do not contain any segment of ! .
The family of  -TSS has been deeply studied and several inference algorithms have been proposed [Garcı́a et al.,
1990][Garcı́a and Vidal, 1990]. In these works, the authors
prove that the proposed inference algorithm obtains the minimal automaton which accepts the smallest  -TSS language
that contains the training set. The inference algorithm for
 -TSS languages has been successfully used in several pattern recognition tasks [Bordel et al., 1994][Cruz and Vidal,
1998][Torres and Varona, 2001].
In order to show the behaviour of the algorithms,

let
! us consider the following training set:
   "    "    "  $# , in Figure 2 we show the automaton
obtained by the  -TSS inference algorithm for   % .
In this work, we used the KTSS algorithm to infer both the
class of proteins that contains a coiled coil motif and the class
of proteins that does not contain such motifs. Once the classes
were obtained, we used the Viterbi algorithm (i.e. [Amengual
et al., 2001]) to obtain the probability that a protein sequence
belongs to every model. The nature of the problem leads us
to deal with large automata and very long sequences (greater
than 3000 symbols in some cases). Our implementation of
Viterbi’s algorithm does not consider insertion/deletion operations (those operations has been considered, but do not offer
better results), and allows us to carry out the analysis of the
sequences in a standard personal computer without extra requirements.
All the protein sequences were extracted from SwissProt
(release 40, April 2003). All the entries in the database are
annotated with the known domains (motifs). Furthermore,
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Figure 3: Fragment of a example protein from the database.
Note that the protein contains three subsequences corresponding to coiled coil motifs.
some potential domains (those whose function has not been
yet assured) are also annotated. Figure 3 is one example entry
of the database.
We extracted from the database the sequences of those proteins with non-potential annotated coiled coil domains. The
resulting set of 350 sequences will be referred to from now
on as  in the sequel. We also randomly extracted a bigger
set of 3500 sequences from de database. All the sequences
in this set correspond to proteins without references to coiled
coil domains. We will refer to this set as   . Note that the
absence of annotations for a domain does not mean that the
protein does not contain it, given that it is possible that the
protein has not been studied in that way.
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Figure 4: Amino acid codifications.
To obtain an error model, that is, the probability to edit
each symbol in an error-correcting analysisof
 the test
 seand
quences,two
disjoint
sets
of
samples
respect

  ,


namely
 and
  , were extracted from the datasets.
This table was constructed
using
Viterbi’s algorithm.


Finally, test sets ( !  and !   ) were extracted from the
database, and membership probabilities were obtained by using Viterbi’s algorithm. The proteins were classified using a
maximum probability criterion.
Each experiment involved the set  and one subset of
  of 350 samples. In order to obtain as much statistical
relevance of the results as possible, seven different balanced
partitions of the data were considered. The influence of the
codification and the parameter  were also studied.
50
Coil ktss/pnp
Coil ktss/dayhoff
COILS coil
PAIRCOIL coil

3 Experimentation and results

1

It is possible to find sequences that contains the symbol  . This
symbol appears when it is not clear which amino acids occupy a
certain position. In this work, we do not consider such sequences.

rate
rate
rate
rate

40

30

error rate

The resulting sequences could be seen as strings in an alphabet over 22 symbols (20 amino acids plus the glutamic
and aspartic acids1 ). To reduce the size of the alphabet as
much as possible without loss of information, two different
codifications were considered. The first one considered the
hidrophylic properties of the amino acids, classifying them
in two classes: hidrophobic and polar [Clote and Backofen,
2000]. The second one is due to Dayhoff and has been
used previously in a related work (identification of protein chains [Yokomori et al., 1994]). This codification is based on
some physical-chemical properties of the aminoacids (acidity, aromaticity, hidrophobicity, among others). Although the
original code considers six classes (from  to  ) we have extended it to consider the glutamic and aspartic acids as a new
class. Figure 4 shows the correspondence of each amino acid
for both codifications.
The same process is applied to each codification of the
database. We extracted a training set from  and
 

and
inferred
an
automata
using
those
sets
(namely
and


  ) and both algorithms exposed above. Using the same
set of samples, probabilities were assigned to the transitions
of the automata.
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Figure 5: Error rate obtained when only coiled-coil sequences
were considered.
Figures 5,6 and 7 show the results obtained. Note that the
richer the codification used the lower the value of the parameter needed to obtain good results. It has to be noted that Dayhoff’s codification leads to improve the false positive error
rate obtained by PAIRCOIL while it maintains high detection
rate. As mentioned before, this method is characterized by
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NoCoil ktss/pnp
NoCoil ktss/dayhoff
COILS NoCoil
PAIRCOIL NoCoil
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Coils
Paircoil
ECGI
PNP
-TSS
Dayhoff

0.180
0.231
0.155
0.071
0.100

 

0.120
0.040
0.378
0.074
0.037

Global
0.150
0.136
0.267
0.073
0.068

30

error rate

Table 1: Comparison between algorithms. The  -TSS automata were inferred considering the binary and Dayhoff’s
codification. 200 samples were used for training and 100
samples for obtaining the error table. The table shows the
results for    and binary codification and   and
Dayhoff’s codification.
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Figure 6: Error rate obtained when non-coiled sequences
were tested.
the low number of false positives that provides, obtaining this
feature by reducing the detection rate. The binary codification needs higher values of the parameter, leading to similar
error rate when coiled and non-coiled sequences are considered independently.
50
Global ktss/pnp error rate
Global ktss/dayhoff error rate
COILS global error rate
PAIRCOILS global error rate
45

40

35

error rate

30

25

20

15

10

5
4

6

8

10

12
14
k parameter

16

18

20

22

Figure 7: Global error rate obtained by the different
aproaches.
We compared our results with the most known prediction algorithms [Lupas et al., 1991][Berger et al., 1995] using them somewhat in detection mode, that is, we run available versions of the algorithms ([NCOILS][PAIRCOIL] respectively). As stated before, these algorithms give for each
amino acid a probability to belong to a coiled coil domain.
To compare those methods with ours, we set the threshold to
the default value (0.5) and considered as a coiled-coil protein
those sequences containing at least one symbol that reaches
such threshold.

Table 1 show the global behaviour of every method tested
when applied to the sets  and   . Notice that the learning of  -TSS languages lead to best classification of the sets
independently of the codification. Binary codification lead
to balanced error rates, while Dayhoff’s codification allow to
obtain similar results with lower number of false positives.
ECGI results were extracted from [Lopez et al., 2004] and
show worse behaviour.

4 Conclusions
This work proposes a new method to detect the presence of a
coiled coil motif within a protein. Coiled coil motifs are frequently involved in protein-to-protein interactions, and play
central roles in diverse processes such as cell-invasion (i.e.
HIV, SIV [Marti et al., 2004] and Ebola virus [Watanabe et
al., 2000]), protein trafficking, signalling and transcription. It
is also one of the principal subunit oligomerization motif in
proteins.
A grammatical inference approach was used to detect such
motifs in the protein sequences. Thus, we considered the inference of  -TSS languages and compared the results with
previous work. First of all, we inferred automata for both
classes of coiled and non-coiled proteins. The test set was analyzed using the Viterbi algorithm and classified with a maximum probability criterion. The experimental results show
that the approach obtains better global results, no matter
which codification was used. Taking into account the differences on the behaviour of previous methods, Lupas’ method
(coils) has higher detection rate than Berger’s method (paircoil). This is the main reason that makes coils to have higher
false positive rate than paircoil. Considering the results of our
method using the binary codification, the shape of the results
are similar to those obtained by coils. When Dayhoff’s codification is used, the behaviour changes and the approach lead
to lower false positive rates.
During the experimentation we notice abnormal error models for high values of the parameter. Normal error models
give more probability to non edit operations, but the error
models obtained did not follow this behaviour for some symbols. The nature of the task lead to deal with large automata
and long sequences. This fact and the lack of a bigger dataset
could be the main reasons for this behaviour. It remains to
consider standard error models built by hand, which should
be done in future work.
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It is very important to note that the database contains annotations only for those proteins that contain a coiled coil region. Several entries in the database contain subsequences annoted as potential coiled coil, but those annotations are only
based on sequence homology (alignment) with other coiled
coil regions. Therefore, it is not possible to assure that those
subsequences correspond to truly coiled coil regions. Besides, the database does not contain any annotation to assure
that a protein does not contain a coiled coil region. Furthermore, as discussed above, there exist several algorithms devoted to detect coiled coil domains in specific families of proteins [Singh et al., 1999][Singh et al., 1998]. This leads us
to think that some other protein families contain coiled sequences undetected by traditional approaches.
This fact lead us to think that the results should be easily
improved by considering a wholly annotated database. This
could be done by considering a structural database, where
tridimensional information of the proteins is stored. This information should be used to filter those potential sequences.
This way a more confident database could be obtained.
The method proposed by Berger et al. [Berger et al., 1995]
is useful to discard false positive coiled coils proteins, and it
is usually a second step after applying the method by Lupas et
al. It should be studied if a similar two-step approach, using
our method, would obtain better results.
Coiled coil are well characterized motifs and its structure is
the key stone of the most used prediction algorithms [Lupas
et al., 1991][Berger et al., 1995]. Due to its regularity, the
coiled coil motif has been extensively studied. The present
study permits us to conjeture that some other important motifs, whose structure is poorly known, could be detected by
using grammatical inference techniques.
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Politècnica de Catalunya. ISBN: 84-7653-863-4, 2004.
[Lupas et al., 1991] A. Lupas, M. Van Dyke, and J. Stock.
Predicting coiled coild from protein sequences. Science,
252:1162–1164, 1991.
[Marti et al., 2004] D.N. Marti, S. Bjelić, M. Lu, H.R.
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Abstract
This paper describes novel methods for incremental learning of context free grammars from sample
strings, and explores their applications to learning
of extended grammars including DCG and hypergraph grammars. The methods are implemented in
Synapse system, which uses incremental learning,
rule generation based on bottom-up parsing, and
the search for the rule sets. The parsing process,
called “inverse derivation,” generates a set of terms
of the form
, which represents that the
substring
of the input string is derived
from nonterminal symbol . By this method, the
grammars can be extended to the DCGs and hypergraph grammars. From the result of the parsing,
a process, called “bridging,” generates production
rules that bridge the lacked part of the derivation
tree for the positive sample. Synapse has a novel
search strategy called “serial search” in addition to
minimum set search used in the previous version of
Synapse.

   
 

1 Introduction
In this paper, we discuss novel methods of incremental learning of context free grammars (CFGs), and explore their applications to learning of extended grammars including definite
clause grammars (DCGs) and context free hypergraph grammars(CFHGs). The methods are implemented in Synapse
system.
The rule generation in Synapse is based on bottom-up parsing for each positive sample string. The process of goal generation succeeds, if a positive sample is derived from the set
of rules. If the system fails to parse the string, it generates the
minimum production rules and adds them to the set of rules.
The goal generation in the previous version of Synapse was
called inductive CYK algorithm [Nakamura and Matsumoto,
2005], since the rule generation is based on the result of the
parsing by CYK algorithm.
In the new version of Synapse, we employ a novel bottomup parsing method called inverse derivation. The parsing process outputs a set of terms of the form
, which
represents that the substring
of the input string
is derived from nonterminal symbol . From

     

 

  

the result of the parsing a process, called bridging, generates
production rules that bridges the lacked part of the derivation
tree for the positive sample. This method enables Synapse to
extend the form of grammars to the definite clause grammars
(DCGs) [Pereira and Warren, 1980] and a broader class of
grammars for representing structural patterns.
The system inputs a set of sample strings and an initial
set of rules and searches for the set of rules that satisfies the
samples. In the new version of Synapse, we employ a novel
search strategy called serial search in addition to minimum
set search used in the previous system. In the minimum set
search, the system looks for the minimum set of rules satisfying the samples by using iterative deepening, whereas by the
serial search the system finds the minimum additional rule set
for each positive sample.
The most important problem in machine learning of CFG
is the degree of computational complexity. Among previous
theoretical works on grammatical inference, several papers
implicitly show that CFGs, and more restricted grammars, are
not learnable in polynomial time [Angluin and Kharitonov,
1995; Pitt and Warmuth, 1992]. We employ serial search for
finding rule sets and incremental learning based on related
grammars for solving this fundamental problem.
Several extended grammars have been proposed for syntactic pattern recognition. These include graph grammars,
context free hypergraph grammars [Nakamura and Shioya,
1992], and definite clause set grammars [Tanaka, 1991]. Production rules in these extended grammars specify the rewriting, or replacement, of edges or hyperedges. Although most
of these works discuss the mathematical properties and the
parsing, as far as the author knows, there have been no works
concerned with inductive inference of these extended grammars for learning structural patterns.

2 Rule Generation





The rule generation process receives a string and the set
of rules from the top-level process, and returns the set of
rules that derives . The process first parses the input string
using the rule set , and if the parsing does not succeeds,
it generates additional rules by bridging so that the set of
rules derive from the starting symbol .
The procedures in this section are nondeterministic in the
sense that the procedures contain nondeterministic branches,
or choice points, and that end terminals are labelled either
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“Success” or “Failure.” In practical computation, whenever
a process terminates at “Failure” terminal, the control backtracks to the previous choice points.
Normal Forms of CFG It is known that rules of CFGs can
be restricted to Chomsky normal form (CNF) of the form either  or 
. The improved version of Synapse
uses the grammars
in extended CNF

 of the form, 
and 
, where each of and is an either terminal or
nonterminal symbol. A feature of extended CNF is that the
grammars can be simpler than that of CNF.
The previous version of Synapse [Nakamura and Mat
sumoto, 2005] synthesizes revised CNF of the form 
.
By using this form, we can generally simplify grammatical
inference by omitting the rules of the form 
, when the
number of terminal symbols is not large.
Bottom-up Parsing by Inverse Derivation Fig. 1 shows
the function, which parses an input string using a rule
set
by “inverse derivation.” In the algorithm, an
 input string
is
represented
by
a
set

"!
of terms, and the result by a set
of terms of the form
, which representsthat
the set

%
of rules derives $#
from . Hence, if
,
the rule set derives the input string from the starting symbol
. Note that this representation of strings and rules is of the
logic grammars in Section 5. For the ambiguity check, every
time new term
is generated, this term is tested whether
it has not been generated before.
Rule Generation Fig. 2 shows the rule  generation procedure. If the parsing of the string by &  
does not
does
not
contain
,
then
the
subprosucceed, i.e.
set
('*)
cedure  
generates additional rules of the form


and +, that bridges lacked part in the derivation
tree represented by the set of terms in . This subprocedure
contains nondeterministically chosen seven operators. In operations 5 and 6, the free nonterminal symbols - and are
also nondeterministically chosen from either previously used
symbols or new symbols.



       

Procedure  

If < < B 7 and < < 7 9 B -;CEDGF then terminate (Failure). ( -;CEDGF is a constant limit for the number of rules
generated for one sample.)
Otherwise, nondeterministically chose one of the following operations.

Figure 1: Inverse Derivation Algorithm
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Procedure - 1 2  3   4
 string, 7
( 7 is a limit of the number of rules. Global variable
defined in the top-lvel process holds a set of rules.)



    
 


 




 

 
 
  

  
   



Figure 2: Rule generation algorithm









9 of rules for incremental learning of the grammars. The
system searches for the set
of rules with 9 T
such
that all the strings in . are derived from but no string in
0/ is derived from . We use the following two methods of
searching for rule sets.







Minimum set search Fig. 3 shows the top-level procedure
for minimum set serach. The system controls the search by
iterative deepening on the number of rules to be generated.
First, the number of the initial rules is assigned to the limit
7 . When the system fails to generate enough rules to parse
the samples within this limit, it increases the limit by one and
iterates the search. By this control, it is assured that the procedure finds a grammar with the minimum number of rules at
the expense that the system repeats the same search each time
the limit is increased.
Serial search This method is used to search for the minimum additional rules for each positive sample by iterative
deepening. After the system finds a rule set that derives a
positive sample and no negative samples, the process back-
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Procedure
1
 4   
. 0/
( . and / are sets of positive and negative sample
strings, respectively, and 9 is a set of initial rules.)









 



Step 1 Initialize variables
9 (a global variable holding the set of rules).
8
7 8=< 9 < (the limit of < -:< for iterative deepening).



Step 2: For each
tions 1 and 2.







. , iterate the following opera-
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7
1. Call - 1 2  3   4
 

2. For each
0/ , test whether derives from
by the parsing algorithm.

If there is a string derived from , then terminate (Failure).
If no set of rules is obtained, then add to 7 and iterate this step.











Step 3: Output the result



, and terminate (Success).
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Procedure  2   
.
/
( . and / are sets of positive and negative sample
strings, respectively, and 9 is a set of initial rules.)







Step 1: (Initialize variables)
9 (a global variable holding the set of rules). @
8



Step 2: iSearch for a  rule setj
For each string
. , assign 7 8
< < and iterate
the following operations. (7 is the limit of the number
of rules for iterative deepening.)
56
7 .
1. Call - 1 2  3   4
If no set of rules is obtained, then add to 7 and
iterate this operation.
 

2. For each
by
/ , test whether is derived

by parsing algorithm. If there is a string derived
from , then terminate (Failure).





  









Step 3: Output the result



, and terminate (Success).

Figure 4: Top-level algorithm for serial search

Figure 3: Top-level algorithm for minimum set search

,  , since the extended CNF grammars have fewer
generated rules.

tracks to the previous choice point and redoes the search of
this sample only when enough rules can not be generated for
the next positive sample within the given constant limit -LCEDGF .
The computation time of the serial search is the sum of
time for the partial searches for finding the minimum set for
each positive sample, which is much shorter than that of the
minimum set search. On the other hand, the size of the result
rule set is not necessary the minimum, and generally larger
than that obtained by the minimum set search.

In this section, we discuss the extensions of our inference
methods to learning a broader class of grammars, which include definite clause grammars (DCGs) and context free hypergraph grammars (CFHGs).

4 Performance Results of Synapse

5.1

We used exercise problems in the textbook by [Hopcroft and
Ullman, 1979] for experiments of Synapse. Table 1 shows the
ambiguous and unambiguous grammars for the set of strings
containing twice as many  ’s as ’s synthesized by Synapse,
the number < -:< of generated rules in the grammar, computation time, and the number GR of generated rules for the
synthesis. The experimental data are of the new version of
Synapse written in Prolog running on Xeon processor with
3.6 GHz clock. The experimental results can be summarized
as follows.

A logic grammar is an extension of CFG so that each symbol
in CFG is replaced by a term of the form
, also
, where is either a constant
or
a
variable.
A
written
 

logic grammar is a system 3
, where:
 
1.
and  are finite sets of nonterminal labels,
terminal labels, variables, and constants, respectively.
We denote the variables and constants by uppercase and
lowercase characters, respectively.

1. In general, the number GR, as well as the computation
time by minimum set search, grows exponentially with
the size of the synthesized rule set. The order of the
numbers GR for serial search is lower than that for minimum set search.
2. For simple grammars with five or less generated rules,
serial search produces the same grammars as minimum
set search in shorter time. For more complex languages,
the sizes of grammars synthesized by serial search are
larger than those by minimum set search, and the grammars depend on the sample set.
3. The computation time and the number GR for synthesizing extended CNF grammars are shorter than those
for revised CNF grammars with initial rules 
and

5 Extensions to DCGs and Hypergraph
Grammars

Logic Grammars
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is a set of production rules (or simply rules) of the
form,
such that (1) each
variable in
also appears in the arguments in the
right hand side of the rule, and
(2) is a nonterminal

label, and each of
is either a terminal or a
nonterminal label.

3.
is a label called the starting label.


A substitution  is an injection
 
 . For any


substitution  , the instance

of
a
term
is
the
term such

that every variable in is replaced by 
. A substitution

 is a unifier for any two terms and , if 
 . The
substitution  is most
 general unifier (m.g.u.), if for any other
unifier
 for and , there is a substitution  such that 
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For any multisets !
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, if
and only if there is a rule
such
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Table 1: CFGs for Language 
Ambiguity
(Form of CFG)
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and an m.g.u.  such that

6

a terminal label.

Definite clause grammars (DCGs) [Pereira and Warren, 1980]
are logic programs for string languages. In DCG, the arguments of the terms are extended from two positional indices
to include symbols with parameters of constants or variables.
The following example is a part of a DCG for simple English
quoted from [Bratko, 2000] with some modification.
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Usually, the first two arguments of positional indices in the
terms are omitted, since these are the same in all terms.
It is well known how to convert a DCG to a logic program
for top-down parsing. The program by [Kowalski, 1983] consists of Horn clause
& rules directly representing DCG
"! rules and
unit clauses 
representing the input string. We can apply the bottom-up parsing by
inverse derivation in Fig. 1 to DCGs in CNF.
Rule Generation of DCG Rules The rule generation algorithm in Fig. 2 can be extended to parsing strings in DCGs
by adding the parameters to the terms
. We extend the
main operation
2 in Fig. 2 for generating rules of the form


from the result set to the following operations for
generating DCG rules.
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eration in the operations below).
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 and
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The rule generation ' for the case where
contains both
 and
can be defined analogously. We can
similarly extend operation 1 in Fig. 2 generating rules of the
form I= to those for generating DCG rules of the form
.



Definite Clause Grammars

!
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  86 !       7     7 "!  
 7
where
   7    87 is a copy of the rule
such that every variable in the rule is replaced by a new variable. Let ":$9 denote reflective
transitive closure of relation
 of a logic
" $ . The language ; 3
grammar 3 is a set of
 ":$9 < and
multisets < such that 
every term in = has
5.2

  

Grammars synthesized by minimum
set search

Ambiguous
(CNF)
Ambiguous
(Revised CNF)
Unmbiguous
(Revised CNF)

that there is a term
 and

!




5.3

 ?

Hypergraphs and Hypergraph Grammars

C       
C



A labelled directed hypergraph (or simply hypergraph) is a
multiset of the terms of the form 1 1
,
1
B
called (directed) hyperedges, where is a label. The argu1 are vertices. The order of a hypergraph
ments 1 1
is the maximum arity of the hyperedges in the hypergraph.
An edge, or a (labeled) graph, is a hyperedge or a hypergraph,
respectively, of order 2.
Any hypergraph
is connected, iff there is no partition

 such that
and
have no
common vertex. A vertex in a hypergraph is singular, if
and only if it appers in only one edge. A context free (hyper)graph grammar (CFHG) is a logic grammar such that every rule has no constants, and the rule represents replacement
of (hyper)edges.
Example: CFHG for Flow Charts The following program, quoted from [Nakamura and Shioya, 1992], defines the
set of flowcharts for structured programs. Fig. 5 shows basic
control structures in the flow charts.
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(if-then-else)
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@

?

 
!
4
(while-do)

Other examples of the extended grammars, including those
for electric and electronic circuits, are shown in [Nakamura
and Shioya, 1992] and [Tanaka, 1991].
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while-do

Figure 5: Control structures in flowcharts.
Inference of CFHG Rules The rule generation procedure
shown in Fig. 2 can be essentially extended to that for CFHG
rules, although this extension needs much complexity of the
process. Some aspects on this extension are as follows.

1. In generating a rule of the form 
corresponding
to operation 2 in Fig. 2, there are many possible correspondences of vertices between the left hand side hyperedge and those of right hand side. Some constraints of
the rule effective for reducing the complexity include:
the left term contains every singular vertex in the
sub-hypergraph represented by the right hand side
of the rule; and
The sub-hypergraph represented by the right hand
side needs to be connected.
2. Operation 7 in Fig. 2 is related to the partition of the
hypergraphs. We need some heuristics for deciding an
optimum partition to generate efficient rules.
3. To simplify the process and to reduce the complexity, it
is desirable to restrict the form of the rule to Chomsky
normal form of CFHG.




6 Concluding Remarks
In this paper, we describe some novel methods of inferring CFG, which are implemented in Synapse system, and
outline their extensions and applications to definite clause
grammars (DCGs) and context free hypergraph grammars
(CFHGs). We showed that a novel parsing method, inverse
derivation, enables Synapse to extend the form of grammars
to DCGs, which are especially suitable for natural languages,
and CFHGs for structural pattern learning. The inductive inference of the logic grammar rules is closely related to inductive logic programming, especially refinement operators for
Horn clauses [Bratko, 2000].
There are two other possible applications of our incremental learning of CFGs and Synapse. First, Synapse can be applied to experimental investigation in formal language theory. The subjects include: comparing the sizes of ambiguous
grammars and those of equivalent unambiguous grammars;
and the search for, or the verification of, CFGs with certain
characteristics, for example inherently ambiguous grammars.
Another application is concerned with the model of language acquisition of infants called the triggering learning algorithm [Gibson and Wexler, 1994]. The algorithm is described in [Gibson and Wexler, 1994] as “If the learner can
successfully analyze a given sentence, the learner’s hypothesis on the target grammar is left unchanged. Otherwise, the

learner uniformly selects a parameter and changes its value
and tries to reprocess the sentence.” This implies that the
model of learning is closely related to our rule generation
method. Further investigation of this relationship is a future
problem.
Since current Synapse has no means of generating the rules
of the form
, and 
in DCG, it is important
to add some mechanism to synthesize the rules of this form.
Other future problems include applying our approaches to inductive logic programming and syntactic pattern recognition.
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Abstract
Natural languages are largely context-sensitive, yet
context-sensitive grammars cannot be identified in
the limit from positive examples [Gold, 1967].
Mildly context-sensitive languages are able to express the most common context-sensitive structures
found in natural language. We restrict our view
to a class of mildly context-sensitive languages
which can be described by simple external contextual grammars. We present the first polynomialtime algorithm for inferring these grammars from
positive data.

1

Introduction

Despite the fact that every normal child masters his native language, the learning mechanisms that underly this distinctly
human feat are poorly understood. The ease with which children learn language belies the underlying complexity of the
task. They face a number of theoretical challenges, including apparently insufficient data from which to learn lexical
semantics (Quine’s “gavagai” problem [Quine, 1960]) or syntax (Chomsky’s “argument from the poverty of the stimulus”
[Chomsky, 1975]). For example, it is known many classes
or formal languages, such as regular and context-free, cannot
be learned solely from positive examples, i.e. strings that are
in the (regular or context-free) language to be learned [Gold,
1967]. This is problematic because children either do not receive negative examples (i.e., strings that are not in the language to be learned) or pay little attention when such examples are presented [Marcus, 1993].
There are a few standard ways of avoiding these theoretical
obstacles to learning syntax from positive examples. One is
to assume the existence of information in addition to positive
examples that comprise the training data. For example, most
algorithms for learning context-free grammars from positive
examples assume that each example is paired with its unlabeled derivation tree, which is the parse tree for the string
from which the non-terminal labels on the interior nodes have
been removed [Makinen, 1992; Oates et al., 2002]. An alternative is to restrict the class of languages from which the language to be learned can be drawn. A variety of subsets of the
set of all regular languages are known to be learnable from
positive examples [Makinen, 1997].

Leonor Becerra-Bonache
Rovira i Virgili University
Pl. Imperial Tarraco 1, 43005
Tarragona, Spain
leonor.becerra@estudiants.urv.es
These approaches to learning the syntax of formal languages are problematic when applying the resulting algorithms to learning the syntax of natural languages. For example, the additional information assumed to exist may in fact
not be available to children. For example, children clearly
do not receive utterances paired with unlabeled derivation
trees (though see [Oates et al., 2004] for a method for inferring these trees from the sensory context). Also, natural
languages exhibit some syntactic constructions that are regular, some that are context-free, and some that are contextsensitive. Therefore, restricted classes of regular or contextfree languages have insufficient expressiveness.
In this paper, we present a polynomial-time algorithm for
learning Simple External Contextual (SEC) languages from
positive data. SEC languages are mildly context sensitive.
That is, they can express the context-sensitive syntactic constructions that are most prevalent in natural languages, such
as multiple agreement, crossed agreement and duplication
[Kudlek et al., 2002]. In addition, neither the regular languages nor the context-free languages are a proper subset of
the SEC languages. That is, there exist regular and contextfree languages for which no corresponding SEC language exists.
Because expressiveness and computational tractability are
typically inversely related, the goal of most mildly contextsensitive languages is to provide sufficient context sensitivity
for natural language applications while keeping open the possibility of polynomial time algorithms for standard tasks such
as parsing and grammar induction. Currently, the most efficient algorithm known for learning SEC languages from positive examples is exponential [Becerra-Bonache and Yokomori, 2004]. This paper presents the first polynomial time
algorithm for learning SEC languages from positive data, and
proves its correctness, thereby realizing the computational advantages of the restricted expressiveness of SEC languages.
The remainder of this paper is organized as follows. Section 2 describes External Contextual grammars and Simple
External Contextual grammars in more detail. Section 3 describes our algorithm for learning SEC grammars from positive data. Section 4 establishes various theorems about the
correctness of the algorithm. Finally, Section 5 concludes
and points to future work.

62

2

External Contextual Grammars

This section reviews Mildly Context-Sensitive grammars. We
study External Contextual (EC) grammars and a subset of
them called Simple External Contextual (SEC) grammars.
An EC grammar is a three tuple G = (Σ, B, C), where Σ
is the alphabet of G, B is a finite set of p-words over Σ called
the base of G, and C is a finite set of p-contexts over Σ. C is
called the set of contexts of G.
A p-word x over Σ is a p-dimensional vector whose components are words over Σ, i.e., x = (x1 , x2 , ..., xp ), where
xi ∈ Σ∗ , 1 ≤ i ≤ p. A p-context c over Σ is a pdimensional vector whose components are contexts over Σ,
i.e., c = [c1 , c2 , ..., cp ] where ci = (ui , vi ), ui , vi ∈ Σ∗ ,
1 ≤ i ≤ p. We denote vectors of words with parentheses, and
vectors of contexts with square brackets. Strings are derived
by applying contexts to the base of the grammar (wrapping
elements of p-contexts around corresponding elements of pwords). The number of contexts applied in a derivation of a
string is called the depth of the string.
Let x = (x1 , x2 , ..., xp ) and y = (y1 , y2 , ..., yp )
be two p-words over Σ. By definition, x ⇒G y iff
y = (u1 x1 v1 , u2 x2 v2 , ..., up xp vp ) for some p-context c =
[(u1 , v1 ), (u2 , v2 ), ..., (up , vp )] ∈ C.
The language generated by G, denoted L(G), is defined as:
L(G) = {y ∈ Σ∗ | there exists (x1 , x2 , ..., xp ) ∈ B such
that (x1 , x2 , ..., xp ) ⇒∗G (y1 , y2 , ..., yp ) and y = y1 y2 ...yp }.
The EC language family is superfinite (the base of G can
be any finite set of p-words) and therefore not learnable in the
limit from positive data [Gold, 1967]. We restrict the class
of languages to Simple External Contextual (SEC) grammars
where the base, B, is a singleton of p-words over Σ.
SEC grammars can further be specified by two parameters,
p and q, and can be written as SEC pq .
p (dimension) - the number of elements in the base, separated by commas)
q (degree) - the number of contexts.
The EC and SEC families occupy eccentric positions in the
Chomsky hierarchy (see figure 1). Both are strictly contained
in the class of context-sensitive languages and are incomparable with the classes of context-free and regular languages.
They can express the context-sensitive syntactic constructions
that are most prevalent in natural languages.
Most state-of-the-art grammatical inference algorithms apply to regular and context-free language, but few apply to
mildly context-sensitive languages.

2.1

Example

Consider the following SEC 21 grammar:
Let G = ({a, b, c}, B, C), B = {(λ, λ)}, C = {c1 =
[(a, b), (c, λ)]}
The derivation of the string aabbcc is the application of
context c1 two times to the base: (λ, λ) ` (aλb, cλλ) `
(aaλbb, ccλλλ). Finally the internal strings are concatenated
resulting in aabbcc.
Note that L(G) = {an bn cn | n ≥ 0}.

Figure 1: The SEC family occupies an eccentric position in
the Chomsky hierarchy.

3

Induction Algorithm

Our algorithm to infer simple external contextual grammars
works given a set of strings, S, that were generated by an
SEC pq grammar (where p and q are known), and a depth d.
The list of strings must be exhaustive up to depth d. The
smallest string in S is the concatenation of the elements in
the base. However, there are multiple possibilities for what
the actual base is (depending on the value of p). From the
smallest string, a set of possible bases, B, is generated. For
example, if p=2 and the smallest string in S is aa, then the set
of possible bases is {(λ, aa), (a, a), (aa, λ)}.
The rest of the algorithm is repeated for every bj ∈ B.
The strings in S are processed for bj . Each si is assumed
to have been generated by a single application of a context
to the base. The possible contexts that could have generated
si after one application to bj are stored in a set P . When
all the strings in S have been processed, the correct grammar
must be found. The elements of P are grouped into grammars
with q contexts in all possible ways and stored in a set G.
Any element of G that cannot generate every string in S is
discarded, leaving only those grammars in G that generate S.
Next, every element g ∈ G is used to generate all possible
strings up to depth d. If any of the generated strings are not
in the input set S then g is discarded.
For example, consider an input set S
=
{a, aaa, bab, ababa, baaab} for a language generated
by an SEC 12 grammar. The input is exhaustive up to depth
2. The shortest string in S is a, and therefore it is the
string representing the base. Since p = 1, a is the only
possible base. Assuming that aaa was generated by a single
application of a context to a, the possible contexts that
can generate the input set are {[(λ, aa)], [(a, a)], [(aa, λ)]}.
This is done again for bab, resulting in {[(b, b)]}. All of
the possible contexts are then put in a set G. The only
gi ∈ G that can generate the language is {[(a, a)], [(b, b)]};
the rest are discarded. All possible strings up to depth 2
have derivations in this grammar. Since it is equal to the
input set, this grammar is not discarded and is output by the
algorithm. In this case, there was only one possible base. If
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this grammar had been SEC 22 , then the possible bases would
have been {[(λ, a)], [(a, λ)]}. For each of the possible bases,
the set G would have been constructed and every element of
that set tested. Unlike the example chosen here, many input
sets can be generated by several grammars, some of which
have distinct bases.
The factors that influence the running time of the algorithm
(see figure 2) are dimension, degree, the length of the base
and maximum depth in the input set. We assume that p, q and
the length of the base are all small constants. Obviously, the
dominating section is the nested loop which generates all possible contexts given all possible bases and checks the strings
generated by these candidate grammars against the inputSet.
Given the smallest string, the base, in the inputSet, there
are (|base|+1)p−1 possible bases (inserting p-1 commas into
the smallest string). Given a string si , all of the possible contexts to derive si with one application is at most (|si | + 1)2p .
Given the set of all contexts from above, we can pick all sets
2p 
of contexts of size q, or (|si |+1)
. Given a candidate gramq
mar, all of the strings that it generates up to a depth of d can
be enumerated and compared to elements in the inputSet in at
Pd
most ( i=1 q i ) ∗ |inputSet| steps.
Therefore, the cost of the nested loop is bounded by
Pd
2p 
( i=1 q i ) ∗ |inputSet| ∗ (|si |+1)
∗ (|base| + 1)p−1 .
q
What we will next prove is that the size of the input set is
finite and small (in some cases depth 3 suffices), and that with
a small dimension, degree and base, the problem of inferring
the grammar with our algorithm becomes tractable.

4

Proof of the Existence of a Characteristic
Sample

We prove that a finite sample of the language, a characteristic
sample, is sufficient to infer a grammar for the language.
Let G and G’ be minimal SEC grammars as follows:
G = (p, q, B, C1 , C2 , ..., Cq )
G’ = (p’, q’, B’, C1 ’, C2 ’, ..., Cq ’)
B is the base and Ci is a context. Assume that p = p’ and
q = q’. A grammar is minimal if there is no other grammar
with smaller values of p or q with the same language. For the
remainder of this paper, we restrict the base in all grammars
to λ.
For a vector of strings X, let CONCAT(X) equal the string
obtained by concatenating all strings in X in the order in
which they occur. We use the symbol / to denote application
of a production. For example, Ci /B is the p-vector obtained
by applying context Ci to base B.
Let Ld (G) be the set of strings in L(G) that require d or
fewer derivation steps. L0 (G) = {CONCAT(B)}.
We want to prove the following theorem.
Theorem 1 L(G) = L(G’) and CONCAT(Ci ) 6=
CONCAT(Cj ) for i 6= j and 1 ≤ j ≤ q if and only if
Ld (G) = Ld (G’) for an appropriately small d and minimal
grammars, G and G’.
We now prove a series of lemmas and theorems to this end.
Lemma 1 If L(G) = L(G’) then CONCAT(B) = CONCAT(B’).

Proof. Suppose L(G) = L(G’) but CONCAT(B) 6= CONCAT(B’). Because G and G’ are minimal, there are no contexts containing nothing but empty strings, because they
would be superfluous. The shortest string in L(G) is CONCAT(B) because all other contexts, being non-empty, add
characters when applied to the base. Note that all other strings
in L(G) are longer than CONCAT(B). Likewise for the shortest string in L(G’). If CONCAT(B) 6= CONCAT(B’) then the
shortest string in L(G) is not equal to the shortest string in
L(G’), which means that L(G) 6= L(G’). This is a contradition, so CONCAT(B) must equal CONCAT(B’).
Lemma 2 If L(G) = L(G’) and CONCAT(Ci ) 6=
CONCAT(Cj ) for i 6= j and 1 ≤ j ≤ q, then there is a
bijective mapping (one-to-one and onto) f from contexts in G
to contexts in G’ such that CONCAT(Ci ) = CONCAT(Cf (i) ’).
That is, for each Ci in G there exists precisely one Cj ’ in G’
such that CONCAT(Ci ) = CONCAT(Cj ’), and for each Ci ’ in
G’ there exists precisely one Cj in G such that CONCAT(Ci ’)
= CONCAT(Cj ).
Proof. If a mapping f between contexts in G and contexts in G’ such that CONCAT(Ci ) = CONCAT(Cf (i) ’) exists, then it must be bijective. It must be one-to-one because CONCAT(Ci ) 6= CONCAT(Cj ) for i 6= j and 1 ≤ j ≤
q. A many-to-one mapping would require that CONCAT(Ci )
= CONCAT(Cj ) for some i 6= j. A one-to-many mapping imposes the same requirement. If CONCAT(Ci ) =
CONCAT(Cj ’) and CONCAT(Ci ) = CONCAT(Ck ’) for j 6=
k, then because each context in G must be mapped, some
context other than Ci , call it Ch , will map to either Cj ’ or
Ck ’, which means that CONCAT(Ci ) = CONCAT(Ch ). This
establishes that if a mapping exists it must be one-to-one.
Finally, because q = q’, the mapping must be onto as well.
Therefore, if a mapping exists, it must be bijective.
The only way for the theorem to not hold, then, if for there
to be some Ci such that there does not exist a Cj ’ such that
CONCAT(Ci ) = CONCAT(Cj ’). That is, there is no mapping
with the desired property.
If we assume that there exists a Ci such that no Cj ’ exists,
that means that there is a string, S, in L(G) that can be derived
by one application of Ci that need several applications of contexts in L(G’) because there is no Cj ’ such that CONCAT(Ci )
= CONCAT(Cj ). Lets assume that L(G’) needs C1 ’ and C2 ’
to produce one application of Ci . Then L(G) needs to contain
C1 ’/B’ and C2 ’/B’ because both of those can be produced by
L(G’). However, if it contains those then it can also produce
Ci be applying those contexts. This makes Ci unnecessary
and L(G) is no longer minimal.
Lemma 3 If L(G) = L(G’) and CONCAT(Ci ) 6=
CONCAT(Cj ) for i 6= j and 1 ≤ j ≤ q, then strings in
L(G) and L(G’) have the same derivations up to renaming of
contexts.
Said differently, there is a bijective mapping (one-to-one
and onto) f from contexts in G to contexts in G’ such that if
string S has derivation D in G then the derivation of S in G’
can be obtained by applying the mapping to each context in
D. That is, if the derivation of S in L(G) is
Ci /Cj /.../Ck /B
then the derivation of S in G’ is
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INFER - GRAMMAR (d, p, q, inputSet)
1 smallest ← FIND - SMALLEST(inputSet)
2 bases ← GENERATE - POSSIBLE - BASES(p, smallest)

3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19

f inalGrammars ← {}
result ← {}
for base ∈ bases
do possibleContexts ← {}
for i ∈ inputSet
do possibleContexts.push[GENERATE - POSSIBLE - CONTEXTS(i, base)]
possibleGrammars ← GENERATE - ALL - CONTEXT- COMBINATIONS(possibleContexts)
for j ∈ possibleGrammars
do if CAN - GENERATE - ALL - STRINGS(j, base)
then f inalGrammars.push[{j, base}]
for k ∈ f inalGrammars
do if GENERATES - EXACT- LIST(d, k, inputSet)
then result.push[k]
RETURN (result)
Figure 2: Pseudocode of the inference algorithm.

Cf (i) ’/Cf (j) ’/.../Cf (k) ’/B’
Proof. All derivations begin with the base B. Consider
one-step derivations of the form Ci /B, which means context Ci is applied to base B. Let S0 = CONCAT(B) and S1
= CONCAT(Ci /B). The only difference between S0 and S1
is that S1 contains, in addition to the characters in B, the
characters in CONCAT(Ci ) in the same linear order, though
they may not be contiguous. No context other than Ci can
add those characters in one step because CONCAT(Ci ) 6=
CONCAT(Cj ) for i 6= j and 1 ≤ j ≤ q.
By lemma 2, there must exist a context Cj ’ in G’ such
that CONCAT(Ci ) = CONCAT(Cj ’). For the sake of simplicity, we assume that context is Ci ’. Because CONCAT(Ci )
is unique among the contexts in G, so must be CONCAT(Ci ’)
be among the contexts in G’ (by lemma 2). Therefore, the
only way to derive S1 in G’ is Ci ’/B’, and all strings in L1 (G)
have the same derivations in L(G’) up to renaming of contexts.
Suppose, inductively, that this holds for derivations up to
depth d. Let Sd be any string in L(G) that requires d derivations and let Sd+1 be any string in L(G) derivable from Sd by
applying one more context. By the induction assumption, the
derivation of Sd is the same (up to renaming of contexts) in G
and G’. Whatever context is added in G to Sd to obtain Sd+1 ,
its analog in G’ must by applied to derive Sd+1 because no
other context can add the required characters.
Theorem 2 If L(G) = L(G’) and CONCAT(Ci ) =
6
CONCAT(Cj ) for i 6= j and 1 ≤ j ≤ q, then Ld (G) =
Ld (G’) for any depth d.
Proof. Suppose L(G) = L(G’) but Ld (G) 6= Ld (G) for some
depth d. Let d be the smallest such depth for which this is the
case. Then either there exists an S in Ld (G) that requires d
derivation steps that is not in Ld (G’), or vice versa. Without

loss of generality, we focus on the former case. Because L(G)
= L(G’), there must be some depth d’ > d such that S is in
0
Ld (G’). However, by lemma 3, if there is a depth d derivation
of S in G, there is a depth d derivation of S in G’. This is a
contradiction, so Ld (G) = Ld (G’) for all depths d.
Theorem 3 There exists a finite d, such that for all grammars
G and G0 , if Ld (G) = Ld (G0 ) then L(G) = L(G0 ).
Proof. Let the proposition P be equivalent to Ld (G) =
L (G0 ) and let the proposition Q be equivalent to L(G) =
L(G0 ). Then the theorem can stated formally as
d

(∃d)(∀G)(∀G0 )[P → Q]

(1)

To prove that this is a tautology, it suffices to show that the
negation of (1) is a contradiction. The negation can be written
(∀d)(∃G)(∃G0 )[P ∧ ¬Q]
0

d

d

0

(2)
0

(∃G)(∃G )(∀d)[(L (G) = L (G )) ∧ (L(G) 6= L(G ))]
(3)
The last equation states that there exist grammars G and
G0 such that at any finite depth the strings produced by either
grammar are equal but the languages are not. With any finite
language, this is clearly a contradiction. In an infinite language, the set of all possible depths in that language is clearly
denumerable. The only restriction on d is that it belong to N,
making the set of all d countably infinite. Because for both
the set of all d and for the set of all possible depths, a bijection
from N exists, they must be of the same size. Thus, comparing the languages at all finite d is equivalent to comparing
the whole language, making (3) a contradiction. Since the
the negation of (1) is a contradiction, (1) must be a tautology.
Therefore, there exists a finite d such that for all grammars G
and G0 , if Ld (G) = Ld (G0 ) then L(G) = L(G0 ).
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Theorems 2 and 3 collectively prove Theorem 1.
Theorem 1 and its proof establish that there exists a finite
depth d such that the strings in Ld (G) for any SEC pq grammar
are a characteristic sample, i.e., they uniquely identify the language. In the complexity analysis of our learning algorithm,
d is a constant, but as with any constant hidden inside O()
notation, if the constant is large it can make the algorithm
practically infeasible. We now show that for SEC 11 languages
d = 2 suffices, and for SEC 1q languages d = 3 suffices. We
conjecture that d = 3 is sufficient for arbitrary p and q, and
are working on the proof.
We begin with the following lemma:
Lemma 4 Let A, B ∈ Σ+ . If AB = BA, then there exists
p ∈ Σ+ and integers x, y > 0 such that A = px and B = py .
Proof. (sketch) Let n = |A| and m = |B|. Without loss
of generality, assume n = m + k for k ≥ 0. If k = 0 then
n = m and A = B (because AB = BA and the strings are
of equal length) so p = A = B and x = y = 1. Now suppose
k > 0. Let Si denote the ith character in string S, where the
index of the first character is 1. Let Si,j denote the sub-string
of S from characters i through j.
Because AB = BA it must be the case that ABi = BAi
for 1 ≤ i ≤ m + n. Note that ABm+1,m+k corresponds to
the last k characters of A, and that BAm+1,m+k corresponds
to the first k characters of A. Therefore, these sub-strings
must be equal. Because the first k characters of A in AB are
mapped to the first k characters of B is BA, both A and B
must share a length k prefix. Now note that this prefix of B in
AB maps to the second k characters in A in BA. Due to the
difference in length of A and B, this matching constraint is
propagated through both strings, yielding the desired result.
The following two theorems says that the strings in L2 (G)
are a characteristic sample for SEC11 grammars and that the
strings in L3 are a characteristic sample for SECq1 grammars,
respectively. Proof sketches are omitted due to space restrictions.
Theorem 4 Let G and G0 be minimal SEC11 grammars. It is
the case that L2 (G) = L2 (G0 ) iff L(G) = L(G0 ).
Theorem 5 Let G and G0 be minimal SECq1 grammars such
that for contexts in G it is the case that CON CAT (Ci ) 6=
CON CAT (Cj ) for i 6= j and 1 ≤ i, j ≤ q. It is the case
that L3 (G) = L3 (G0 ) iff L(G) = L(G0 ).

5

Conclusion and Future Work

We have presented a polynomial time algorithm for inferring
SEC pq grammars from positive data. Theorem 1 established
that the size of the sample needed to infer an SEC pq is finite.
Theorems 4 and 5 are toward demonstrating that the maximum depth required in the characteristic sample is only 3.
This is the first such efficient algorithm as the previous attempt was exponential.
Future work will attempt to remove some of our working
assumptions. Eventually, we want to extend our algorithm to
any number of bases, thus learning external contextual grammars. As EC languages are superfinite, additional information

is required to learn the grammars. We are interested in looking at ways in which the context-free structural approaches
might be applied to EC languages. The ability of this formalism to describe non-context-free structures is particularly
alluring for real world data applications. We are interested in
applications for natural language processing.
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Abstract
We aim at learning an unbiased stochastic edit distance in the form of a finite-state transducer from
a corpus of (input,output) pairs of strings. Contrary to the other standard methods, which generally use the algorithm Expectation Maximization,
our algorithm learns a transducer independently on
the marginal probability distribution of the input
strings. Such an unbiased way to proceed requires
to optimize the parameters of a conditional transducer instead of a joint one. This transducer can be
very useful in many domains of pattern recognition
and machine learning, such as noise management,
or DNA alignment. Several experiments are carried out with our algorithm showing that it is able
to correctly assess theoretical target distributions.

1 Introduction
Many applications dealing with sequences require to compute the similarity of a pair (input,output) of strings. A
widely-used similarity measure is the well known edit distance, which corresponds to the minimum number of operations, i.e. insertions, deletions, and substitutions, required
to transform the input into the output. If this transformation
is based on a random phenomenon and then on an underlying probability distribution, edit operations become random
variables. We call then the resulting similarity measure, the
stochastic edit distance.
An efficient way to model this distance consists in viewing
it as a stochastic transduction between the input and output alphabets [Ristad and Yianilos, 1998]. In other words, it means
that the relation constituted by the set of (input,output) strings
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can be compiled in the form of a 2-tape automaton, called a
stochastic finite-state transducer. Such a model is able to assign a probability at each new pair of strings, and could be
then very useful to tackle many problems based on edit operations, such as segmentation, DNA alignment, classification,
noisy channel decoding, or more generally to handle noise
in sequences. Concerning this last case, note that Sakakibara and Siromomey have characterized in [Sakakibara and
Siromoney, 1992] what they call edit noise, i.e. the result
of the corruption of an input string (into an output one) by
random errors of edit operations. In such a context, learning a transducer providing a probability to each couple (input,output) of sequences would be very useful in domains
where the presence of noise has dramatic effects on the quality of the inferred models. This is the case in grammatical
inference, for instance, which requires either to remove or
correct noisy data to avoid overfitting phenomena. More generally, the main problem does not consist in finding domains
where such a model of stochastic edit distance could be efficiently used, but rather in estimating the parameters of the
transducer itself. Actually, stochastic finite-state transducers suffer from the lack of a training algorithm. To the best
of our knowledge, the first published algorithm to automatically learn the parameters of a stochastic transducer has been
proposed by Ristad and Yianilos [Ristad and Yianilos, 1996;
1998]. They provide a stochastic model which allows us to
learn a stochastic edit distance, in the form of a memoryless
transducer (i.e. with only one state), from a corpus of similar examples, using the Expectation Maximization (EM) algorithm. During the last few years, the algorithm EM has
also been used for learning other transducer-based models
[Casacuberta, 1995; Clark, 2002; Eisner, 2002].
Ristad and Yianilos define the stochastic edit distance between two strings  and  as (the minus logarithm of) the joint
probability of the pair    . In this paper, we claim that it
would be much more relevant to express the stochastic edit
distance from a conditional probability.
First, in order to correctly compute the edit distance, we
think that the probabilities of edit operations over a symbol
must be independent of those computed over another symbol.
In other words, if the transformation of a string  into another
one  does not require many edit operations, it is expected
that the probability of the substitution of a symbol by itself
should be high. But, as the sum of the probabilities of all edit
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operations is one, then the probability of the substitution of
another symbol by itself can not obviously be too large. Thus,
by using a joint distribution (summing to 1), one generates an
awkward dependence between edit operations.
Moreover, we think that the primitive edit costs of the
edit distance must be independent of the a priori distribution   of the input strings. However,   can be directly deduced from the joint distribution    , as follows:
is the set of all finite
 
   , where
strings over the output alphabet . This means that this information is totally included in the joint distribution. By defining
the stochastic edit distance as a function of the joint probability, as done in [Ristad and Yianilos, 1998], the edit costs are
then dependent of   . However, if we use a conditional distribution, this dependence is removed, since it is impossible
to obtain   from    alone.
Finally, although it is sensible and practical to model the
stochastic edit distance by a memoryless transducer, it is possible that the a priori distribution   may not be modeled
by such a very simple structure. Thus, by learning a transducer defining the joint distribution    , its parameters
can converge to compromise values and not to the true ones.
This can have dramatic effects from an application standpoint. Actually, a widely-used solution to find an optimal
output string  according to an input one  consists in first
learning the joint distribution transducer and later deducing
the conditional transducer dividing by   (more precisely
by its estimates over the learning set). Such a strategy is then
irrelevant for the reason we mentioned above.
In this paper we have developed a way to learn directly
the conditional transducer. After some definitions and notations (Section 2), we introduce in Section 3 the learning
principle of the stochastic edit distance proposed by Ristad
and Yianilos [Ristad and Yianilos, 1996; 1998]. Then, by
simulating different theoretical joint distributions, we show
that the unique way, using their algorithm, to find them consists in sampling a learning set of (  ) pairs according to the
marginal distribution (i.e. over the input strings) of the target
joint distribution itself. Moreover, we show that for all other
a priori distribution, the difference between the target and the
learned models increases. To free the method from this bias,
one must directly learn at each iteration of the algorithm EM
the conditional distribution    . Achieving this task requires to modify Ristad and Yianilos’s framework. That is
the goal of Section 4. Then, we carry out experiments that
show that it is possible to correctly estimate a target distribution whatever the a priori distribution we use.

     

2 Classic String Edit Distance






 

deAn alphabet is a finite nonempty set of symbols.
notes the set of all finite strings over . Let 
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an arbitrary string of length  over the alphabet . In the
following, unless stated otherwise, symbols are indicated by
, strings by
, and the empty string by .
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A string edit distance is characterized by a triple 
consisting of the finite alphabets and and the primitive
cost function
where
is the
alphabet of primitive edit operations,
, is the set
of substitutions,
is the set of deletions,
is the set of insertions. Each such triple 
induces a distance function
that maps a
pair of strings to a non negative real value. The edit distance
between two strings 
and 
is defined
  
recursively as:


 



 



 



 







 





 



dynamic programming.

3 Stochastic Edit Distance and Memoryless
Transducers
If the edit operations are achieved according to a random process, the edit distance is then called the stochastic edit distance, and noted    . Since the underlying probability
distribution is unknown, one solution consists in learning the
primitive edit costs by means of a suited model. In this paper, we used memoryless transducers. Transducers are currently used in many applications ranging from lexical analyzers, language and speech processing, etc. They are able
to handle large amount of data, in the form of pairs of (  )
sequences, in a reasonable time complexity. Moreover, assuming that edit operations are randomly and independently
achieved (that is the case in the edit noise [Sakakibara and
Siromoney, 1992]), a memoryless transducer is sufficient to
model the stochastic edit distance.

O8

3.1

Joint Memoryless Transducers

A joint memoryless transducer defines a joint probability distribution over the pairs of strings. It is denoted by a tuple

where
is the input alphabet,
is the output alphabet, is the primitive joint probability function,
and is the probability of the termination
symbol of a string. As 
, in order to simplify the
notations, we are going to use 
and as synonyms.
Let us assume for the moment that we know the probability
function (in fact, we will learn it later). We are then able
to compute the joint probability    of a pair of strings
   . Actually, the joint probability
of the strings   can be recursively computed by means of
an auxiliary function (forward)
as:
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In a symmetric way,    can be recursively computed
by means of an auxiliary function (backward)
as:
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Given    , we can then compute, as mentioned in [Ristad and Yianilos, 1998], the stochastic edit distance between
 and  . Actually, the stochastic edit distance
  
is defined as being the negative logarithm of the probability of
the string pair    according to the memoryless stochastic
transducer.
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3.3

Limits of Ristad and Yianilos’s algorithm

To analyze the ability of Ristad and Yianilos’s algorithm to
correctly estimate the parameters of a target joint memoryless
transducer, we have implemented it and carried out a series of
experiments. Since the joint distribution    is a function
of the learned edit costs 
, we only focused here on the
function of the transducer.
The experimental setup was the following. We simulated a target joint memoryless transducer from the alphabets
, such as
, the target model is able to return the primitive theoretical joint probability 
. The target joint distribution we used is described in Table 11 . The marginal distribution 
can be deduced from this target such that:
.
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Let be a finite set of (  ) pairs of similar strings. Ristad
and Yianilos [Ristad and Yianilos, 1998] propose to use the
expectation-maximization (EM) algorithm to find the optimal
joint stochastic transducer. The EM algorithm consists in two
steps (expectation and maximization) that are repeated until a
convergence criterion is achieved.
Given an auxiliary 
matrix , the

,
expectation step can be described as follows:
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and the maximization as:
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0.16
0.01
0.01

Table 1: Target joint distribution
ing marginal distribution  .

that is achieved if the following conditions are fulfilled [Ristad and Yianilos, 1998],
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Both functions (forward and backward) can be computed
in  
time using a dynamic programming technique.

This model defines a probability distribution over the pairs
(  ) of strings. More precisely,
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Figure 1: Automaton used for generating the input sequences.
The probability 
corresponds to the probability of a termination symbol of a string, or in other words the probability
of the state to be final.
1

Note that we carried out many series of experiments with various target joint distributions, and all the results we obtained follow
the same behavior as the one presented in this section.
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Then, we sampled an increasing set of learning input
strings (from 0 to 4000 sequences) of variable length generated from a given probability distribution  over the input
alphabet . In order to simplify, we modeled this distribution
in the form of an automaton with only one state2 and
output transitions with randomly chosen probabilities satisfying


, where 
corresponds to the
that
probability of a termination symbol of a string (see Figure 1).
We used different settings for this automaton to analyze
the impact of the input distribution 
on the learned joint
model. Then, given an input sequence  (generated from this
automaton) and the target joint distribution 
, we sampled a corresponding output  . Finally, the set of generated
(  ) pairs was used by Ristad and Yianilos’s algorithm to
learn an estimated primitive joint distribution 
.
We compared the target and the learned distributions to analyze the behavior of the algorithm to correctly assess the
parameters of the target joint distribution. We computed an
average difference between the both, defined as follows:





 d  ]

 ;





q



1  

1  

 r 1   










1
d
w
g
w
O 1 1 v





1

 

i r s 5
m 1 .K 
3  4CG 6 p qf!

 



 









 









 



 



 









 





model a probability distribution is assigned conditionally to
each input string. Then
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The is in the case the input string  is not in the domain of
the function3. It can be show (see Annex) that the normalization of each conditional distribution can be achieved if the
following conditions over the function and the parameter
are fulfilled,
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As in the joint case, the expectation-maximization algorithm
can be used in order the find the optimal parameters. The
expectation step deals with the computation of the matrix :
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Here also, we tested other configurations leading to the same
results.
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A conditional memoryless transducer is denoted by a tuple

where
is the input alphabet,
is the output
alphabet, is the primitive conditional probability function
and is the probability of the termination symbol
of a string. As in the joint case, since 
, in order to
simplify the notation we use and 
as synonyms.
The probability
of the string  assuming the input one was a  (noted    ) can be recursively computed by means of an auxiliary function (forward)
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4 Unbiased Learning of a Conditional
Memoryless Transducer
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Normalized in this way, 
is a value in the range
. Figure 2 shows the behavior of this difference according to various configurations of the automaton of Figure 1.
We can note that the unique way to converge towards a difference near from 0 consists in using the marginal distribution
of the target for generating the input strings. For all the

other ways, the difference becomes very large.
As we said at the beginning of this article, we can easily
explain this behavior. By learning the primitive joint proba, Ristad and Yianilos learn at the same
bility function 
time the marginal distribution  . The learned edit costs
(and the stochastic edit distance) are then dependent of the a
priori distribution of the input strings, that is obviously awkward. To free of this statistical bias, we have to learn the
primitive conditional probability function independently of
the marginal distribution. That is the goal of the next section.
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As in the joint case, both functions can be computed in k  
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Figure 2: Average difference between the target and the learned distributions according to various generations of the input
strings.

In order to do the maximization step, we begin by normalizing the insertion cost because it appears in both normalization equations (eq. 2 and eq. 3). Then:
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our new framework estimates
conditional distributions.
is defined as follows :
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We carried out experiments to assess the relevance of our
new learning algorithm to correctly estimate the parameters
of target transducers. We followed exactly the same experimental setup as the one of Section 3.3, except to the definition of our difference 
. Actually, as we said before,
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The results are shown in Figure 3. We can make the two
following remarks. First, the different curves clearly show
that the convergence toward the target distribution is independent of the distribution of the input strings. Using different parameter configurations of the automaton of Figure 1,
the behavior of our algorithm remains the same, i.e the difference between the learned and the target conditional distributions tends to 0. Second, we can note that 
rapidly
decreases, i.e. the algorithm requires few learning examples
to learn the target.

O 1 1

5 Conclusion
In this paper, we proposed a relevant approach for learning
the stochastic edit distance in the form of a memoryless transducer. While the standard techniques aim at learning a joint
distribution over the edit operations, we showed that such a
strategy induces a bias in the form of a statistical dependence
on the input string distribution. We overcame this drawback
by directly learning a conditional distribution of the primitive edit costs. The experimental results bring to the fore the
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Figure 3: Average difference between the target and the learned conditional distributions according to various generations of
the input strings.

interest of our approach. We think that our model is particularly suited for dealing with noisy data. For this reason, we
now plan to use it on real world applications which often are
subject to the presence of noisy data.

Let us now consider the complete case
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Let us first consider the case when 
 







We are going to show that eq. 1, 2 and 3 are sufficient to
satisfy
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Abstract
We describe a novel training criterion for probabilistic grammar induction models, contrastive estimation [Smith and Eisner, 2005], which can be
interpreted as exploiting implicit negative evidence
and includes a wide class of likelihood-based objective functions. This criterion is a generalization of the function maximized by the ExpectationMaximization algorithm [Dempster et al., 1977].
CE is a natural fit for log-linear models, which can
include arbitrary features but for which EM is computationally difficult. We show that, using the same
features, log-linear dependency grammar models
trained using CE can drastically outperform EMtrained generative models on the task of matching human linguistic annotations (the M ATCH L IN GUIST task). The selection of an implicit negative
evidence class—a “neighborhood”—appropriate to
a given task has strong implications, but a good
neighborhood one can target the objective of grammar induction to a specific application.

1

Introduction

Grammars are formal objects with many applications. They
become particularly interesting when they allow ambiguity
(cf. programming language grammars), introducing the notion that one grammar may be preferable to another for a particular use. Given an induced grammar, a researcher could try
to apply it cleverly to her task and then measure its helpfulness on that task. This paper turns that scenario around.
Given a task, our question is how to induce a grammar—
from unannotated data—that is especially appropriate for the
task. Different grammars are likely to be better for different tasks. In natural language engineering, for example, applications like automatic essay grading, punctuation correction, spelling correction, machine translation, and language
∗

This work was supported by a Fannie and John Hertz Foundation Fellowship to the first author and NSF ITR grant IIS-0313193
to the second author. The views expressed are not necessarily endorsed by the sponsors. The authors also thank colleagues at CLSP
and two anonymous reviewers for comments on this work.

modeling pose different challenges and are evaluated differently. We regard traditional natural language grammar induction evaluated against a treebank (also known as unsupervised
parsing) as just another task; we call it M ATCH L INGUIST.
A grammar induced for punctuation restoration or language
modeling for speech recognition might look strange to a linguist, yet do better on those tasks. By the same token, traditional treebank-style linguistic annotations may not be the
best kind of syntax for language modeling.
But without fully-observed data, how might one tell a
learner to focus on one task or another? We propose that this
is conveyed in the choice of an objective function that guides
a statistical learner toward the right kinds of grammars for
the task at hand. We offer a flexible class of “contrastive” objective functions within which something appropriate may be
designed for existing and novel tasks.
In this paper, we evaluate our learned models on M ATCH L INGUIST, which is a crucial task for natural language engineering. Automatic natural language grammar induction
would bridge the gap between resource limitations (annotated treebanks are expensive, domain-specific, and languagespecific) and the promise of exploiting syntactic structure in
many applications. We argue that M ATCH L INGUIST, just like
other tasks, requires guidance.
For example, M ATCH L INGUIST is decidedly different
from the task that is explicitly solved by the ExpectationMaximization algorithm [Dempster et al., 1977]: M AXI MIZE L IKELIHOOD . EM tries to fit the numerical parameters
of a (fixed) statistical model of hidden structure to the training data. To recover traditional or useful syntactic structure,
it is not enough to maximize training data likelihood [Carroll and Charniak, 1992, inter alia], and EM is notorious for
mediocre results. Our results suggest that part of the reason
EM performs badly is that it offers very little guidance to the
learner. The alternative we propose is contrastive estimation.
It is within the same statistical modeling paradigm as EM, but
generalizes it by defining a notion of learner guidance.
Contrastive estimation makes use of a set of examples that
are similar in some way to an observed example (its neighborhood), but mostly perturbed or damaged in a particular
way. CE requires the learner to move probability mass to
a given example, taking only from the example’s neighborhood. The neighborhood of a particular example is defined by
the neighborhood function; different neighborhood functions
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are suitable for different tasks and the neighborhood should
be designed for the task.
We note that our approach to this problem is couched in
a parameter-centered approach to grammar induction. We
assume the grammar to be learned is structurally fixed and
allows all possible structures over the input sentences; our
task is to learn the weights that let the grammar disambiguate
among competing hypotheses. A different approach is to
focus on the hypotheses themselves and perform search in
that space and/or the space of grammars (see, e.g., Adriaans
[1992], Clark [2001], and van Zaanen [2002]). Those systems also use statistical techniques and offer guidance to the
learner, both in the form of search criteria and search methods (e.g., searching for substitutable subsequences). We will
not attempt to broadly formalize “guidance” here, noting only
that it is ubiquitous.
We begin by motivating contrastive estimation and describing it formally (§2). Central to CE is the choice of a contrastive neighborhood function. In §3, we describe some
neighborhoods expected to be useful for M ATCH L INGUIST
and other tasks. We discuss the algorithms required for application of CE with these neighborhoods in §4. §5 describes
how log-linear models are a natural fit for CE and demonstrates how CE avoids the mathematical and computational
difficulties presented by unsupervised estimation of log-linear
models. We describe state-of-the-art results in dependency
grammar induction in §6, showing that a good neighborhood
choice can obviate the need for a clever initializer and can
drastically outperform EM on M ATCH L INGUIST. We address future directions (§7) and conclude (§8).

2

Implicit Negative Evidence

Natural language is a delicate thing. For any plausible sentence, there are many slight perturbations of it that will make
it implausible. Consider, for example, the first sentence of
this section. Suppose we choose one of its six words at random and remove it; odds are two to one that the resulting sentence will be ungrammatical. Or, we could randomly choose
two adjacent words and transpose them; none of the results
are valid conversational English sentences.1 The learner we
describe here takes into account not only the observed positive example, but a also set of similar examples that are deprecated as perhaps negative (in that they could have been observed but weren’t).

2.1

Learning setting

Let ~x = hx1 , x2 , ...i, be our observed example sentences,
where each xi ∈ X, and let yi∗ ∈ Y be the unobserved cor~ such
rect parse for xi . We seek a model, parameterized by θ,
that the (unknown) correct analysis yi∗ is the best analysis for
xi (under the model). If yi∗ were observed, a variety of optimization criteria would be available, including maximum
(joint or conditional) likelihood estimation, maximum classification accuracy [Juang and Katagiri, 1992], maximum expected classification accuracy [Klein and Manning, 2002a;
1
“Natural language is a thing delicate” might be valid in poetic
speech.

Altun et al., 2003], minimum exponential (boosting) loss
[Collins, 2000], and maximum margin [Crammer and Singer,
2001]. Yet yi∗ is unknown, so none of these supervised methods apply. Typically one turns to the EM algorithm [Dempster et al., 1977], which locally maximizes
 YX 

Y 
p X = xi | θ~ =
p X = xi , Y = y | θ~ (1)
i

i

y

where X is a random variable over sentences and Y is a random variable over parse trees (notation is often abbreviated,
eliminating the random variables). EM has figured heavily in
probabilistic grammar induction [Pereira and Schabes, 1992;
Carroll and Charniak, 1992; Klein and Manning, 2002b;
2004]. An often-used alternative to EM is a class of socalled Viterbi (or “winner-take-all”) approximations, which
iteratively find the most probable parse ŷ (according to the
current model) and then, on each iteration, solve a supervised
learning problem, training on ŷ.
Despite its frequent use, EM is not hugely successful at
recovering the linguistic hidden structure . Merialdo [1994]
showed that EM was helpful to the performance of a trigram HMM part-of-speech tagger only when extremely small
amounts of labeled data were available. The EM criterion
(Equation 1) simply doesn’t correspond to the real merit function. Further, even if the goal is to maximize likelihood
(e.g., in language modeling), the surface upon which EM performs hillclimbing has many shallow local maxima [Charniak, 1993], making EM sensitive to initialization and therefore unreliable. This search problem is discussed in Smith
and Eisner [2004].
We suggest that part of the reason EM performs poorly is
that it does not sufficiently constrain the learner’s task. EM
tells the learner only to move probability mass toward the observed xi , paired with any y; the source of this mass is not
specified. We will consider a class of alternatives that make
explicit the source of the probability mass to be pushed toward each xi .

2.2

A new approach: contrastive estimation

Our approach instead maximizes

Y 
p X = xi | X ∈ N(xi ), θ~

(2)

i

where N(xi ) ⊆ X is the class of negative example sentences
plus the observed sentence xi itself. Note that the x0 ∈ N(xi )
are not treated as hard negative examples; we merely seek
to move probability mass from them to the observed x. The
~ attached to a single example is
probability mass p(xi | θ)
found by marginalizing over hidden variables (Equation 1).
The negative example set N depends on x and is written
N(x) to indicate that it is a function, N : X → 2X . In this
work, N(x) contains examples that are perturbations of x,
and we call this set the neighborhood of x. We then refer
to N as the neighborhood function and the optimization of
Equation 2 as contrastive estimation (CE). The neighborhood
may be viewed as a class of implicit negative evidence that
is fully determined by the example and may help to highlight
what about the example the model should try to predict.

75
CE seeks to move probability mass from the neighborhood
of an observed sentence x to x itself. The learner hypothesizes that good models are those which discriminate an observed sentence from its neighborhood. Put another way, the
learner assumes not only that x is good, but that x is locally
optimal in example space (X), and that alternative, similar
examples (from the neighborhood) are inferior. Rather than
explain all of the data, the model must only explain (using
hidden variables) why the observed sentence is better than its
neighbors. Of course, the validity of the neighborhood hypothesis will depend on the form of the neighborhood function. Further, different neighborhoods may be appropriate for
different tasks.
Consider grammar induction as an example. We might
view the neighborhood of x as a variety of alternative surface
representations using the same lexemes in slightly-altered
configurations, like the single-deletion or single-transposition
perturbations described earlier. While degraded, the inferred
meaning of any of these examples is typically close to the intended meaning, yet the speaker chose x and not one of the
other x0 ∈ N(x). Why? Deletions are likely to violate subcategorization requirements, and transpositions are likely to violate word order requirements—both of which have something
to do with syntax. x was the most grammatical option that
conveyed the speaker’s meaning, hence (we hope) roughly the
most grammatical option in the neighborhood N(x), and the
syntactic model should make it so. EM, on the other hand, offers no such guidance: EM notes only that the speaker chose
x from the entire set X, and therefore requires only that the
learner move mass to x, without specifying where it should
come from. Latent variables that distinguish x from the rest
of X may have more to do with what people talk about than
how they arrange words syntactically.

3

3.2 Neighborhoods of sequences
We next consider some neighborhood functions for sequences
(e.g., natural language sentences). When X = Σ+ for some
symbol alphabet Σ, certain kinds of neighborhoods have natural, compact representations. Given an input string x = xm
1 ,
we write xji for the substring xi xi+1 ...xj and xm
for
the
1
whole string. Consider first the neighborhood consisting of
all sequences generated by deleting a single symbol from the
m-length sequence xm
1 :
 `−1 m
D EL 1W ORD(xm
x1 x`+1 | 1 ≤ ` ≤ m ∪ {xm
1 ) =
1 }
This set consists of m + 1 strings and can be compactly represented as a lattice (see Figure 1a). Another neighborhood
involves transposing any pair of adjacent words:
T RANS 1(xm
1 )
 `−1
m
=
x1 x`+1 x` xm
`+2 | 1 ≤ ` ≤ m − 1 ∪ {x1 }
This set can also be compactly represented as a lattice (Figure 1b). We can combine D EL 1W ORD and T RANS 1 by taking their union; this gives a larger neighborhood, D EL O R T RANS 1. In general, the lattices are obtained by composing
the observed sequence with a small finite-state transducer and
determinizing and minimizing the result; the relevant transducers are shown at the right of Figure 1.
Another neighborhood we might wish to consider is
L ENGTH, which consists of Σm for an m-length sentence
(Figure 1c). CE with the L ENGTH neighborhood is very similar to EM; it is equivalent to using EM to estimate the parameters of a model defined by
m
~ def
~
p0 (xm
1 , y | θ) = q(m) · p(x1 , y | m, θ)

Neighborhoods Old and New

We next show how neighborhoods generalize EM and describe some novel neighborhood functions for natural language data.

3.1

how several other probabilistic learning criteria are examples
of CE; see also Table 1.

EM

It is not hard to see that EM (more precisely, the objective
in Equation 1) is equivalent to CE where the neighborhood
for every example is the entire set X, and the denominator
equals 1. The EM algorithm under-determines the learner’s
hypothesis, stating only that probability mass should be given
to x, but not stating at whose expense.
An alternative proposed by Riezler et al. [2000] and inspired by computational limitations is to restrict the neighborhood to the training set. This gives the following objective
function:


,

 X 

Y
p xi | θ~
p xj | θ~ 
(3)
i

j

Viewed as a CE method, this approach (though effective when
there are few hypotheses) seems misguided; the objective
says to move mass to each example at the expense of all
other training examples. Smith and Eisner [2005] describe

where q is any fixed (untrained) distribution over lengths.
Generally speaking, CE is equivalent to some kind of EM
when x0 ∈ N(x) is an equivalence relation on examples, so
that the neighborhoods partition the space of examples. Then
q is a fixed distribution over neighborhoods.
The vocabulary Σ is never fully known for a natural language; approximations include using only the observed Σ
from the training set or adding a special OOV symbol. When
estimating finite-state models, CE with the L ENGTH neighborhood is possible using a dynamic program. When the
model involves deeper, non-finite-state structure (e.g., one
with context-free power), the L ENGTH neighborhood may
become too expensive. This was not the case for models explored in this paper.

3.3

Task-based neighborhoods

When considering a specific application of grammar induction, specific features of a sentence may be particularly relevant to the modeling task. Put another way, if we want
to perform a specific task, appropriate neighborhoods may
be apparent. Suppose we desire a probabilistic context-free
grammar that can discriminate correctly spelled or punctuated
sentences from incorrectly spelled or punctuated ones. With

76
natural

a. D EL 1W ORD:

natural

language

language

is

is
language

b. T RANS 1:

natural
lan
gu
ag

a

is

a

a
de
lic
ate

delicate
thi
ng
thing

is

a

delicate

language

is

is

a

a
de
li

delicate
thi
ng

is

a

cat
e

e
tur

al

lan

gu

ag

e

is

a

thing

thing
?

?
?:ε

thing

?

x1 : x2

x2 : x1

x2 : x3

de
lic
ate

delicate

?

thing

xm : xm−1

x3 : x2
...

na

delicate

xm−1 :xm

(Each bigram xi+1
in the sentence has an
i
arc pair (xi : xi+1 , xi+1 : xi ).)

c. L ENGTH:

?:?

?

?

?

?

?

?

Figure 1: A sentence and three lattices representing some of its neighborhoods. The transducer used to generate each neighborhood lattice (via composition with the sentence followed by determinization and minimization) is shown to its right.
a large corpus of incorrectly punctuated sentences and their
corrections, one could do supervised training of a translation
model to distinguish the actual correction from other candidate corrections. However, sufficient training data would be
hard to come by, especially if the model included latent syntactic variables.
Fortunately, manufacturing supervised data for this kind of
task is easy: take real text, and mangle it. This is a classic strategy for training accent and capitalization restoration
[Yarowsky, 1994]: just delete all accents from the good text.
In our case, we don’t know the mangling process. The
errors are not simply an omission of some part of the data;
they are whatever mistakes humans make. Without a corpus
of errors, this is difficult to model.
We suggest that it may be possible to get away with not
knowing which mistakes a human would make; instead we try
to distinguish each observed good sentence from differently
punctuated corrections of some bad input sentence. This is
not as inefficient as it might sound, because lattices allow efficient training. (In CE terms, the set of all variants of the
sentence with errors introduced is the neighborhood.)
For spelling correction, this neighborhood might be
S PELL≤k (xm
1 )=
{x̄m
:
∀i
∈ {1, 2, ..., m}, Lev(xi , x̄i ) ≤ k}
1

(4)

where Lev(a, b) is the Levenshtein (edit) distance between
words a and b [Levenshtein, 1965]. This neighborhood, like
the others, can be represented as a lattice. This lattice will
have a “sausage” shape.
A neighborhood for punctuation correction might be
P UNC≤k (xm
1 )=

{x̄m
1 : x and x̄ differ only in punctuation
and Lev(x, x̄) ≤ k)}

(5)

which includes alternatively-punctuated sentences that differ
in up to k edits from the observed sentence. In §5.4 we will
discuss how to use these contrastively trained models.

4

Algorithms

We have described several neighborhoods that can be represented as lattices. Our major algorithmic tool will be the
general technique known as lattice parsing. For any common grammar formalism that admits a polynomial-time dynamic programming algorithm for string parsing, there exists a straightforward generalization to a polynomial-time dynamic programming algorithm for lattice parsing. The probabilistic CKY algorithm for probabilistic CFGs [Baker, 1979;
Lari and Young, 1990] and the Viterbi algorithm for HMMs
[Baum et al., 1970] are examples.
Contrastive estimation can then be applied using any
such grammar formalism (finite-state, context-free, mildly
context-sensitive, etc.). The reader may find it easiest to think
about probabilistic context-free grammars and the CKY algorithm. In our experiments, however, we used a dependency
parsing model (§6). We implemented our lattice parser using
Dyna [Eisner et al., 2004].
With probabilistic grammars, there are two versions of lattice parsing. One version finds the highest-probability parse
of any string in the lattice (and the string it yields). The other
finds the total probability of all strings in the lattice, summing over all of their parses. We refer to these throughout
as B EST PARSE (sometimes called a “Viterbi” algorithm) and
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S UM PARSES (sometimes called a generalized “inside” algorithm). Unfortunately we know of no efficient algorithm for
finding the highest-weight string in the lattice, summed over
all parses. We suspect that that problem is intractable, even
for finite-state grammars.
We can generalize probabilistic grammars further by
replacing probabilities (e.g., rewrite rule probabilities in
PCFGs) with arbitrary weights; the resulting grammars are
weighted grammars (e.g., WCFGs). If we define the probability of a (sentence, tree) pair as its total weight (its score)
normalized by the sum of scores of all possible (sentence,
tree) pairs allowed by the grammar, we have a log-linear CFG
[Miyao and Tsujii, 2002]; log-linear models will be discussed
further in §5. Importantly, B EST PARSE and S UM PARSES
can be applied with weighted grammars with no modification. Log-linear CFGs are more flexible, in a probabilistic
sense, than PCFGs (which are a subset of the former), because they can give arbitrary credit or penalties to any rewrite
rules, without stealing from others.
The crucial difference between PCFGs and log-linear
CFGs, from a computational point of view, is in the normalizing term required by the latter. A PCFG is defined as a generative process that assigns probabilities through the sequence
of steps taken. Log-linear CFGs must normalize by the sum
of scores of all allowed structures. The normalization term is
called the partition function. For an arbitrary set of rewrite
rule weights, this sum may not be finite.2

5

Log-Linear Models

Log-linear models, we will show, are a natural match for contrastive estimation. Log-linear models assign probability to a
(sentence, parse tree) pair (x, y) according to
h
i
~ · f~(x, y)


exp
θ
def
h
i
p x, y | θ~ =
(6)
X
exp θ~ · f~(x0 , y 0 )
(x0 ,y 0 )∈X×Y

where f~ : X × Y → Rn≥0 is a nonnegative vector feature function and θ~ ∈ Rn are the corresponding feature weights. We
will refer to the inner product of θ~ and f~(x, y) as the score
w(x, y). Because the features can take any form and even
“overlap,” log-linear models can capture arbitrary dependencies in the data and cleanly incorporate them into a model.
The relevant log-linear models here are log-linear CFGs.
We emphasize that the contrastive estimation methods we
describe are applicable to a wide class of sequence models,
including chain-structured random fields [Smith and Eisner,
2005].

5.1

Supervised estimation

For log-linear models, both conditional likelihood estimation
and joint likelihood estimation are available. CL is often
preferred [Klein and Manning, 2002a, but see also Johnson,
2001]. The computational difficulty with supervised joint
2
For WCFGs with k nonterminal symbols, the problem is equivalent to solving a system of k quadratic equations.

maximum likelihood estimation for log-linear models is the
partition function (the denominator in Equation 6); as dis~ Alcussed earlier (§4), this sum may not be finite for all θ.
ternatives to exact computation of the partition function, like
random sampling [Abney, 1997, for example] will not help
to avoid this difficulty; in addition, convergence rates are in
general unknown and bounds difficult to prove. An advantage
of conditional likelihood estimation is that the full partition
function need not be computed; it is replaced by a sum over
y 0 ∈ Y of scores w(x, y 0 ) for each x. Conditional random
fields are log-linear models over sequences, estimated using
conditional likelihood; typically they correspond to log-linear
finite-state transducers [Lafferty et al., 2001].
Log-linear models can also be trained contrastively using
fully-annotated data; an example are the morphology models
of Smith and Smith [2004] (see Table 1).

5.2

Unsupervised estimation

CE, which deals in conditional probabilities, restricts the denominators of the likelihood function, summing only over
x ∈ N(xi ) and maximizing
h
i
X
exp θ~ · f~(xi , y)
  X
y∈Y
h
i
LN θ~ =
log
(7)
X
exp θ~ · f~(x, y)
i
(x,y)∈N(xi )×Y

The sums in the numerators, over {xi } × Y, are computed
using S UM PARSES; so are the denominators, since N(xi ) is
represented as a lattice.
As discussed in §3.1, EM is a special case where the denominator is the sum of scores of all derivations of the entirety of Σ∗ . This is the same partition function that joint likelihood training faces, and EM suffers from the same computational difficulty of a possibly divergent sum (§4). By making
the sum finite—i.e., by defining finite neighborhoods—this
problem disappears (a move analogous to the move from joint
to conditional likelihood in supervised estimation).

5.3

Numerical optimization

To maximize the neighborhood likelihood (Equation 7), we
apply a standard numerical optimization method (L-BFGS)
that iteratively climbs the function using knowledge of its
value and gradient [Liu and Nocedal, 1989]. The partial
derivative of LN with respect to the jth feature weight θj is
X
∂LN
=
Eθ~ [fj | xi ] − Eθ~ [fj | N(xi )]
(8)
∂θj
i
This looks similar to the gradient of log-linear likelihood
functions on complete data, though the expectation on the
left is in those cases replaced by an observed feature value
fj (xi , yi∗ ). An alternative would be a doubly-looped algorithm that looks similar to EM. The E step would compute
the two expectations in Equation 8 and the M step (the inner
loop) would adjust the parameters to make them match (perhaps using an iterative algorithm). If the M step is not run
to convergence, we have something resembling a Generalized EM algorithm, which avoids the double loop and may be
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objective

Q 
∗ ~
i p xi , yi | θ

Q  ∗
~
i p yi | xi , θ

likelihood criterion
supervised

joint
conditional
contrastive
contrastive (correction)

unsupervised

marginal (a là EM)
contrastive



∗
∗ ~
i p yi | (X, Y ) ∈ N(xi , yi ), θ

Q 
~
i p X = xi | X ∈ N(xi ), θ

Q P 
~
i
y p xi , y | θ

Q P 
~
i
y p X = xi , y | X ∈ N(xi ), θ
Q

sum in ith
numerator

sum in ith
denominator

{(xi , yi∗ )}

X×Y

{(xi , yi∗ )}

{xi } × Y

{(xi , yi∗ )}

N(xi , yi∗ )

{xi }

N(xi )

{xi } × Y

X×Y

{xi } × Y

N(xi ) × Y

Table 1: Supervised and unsupervised estimation with log-linear models for classification. The supervised case marked “contrastive (correction)” is applicable to models for correcting possibly noisy input xi , rather than classifying xi .
faster; see, e.g., Riezler [1999]. The key difference between
our approach and EM/GEM, of course, is that the probabilities in the objective function are conditioned on the neighborhood.
The expectations in Equation 8 are computed as a byproduct of running S UM PARSES followed by an “outside”
or “backward” pass dynamic program similar to backpropagation.
When there are no hidden variables, LN is globally concave (examples include supervised joint and conditional likelihood estimation). In general, with hidden variables, the
function LN is not globally concave; our search will lead only
to a local optimum. Therefore, as with EM, the initial bias in
the initialization of θ~ will affect the quality of the estimate
and the performance of the method. In future work, we might
wish to apply techniques for avoiding local optima, such as
deterministic annealing [Smith and Eisner, 2004].

we have no “channel” model of which errors are more or
less likely to occur (only a set of possible errors that implies a set of candidate corrections), though the neighborhood
could perhaps be weighted to incorporate a channel model (so
that we consider not only the probability of each candidate
correction but also its similarity to the typed string).3 The
model we propose is a language model—one that incorporates induced grammatical information—that might then be
combined with an existing channel model. The other difference is that this approach would attempt to correct the entire
sequence at once, making globally optimal decisions, rather
than trying to correct each word individually.
A subtlety is that the quantity we wish to maximize is a
sum:



X 
x̂ = argmax p x0 | θ~ = argmax
p x0 , y | θ~
(10)

5.4

where y ranges over possible parse trees. We noted in §4 that
this problem is likely to be intractable.
A reasonable approximation to this decoding is to simply
apply B EST PARSE, finding


(x̂, ŷ) = argmax p x0 , y | θ~
(11)

Inference in task-based neighborhoods

The choice of neighborhood affects training only in the construction of neighborhood lattices. The underlying probabilistic model and the algorithm for training it are unaffected
by this choice. The application of these models to testing data
is somewhat different for task-based neighborhoods.
Consider again the syntax induction problem: given a sentence x, we wish to recover the hidden syntactic structure.
To do this, having trained a probabilistic model with hidden
variables, we use B EST PARSE to infer (or decode) the most
likely structure:


ŷ = argmax p y | x, θ~
(9)
y

The spelling correction and punctuation restoration cases
are slightly different. At test time, we observe a sentence
that may contain errors (misspelled words or missing punctuation). Our goal is to select the sentence from its neighborhood that is most likely, according to our model. Note that
the neighborhoods now are centered on the observed, possibly incorrect sentences, rather than correct training examples.
They are still lattices, a fact we will exploit.
This approach is similar to certain noisy-channel spelling
correction approaches [Kernighan et al., 1990] in which, as
for us, only correctly-spelled text is observed. Like them,

x0 ∈N(x)

x0 ∈N(x) y∈Y

x0 ∈N(x),y

This gives the best parse tree over any sequence in N(x), with
the sequence, but not necessarily the best sequence. This is a
familiar approximation in natural language engineering (e.g.,
machine translation often picks the most probable translation
and alignment, given a source sentence, rather than marginalizing over all alignments).

6

Unsupervised Dependency Parsing

In prior work, we compared various neighborhoods for inducing a trigram part-of-speech tagger from unlabeled data
[Smith and Eisner, 2005], given a (possibly incomplete) tagging dictionary. The best performing neighborhoods in those
experiments were L ENGTH, D EL O RT RANS 1, and T RANS 1.
We found that D EL O RT RANS 1 and T RANS 1 were more
3
The notion of training with weighted or probabilistic neighborhoods is an interesting one that we leave to future work.
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robust than L ENGTH when the tagging dictionary was degraded, and also more able to recover with the help of additional (spelling) features.
Here we explore a variety of contrastive neighborhoods
on the M ATCH L INGUIST task. Our starting point is essentially identical to the dependency model used by Klein and
Manning [2004].4 This model assigns probability to a sentence xm
1 and an unlabeled dependency tree as follows. The
tree is defined by a pair of functions χleft and χright (both
{1, 2, ..., m} → 2{1,2,...,m} ) which map each word to its dependents on the left and right, respectively. (The graph is
constrained to be a projective tree, so that each word except
the root has a single parent, and there are no cycles or crossing dependencies.) The probability of generating the subtree
rooted at position i, given its head word, is:

Y
Y

P (i) =
pstop (¬stop | xi , d, f (xj ))
d∈{left,right}

j∈χd (i)

!
· pkid (xj | xi , d) · P (j)
· pstop (stop | xi , d, [χd (i) = ∅]) (12)
where the f (xj ) is true iff xj is the closest child (on either
side) to its parent xi . The probability of the entire tree is
given by:
p(xm
1 , χleft , χright ) = proot (xr ) · P (r)

(but give some probability to any dependency), and normalizing to obtain initial probabilities. For the log-linear models,
we simply set the corresponding weights to be the logs of
those probabilities. The other initializer is a simple uniform
model; for the generative model, each distribution is set to be
uniform, and for the log-linear model, all weights start at 0.
Note that our grammars are defined so that any dependency
tree over any training example is possible.
The dataset is WSJ-10: sentences of ten words or fewer
from the Penn Treebank, stripped of punctuation. Like Klein
and Manning [2004], we parse sequences of part-of-speech
tags. The complete model (over a vocabulary of 37 tags)
has 3,071 parameters. Our experiments are ten-fold crossvalidated, with eight folds for training and one for test.
Because the Penn Treebank does not include dependency
annotations, accuracy was measured against the output of a
supervised, rule-based system for adding heads to treebank
trees [Hwa and Lopez, 2004]. (The choice of head rules accounts for the difference in performance we report for Klein
and Manning’s system and their results.) All trials were
trained until the objective criterion converged to a relative tolerance of 10−5 . The average number of iterations of training
required to converge to this tolerance is shown for each trial;
note that in the non-EM trials, each iteration will require at
least two passes of the dynamic program on the data (once
for the numerator, once on the neighborhood lattice for the
denominator)—potentially more during the line search.

(13)

where r is the index of the root node.
In this model, proot , pstop , and pkid are families of conditional probability distributions. A log-linear model that
uses the same features replaces these by exponentials of
feature weight functions (exp θroot (...), exp θstop (...), and
exp θkid (...), respectively), and includes a normalization factor (partition function) to make everything sum to one. As
discussed in §5.2, the partition function may not converge, but
we never need to compute it, because we only consider conditional probabilities. Note also that this is simply a log-linear
(dependency) CFG—we have not incorporated any overlapping features.
We compared contrastive estimation with three different
neighborhoods (L ENGTH, T RANS 1, and D EL O RT RANS 1)
to EM with the generative model. We varied the regularization in both cases; for the log-linear models, we used a
single Gaussian prior with mean 0 and different variances
(σ 2 ∈ {0.1, 1, 10, ∞}). Note that a lower variance imposes
stronger smoothing [Chen and Rosenfeld, 2000]; variance of
∞ implies no smoothing at all. The generative model was
smoothed using add-λ smoothing (λ ∈ {0, 0.1, 1, 10}).5 Because all trials involved optimization of a non-concave objective function, we also tested two initializers. The first is very
similar to the one proposed by Klein and Manning [2004].
For the generative model, this involves beginning with expected counts that bias against long-distance dependencies
4
Their best model was a combined constituent-context and dependency model; we explored only the dependency model.
5
We note that prior work on unsupervised learning has not fully
explored the effects of smoothing on learning and performance.

Discussion Results are reported in Table 2. The first thing
to notice is that the L ENGTH neighborhood—the closest we
can reasonably get to EM on a log-linear variant of the original generative model, owing to the partition function difficulty (§4)—is consistently better than EM on the generative model. This should not be surprising. Log-linear models are (informally speaking) more probabilistically expressive than generative models, because the weights are unconstrained. (Recall that generative models are a subset of loglinear models, with nonnegativity and sum-to-one constraints
~ This added expreson the exponentials of the weights θ.)
sivity allows the model to put a “bonus” (rather than a cost)
on favorable configurations. For example, in the unsmoothed
L ENGTH trial, the attachment of a $ tag as the left child of a
CD (cardinal number) had a learned weight of 3.75 and the attachment of a MD (modal) as the left child of a VB (base form
verb) had a weight of 2.98. In a generative model, weights
will never be greater than 0, because they are interpreted as
log-probabilities.
The main result is that the best-performing parameter estimates were trained contrastively using the T RANS 1 and D EL O RT RANS 1 neighborhoods. Furthermore, they came from
combining contrastive estimation with a uniform initializer.
(Even the L ENGTH neighborhood initialized uniformly performs nearly as well as the cleverly initialized EM-trained
generative model.) That is a welcome change, as clever initializers are hard to design. There is a actually some reason
to suppose that uniform initializers may provide a generically
helpful implicit bias: Wang et al. [2002] have suggested that
high-entropy models are to be favored in learning with latent
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untrained
(generative, sum-to-one)
EM
(generative, sum-to-one)

L ENGTH
(log-linear)
T RANS 1
(log-linear)
D EL O RT RANS 1
(log-linear)

supervised, JL
(generative, sum-to-one)
supervised, CL†
(log-linear)

λ = 10
1
0.1
no smoothing
λ = 10
1
0.1
no smoothing∗
σ 2 = 0.1
1
10
no smoothing
σ 2 = 0.1
1
10
no smoothing
σ 2 = 0.1
1
10
no smoothing
λ = 10
1
0.1
no smoothing∗
σ 2 = 0.1
1
10

Klein & Manning’s initializer
training
test
accuracy
accuracy
(%)
(%)
iterations
21.7 ±0.19
21.8 ±0.82
23.5 ±0.92
23.5 ±1.32
23.3 ±0.79
23.4 ±1.18
23.3 ±0.46
23.5 ±1.06
30.5 ±5.75
30.8 ±5.57
33.1 ±5.0
34.5 ±7.09
34.8 ±6.43
55.8 ±12.3
34.5 ±7.13
34.7 ±6.51
58.7 ±8.4
64.1 ±11.1
35.2 ±6.59
35.2 ±5.99
42.7 ±7.58
42.9 ±7.57 150.5 ±32.0
42.6 ±5.87
42.9 ±5.76 260.5 ±121.1
42.2 ±5.76
42.4 ±5.73 259.2 ±168.8
42.1 ±5.58
42.3 ±5.52 195.2 ±56.4
32.7 ±6.52
32.4 ±6.03
54.9 ±14.4
31.7 ±9.41
31.5 ±9.34 113.7 ±28.3
37.4 ±6.49
37.4 ±6.06 215.5 ±95.0
37.4 ±6.29
37.4 ±5.96 271.3 ±66.8
32.1 ±4.86
32.0 ±4.61
56.2 ±11.8
47.3 ±5.96
47.1 ±5.88 132.2 ±29.9
37.0 ±4.35
37.1 ±3.75 206.8 ±59.5
36.3 ±4.42
36.4 ±3.99 287.9 ±82.5
(initializer has no effect)
75.3 ±0.31
75.0 ±1.26
75.9 ±0.33
75.5 ±1.06
76.0 ±0.31
75.5 ±1.15
76.1 ±0.34
75.3 ±1.12
78.3 ±0.22
77.8 ±0.98
37.1 ±1.9
79.5 ±0.25
78.5 ±0.72
99.6 ±5.7
79.9 ±0.24
78.6 ±0.77 350.5 ±54.4

Uniform initializer
training
test
accuracy accuracy
(%)
(%)
iterations
(this approximates random;
smoothing has no effect on a
uniform model)
22.3 ±0.13 22.3 ±0.72
19.5 ±0.35 19.5 ±0.78
40.0 ±7.5
21.2 ±0.29 21.1 ±1.26
54.4 ±1.8
22.1 ±3.01 22.2 ±3.38
63.8 ±18.7
23.6 ±3.77 23.6 ±4.31
63.3 ±9.2
32.5 ±3.54 32.4 ±3.81 101.1 ±17.0
33.5 ±3.61 33.6 ±3.75 177.0 ±34.4
33.6 ±3.80 33.7 ±3.88 211.9 ±49.4
33.8 ±3.59 33.7 ±5.86 173.1 ±77.7
41.4 ±4.59 41.5 ±5.12
33.8 ±6.7
48.4 ±0.71 48.5 ±1.15
82.5 ±12.6
48.8 ±0.90 49.0 ±1.53 173.4 ±71.0
48.7 ±0.92 48.8 ±1.40 286.6 ±84.6
41.1 ±4.16 41.1 ±4.77
38.6 ±5.8
46.5 ±4.06 46.7 ±4.67
87.0 ±12.1
46.3 ±5.07 46.6 ±5.63 201.7 ±45.9
46.0 ±5.24 46.2 ±5.67 212.8 ±119.4

Table 2: M ATCH L INGUIST results. The baseline (a reimplementation of Klein and Manning [2004]) is boxed. Trials that on
average exceeded baseline performance are shown in bold face. Means across folds are shown, with standard deviation in small
type. ∗ Note that unsmoothed generative models can set some probabilities to zero which can result in no valid parses on some
test examples; this counted toward errors. † Unsmoothed supervised CL training leads to weights that tend toward ±∞; such
trials are omitted.
variables; the uniform model is of course the maximum entropy model. As for explicit task biases, it is better to incorporate these into the objective function than through clever
initializers, which are hard to design and may interact unpredictably with a choice of numerical optimization method (after all, the initializer has influence only because the optimizer
fails to escape local maxima).
Compared to Klein and Manning’s clever initializer, the
uniform initializer turned out empirically to port better to contrastive conditions, and tended to be more robust across crossvalidation folds (see variances in small type in Table 2).
An important fact illustrated by our results is that smoothing can have a tremendous effect on the performance of a
model. One well-performing model (D EL O RT RANS 1 neighborhood, smoothed at σ 2 = 1, with Klein and Manning’s
initializer) is quite poor if the smoothing parameter is varied
by an order of magnitude.

7

Future Work

The experiment described is circumstantial evidence—not a
rigorous demonstration—of our claim that a contrastive objective is better correlated with performance on M ATCH L IN GUIST than EM’s marginal likelihood criterion. Because both
kinds of problems involve non-convex optimization, there is
always a chance of good or bad luck with respect to local
maxima. In future work, we hope to explore this question
more rigorously, for a variety of problems, by comparing
many solutions found by optimizing different criteria from
a variety of starting points. A careful study of the nonconvexity of these objective functions is also warranted.
In this work, we have not explored new features for grammar induction; however, by introducing a computationally
tractable unsupervised estimation method for log-linear models, we have opened the door for such exploration. In particular, for natural language grammar induction to become widely
useful, it will need to pay attention to words (rather than
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parts-of-speech) and—for many languages—morphology. A
morphology-based neighborhood might guide the learner to
tree structures that enforce long-distance inflectional agreement. Other interesting models we hope to explore involve
neighborhoods that treat function and content words differently. Novel uses of cross-lingual information are one exciting area where log-linear models are expected to be helpful
[Kuhn, 2004; Smith and Smith, 2004], availing the learner
of new information without requiring expensive synchronous
grammar formalisms [Wu, 1997].
One may wonder about the relevance of word order-based
neighborhoods (T RANS 1, for instance) to languages that do
not have strict word order. This is an open and important
question, and we note that good probabilistic modeling of
syntax for such languages may require a re-thinking of the
models themselves [Hoffman, 1995] as well as good neighborhoods for learning (again, morphology may be helpful).
The neighborhoods we discussed are constructed by finitestate operations for tasks like M ATCH L INGUIST, spelling
correction, and punctuation restoration; we plan to explore
neighborhoods for the latter two tasks. Another type of neighborhood can be defined for a specific system: define the
neighborhood using mistakes made by the system and retrain it (or train a new component) to contrast the correct
output with the system’s own errors. Examples of this have
been applied in acoustic modeling for speech recognition,
where the neighborhood is a lattice containing acousticallyconfusable words [Valtchev et al., 1997]; the hidden variables
are the alignments between speech segments and phones. Another example from speech recognition involves training a
language model on lattices provided by an acoustic model
[Vergyri, 2000; Roark et al., 2004]; here the neighborhood
is defined by the acoustic model’s hypotheses and may be
weighted. Neighborhood functions might also be iteratively
modified to improve a system in a manner similar to bootstrapping [Yarowsky, 1995] and transformation-based learning [Brill, 1995].
Finally, we intend to address the “minimally” supervised
paradigm in which a small amount of labeled data is available
(see, e.g., Yarowsky [1995]). We envision a mixed objective
function, with one term for fitting the labeled data and another
for the unlabeled data—the latter could be a CE term.

8

Conclusion

We have described contrastive estimation, a novel generalization of parameter estimation methods that use unlabeled data.
Contrastive estimation requires the choice of a neighborhood,
which can be interpreted as a mapping from observations to
classes of implicit negative evidence. CE moves probability mass from an example’s deprecated neighborhood to the
example itself. Many earlier approaches, including the EM
algorithm, can be viewed as special cases of CE.
CE has several key advantages. First, it is particularly apt
for log-linear models, which allow the incorporation of arbitrary features and dependencies into a probability model.
Unsupervised estimation for log-linear models has, until now,
been largely ignored due to the computational difficulties of
the partition function. CE avoids those difficulties. Further,

for models of sequence structure (such as WCFGs), marginalization over some kinds of neighborhoods (those expressible
as lattices) is efficient using dynamic programming.
We introduced task-based neighborhoods. When estimating a model (with or without supervision), it is important to
keep in mind its end use. This idea has been important in machine learning, inspiring conditional and discriminative approaches to parameter estimation. We have shown one way
to apply the idea in unsupervised learning: choose a neighborhood that explicitly represents potential mistakes of the
model, then train the model to avoid those mistakes.
We presented experimental results that show substantial
improvement on the task of inducing dependency grammars
to match human annotations. Our estimation methods performed far better than the EM algorithm (using the same features) and did not require clever initialization.
Finally, we have espoused a new view of grammar induction: hidden variables that are intended to model language
in service of some end should be estimated with that end in
mind. It may turn out that unsupervised learning is preferable to supervised learning, since the latent structure that
is learned need not match anyone’s intuition. Rather, the
learned structure is learned precisely because it is helpful in
service of that task.
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